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The brain is a highly dynamic and variable system: when the same stimulus
is presented to the same animal on the same day multiple times, the neural
responses showhigh trial-to-trial variability. In addition, even in the absence of
sensory stimulation neural recordings spontaneously show seemingly random
activity pa erns. Evoked and spontaneous neural variability is not restricted to
activity but is also found in structure: most synapses do not survive for longer
than two weeks and even those that do show high fluctuations in their efficacy.
Both forms of variability are further affected by stochastic components of neural
processing such as frequent transmission failure. At present it is unclear how
these observations relate to each other and how they arise in cortical circuits.
Here, we will investigate how the self-organizational processes of neural

circuits affect the high variability in two different directions: First, wewill show
that recurrent dynamics of self-organizing neural networks can account for key
features of neural variability. This is achieved in the absence of any intrinsic
noise sources by the neural networkmodels learning a predictivemodel of their
environmentwith sampling-like dynamics. Second, wewill show that the same
self-organizational processes can compensate for intrinsic noise sources. For
this, an analyticalmodel andmore biologically plausiblemodels are established
to explain the alignment of parallel synapses in the presence of synaptic failure.
Both modeling studies predict properties of neural variability, of which

two are subsequently tested on a synapse database from a dense electron mi-
croscopy reconstruction from mouse somatosensory cortex and on multi-unit
recordings from the visual cortex of macaque monkeys during a passive view-
ing task. While both analyses yield interesting results, the predicted properties
were not confirmed, guiding the next iteration of experiments and modeling
studies.
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Das Gehirn ist ein sehr dynamisches und variables System: wenn der gleiche
Stimulus dem gleichen Tier am gleichen Tag mehrmals gezeigt wird, variiert
die neuronale Aktivität bei einzelnen Präsentationen stark. Hinzu kommt, dass
das Gehirn selbst ohne äußere Stimulation spontan scheinbar zufällige Aktivi-
tätsmuster zeigt. Induziete und spontane Variabilität ist dabei nicht beschränkt
auf die Aktivität, sondern findet sich auch in der Struktur: die meisten Synap-
sen überleben nicht länger als zwei Wochen und selbst diejenigen, die stabiler
sind, zeigen hohe Fluktuationen in ihrer Größe. Beide Komponenten neurona-
ler Variabilität werden zusä lich durch intrinsische stochastische Komponen-
ten, wie zum Beispiel durch unzuverlässige Synapsen, beeinflusst. Momentan
ist nicht klar, wie diese Effekte zusammenhängen und wie sie in neuronalen
Ne werken entstehen.
In dieser Arbeit werden wir untersuchen, wie selbstorganisierende Prozes-

se in neuronalen Ne werken mit der hohen Variabilität auf zwei verschiedene
Weisen interagieren: Zuerst werden wir zeigen, dass die Dynamik selbstorga-
nisierender rekurrenter neuronaler Ne werke wichtige Komponenten neuro-
naler Variabilität erklären kann. Dies geschieht in komple deterministischen
Ne werken, indem ein prädiktives Modell der Umwelt gelernt wird und von
diesemModell stichprobenartig Aktivität generiert wird. In einer zweiten Stu-
die werden wir zeigen, dass die selben selbstorganisierenden Prozesse zur
Kompensation von intrinsischen Rauschquellen beitragen können. Dies wer-
den wir am Beispiel von der Angleichung paralleler Synapsen unter dem Ein-
fluss von stochastischem synaptischen Versagen in einem analytischen und
zwei biologisch plausibleren Modellen zeigen.
Beide Modellierungsstudien machen Vorhersagen zu Eigenschaften neuro-

naler Variabilität. Diese testen wir mit einer Synapsendatenbank, die auf einer
dichten Elektronenmikroskopierekonstruktion eines kleinen Teils des somato-
sensorischen Cortexes der Maus basiert, und in elektrophysiologischen Daten
aus dem visuellenMakakencortex. Obwohl beide Analysen in sich interessante
Ergebnisse zeigen, könnendieVorhersagenderModelle nicht validiertwerden.
Darauf basierend leiten wir Fragestellungen für zukünftige Experimente und
Modellierungsstudien ab.
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Das Gehirn ist ein sehr variables komplexes System. Die Variabilität betrifft da-
bei sowohl dieDynamik als auch die Struktur. Bezogen auf dieDynamik zeigen
einzelne Neurone scheinbar zufälliges Verhalten, das einem Poisson-Prozess
ähnelt. Dies hat historisch dazu geführt, dass nur die Feuerrate eines Neurons
als zuverlässigeAntwort auf sensorische Reize gewertetwurde unddasHinter-
grundrauschen als Störung durchMi elung entfernt wurde. Neue Studien zei-
gen allerdings, dass das Hintergrundrauschen und die damit zusammenhän-
gende spontane Aktivität bei Abwesenheit von sensorischer Stimulierung kei-
nesfalls bei der Informationsverarbeitung nur stört: tatsächlich ist die Struktur
dieser spontanen Aktivität auf Populationsebene nicht zufällig, sondern ähnelt
stark neuronalen Antworten auf sensorische Reize. Zusä lich wird sie durch
Lernen geprägt und scheint sogar Einfluss auf Entscheidungen zu haben.
Die Variabilität neuronaler Struktur wird hauptsächlich im Hinblick auf

Verbindungen zwischen Neuronen untersucht. Diese Synapsen werden ge-
meinhin als Speicher von Erinnerungen, Denkmustern und Charaktereigen-
schaften gesehen, die uns ein Leben lang begleiten. Tro dem zeigen sie star-
ke Veränderungen von Tag zu Tag und scheinen einem Potenzgese für ihre
Lebensdauer zu folgen: die meisten Synapsen werden nach kurzer Zeit schon
wieder entfernt. Überaschenderweise wirken sich diese starken Fluktuationen
nicht auf die makroskopischen Strukturen aus: so bilden sich zum Beispiel sta-
bile topologische Karten auf der Großhirnrinde, bei der nahe gelegene Nerven-
zellen für ähnliche Stimuluseigenschaften kodieren, und die Gesamtheit der
Synapsenstärken scheint einer stabilen Verteilung zu folgen.
Die Emergenz globaler stabiler Strukturen tro lokal starker Fluktuationen

deutet auf selbstorganisierende Prozesse hin: In der Tat gibt es weitreichen-
de experimentelle Grundlagen für neuronale Analogien zu den zwei zentralen
Prozessen der Selbstorganisation: positive Verstärkung und Konkurrenz um
Ressourcen. Die positive Verstärkung entspricht Hebbschem Lernen, welches
besagt, dass gleichzeitig aktive Nervenzellen ihre gegenseitigen Verbindungen
verstärkenunddadurchwiederumwahrscheinlicher gleichzeitig aktivwerden.
HomöostatischeMechanismen wie synaptische Normalisierung, die die Stärke
aller eingehenden Synapsen zu einem Neuron normalisieren, führen zu einer
Konkurrenz um Ressourcen, sodass einzelne Synapsen nur verstärkt werden
können, wenn andere dafür abgeschwächt werden.
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In dieser Arbeit werden wir wichtige Eigenschaften neuronaler Variabilität
mit Hilfe von deterministischen und selbstorganisierenden neuronalen Ne -
werken erklären. Zusä lichwerdenwir zeigen, wie Selbstorganisation zur Sta-
bilisierung von Strukturen im Kontext von intrinsischen Fluktuationen beitra-
gen kann. Schließlich werden Vorhersagen aus unseren Studien an passenden
Daten getestet und dadurch Ideen für zukünftige Studien entwickelt.
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In der ersten Studie (Hartmann u. a. 2015) erklären wir wichtige Merkmale
neuronaler Variabilität mithilfe von selbstorganisierenden neuronalen Ne -
werken. Wir konzentrieren uns dabei auf folgende Merkmale spontaner Ak-
tivität und deren Interaktion mit durch Stimuli evozierter Aktivität: sponta-
ne Aktivität ähnelt bei makroskopischen Analysen, wie zum Beispiel bei bild-
gebenden Verfahren oder der Visualisierung hoch-dimensionaler Aktivität in
wenigen Dimensionen, stark der evozierten Aktivität und scheint diese Ähn-
lichkeit während der Entwicklung des Organismus unter anderem durch Ler-
nen zu erreichen. Die Ähnlichkeit ist so hoch, dass die spontane Aktivität die
evozierte zu umfassen scheint: die evozierte Aktivität kann als Teilmenge der
gesamten spontanen Aktivität gesehen werden. Dementsprechend verringert
sich auch die neuronale Variabilität mit Erscheinen des Stimulus. Schlussend-
lich lässt sich die Interpretationmehrdeutiger Stimuli mithilfe der vorangegan-
genen spontanen Aktivität voraussagen.
Wir können zeigen, dass all diese Eigenschaften in einem sehr einfachen

und abstraktenModell für Selbstorganisation in neuronalenNe werken emer-
gieren: dem selbstorganisierenden rekurrenten neuronalen Ne werk (SORN).
Dieses Modell hat verhältnismäßig wenig Parameter und hat in anderen Studi-
en bereits sowohl gute Lerneigenschaften als auch gute Übereinstimmung mit
psychophysischen und physiologischen Daten gezeigt. Dies legt nahe, dass die
Effekte, die wir mit diesem Ne werk finden, nicht durch Überanpassung der
Parameter an die Daten entstanden sind. Das gilt insbesondere, weil wir für
alle Experimente die gleichen Parameter verwenden. Eine zentrale Eigenschaft
des Ne werkes ist sein deterministisches Verhalten: die Merkmale neuronaler
Variabilität können also ohne zusä lich eingespeistes Rauschen reproduziert
werden.
Neben den beschriebenen Daten zu neuronaler Variabilität zeigt das Ne -

werk auch interessante rechnerische Leistungen: Analog zu Helmhol ’ “un-
bewusstem Schluss” kombiniert das Ne werk Stimulushäufigkeiten während
der Selbstorganisation mit der Mehrdeutigkeit neuer Stimuli. Wenn beispiels-
weise Stimulus A verhältnismäßig häufig gezeigt wurde, muss ein mehrdeuti-
ger Stimulus nur zu einem geringen Anteil A entsprechen, um das Ne werk
tro dem noch zu einer A-Interpretation zu bewegen. Wir können zeigen, dass
diese Schlüsse optimal sind, indemwir ein naives Bayesmodell entwickeln und
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feststellen, dass dessen Parameter nur auf unser Ne werkmodell angepasst
werden können, nicht aber auf weiter reduzierte Ne werkmodelle.
Zule t können wir mithilfe des Modells neue Vorhersagen generieren, die

experimentell getestet werden können: So sollte zum Beispiel die Variabilität
neuronaler Aktivität bei Präsentation des Stimulus sichmit zunehmendemLer-
nen stärker reduzieren, die Separierbarkeit einzelner evozierter Aktivitätsclus-
ter zunehmen, und die Variabilität in der evozierten Aktivität von der voran-
gegangen spontanen Aktivität vorhersagbar sein.

N S A -
S

In der zweiten Studie (Hartmann u. a. 2016) untersuchen wir am Beispiel der
Angleichungparalleler Synapsen,wie Selbstorganisation zur Stabilisierungder
durch intrinsische Fluktuationen beeinträchtigten Ne werkstruktur beitragen
kann. Die Angleichung paralleler Synapsen ist das kürzlich entdeckte Phäno-
men, dass Synapsen zwischen den gleichen zwei Neuronen ungefähr die glei-
che Größe haben, sofern die Synapsen vom gleichen Zweig eines Axons und
dem gleichen Zweig eines Dendriten stammen. Dies wurde teilweise erwartet,
weil diese parallelen Synapsen den gleichen prä- und postsynaptischen Akti-
vitäten ausgese t sind und daher Ähnliches lernen sollten. Allerdings kommt
es häufig zum unabhängigen Versagen der chemischen synaptischen Übertra-
gung, sodass die Übereinstimmung weniger stark sein sollte, als sie gemessen
wurde.
Wir können zeigen, dass durch die einfache Interaktion vonmultiplikativer

synaptischer Normalisierung mit additivem Hebbschen Lernen sich parallele
Synapsen automatisch angleichen. Dabei findenwir als einzige Vorausse ung,
dass mehr Verstärkung als Abschwächung beim Hebbschen Lernen sta fin-
den muss. Dies zeigen wir in drei unterschiedlichen Modellen: zuerst zeigen
wir, dass die Interaktion von additivemHebbschen Lernen mit multiplikativer
Normalisierung unter dem Einfluss von stochastischen Synapsen in einem abs-
trakten stochastischen Prozess abgebildet werden kann: dem Kesten Prozess.
Dieser wurde bereits zur Beschreibung der selben synaptischen Fluktuationen
herangezogen, die in früheren Studien mit dem SORN-Modell erklärt wurden.
Hier konntenwir also eine Brücke zwischen statistischenModellen undmecha-
nistischenModellen schlagen.Nach der Verifikation dieser Ergebnisse in einem
einzelnen biologisch plausibleren Modellneuron mit vielen Synapsen und rea-
listischeren Plastizitätsmechanismen könnenwir zeigen, dass die vorausgese -
te Dominanz von Potenzierung ein automatisches Resultat der Selbstorganisa-
tion in rekurrenten neuronalen Ne werken am Beispiel des SORNs ist. Dies
entspricht vielen Studien, denen zufolge Potenzierung während Wachphasen
dominiert und durch Normalisierung im Schlaf auf konstantem Niveau gehal-
ten wird.
Dementsprechend ist eine Vorhersage dieser Studie, dass die Angleichung

paralleler Synapsen nach dem Schlaf größer ist als nach Schlafen ug. Zusä -
lich sehen wir in Simulationenmit SORN, dass sich größere parallele Synapsen
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ähnlicher sind — es sollte also eine positive Korrelation zwischen der Anglei-
chung und der mi leren Größe von Synapsenpaaren geben.

Z V M D -

Im le ten Abschni der Arbeit testen wir zwei Vorhersagen der vorangegan-
genen Studien an zwei Datensä en. Für die Studie zur Angleichung paralle-
ler Synapsen analysieren wir einen kürzlich veröffentlichten Datensa , der al-
le Synapsen aus einer dichten elektronenmikroskopischen Rekonstruktion ei-
nes kleinen Teils des somatosensorischenMauscortexes annotiert hat. Da dieser
Datensa wesentlich mehr parallele Synapsen als der Datensa der ursprüng-
lichen Studie zur Angleichung paralleler Synapsen enthält, eignet er sich bes-
ser zum Testen unserer Voraussage, dass eine positive Korrelation zwischen
Synapsengröße und Präzision der Angleichung herrschen sollte. Da es sich um
den Datensa einer einzelnen Maus handelt, ist ein Testen der Voraussage zu
Schlaf nichtmöglich. Hierfürwären ähnlicheMäusemit unterschiedlich langen
Wachphasen zum Zeitpunkt des Experiments notwendig.

Nach einer ersten Reinigung des Datensa es können wir zeigen, dass die
Daten variabler sind: so ist zum Beispiel die Korrelation zwischen den einzel-
nen Indikatoren synaptischer Stärke variabler und auch die Angleichung par-
alleler Synapsen ist weniger genau als in der ursprünglichen Studie. Beim Un-
tersuchen der Abhängigkeit zwischen Synapsenstärke und Präzision der An-
gleichung finden wir, entgegen unserer Voraussage, nur eine leicht negative
Korrelation.

Zum Testen der Voraussagen zu neuronaler Aktivitätsvariabilität aus der
ersten Studie analysieren wir neurophysiologische Daten aus dem visuellen
Affencortex. Diese wurden aufgenommen, während die Affen auf einem Bild-
schirm schwarz-weiße Zahlen mit unterschiedlichen Häufigkeiten präsentiert
bekommen haben und nicht darauf reagieren mussten. Dies kommt den Expe-
rimenten im SORN sehr nahe, bei denen Stimuli mit unterschiedlichen Häu-
figkeiten ohne eine bestimmte zu lernende Aufgabe gezeigt wurden. Ähnliche
Experimente in anästhesierten Ka en mit gleichhäufigen Stimuli haben inter-
essante Effekte gezeigt, sodass auch hier Lerneffekte erwartet wurden.

Bei der Analyse der Daten im Hinblick auf Lerneffekte konnte allerdings
kein verlässlicher Effekt festgestellt werden. Entsprechend konnte auch kein
starker Effekt von Lernen auf eine Reduktion der neuronalen Variabilität oder
Separierbarkeit der evozierten Aktivität festgestellt werden. Ebenfalls nicht ve-
rifiziert werden konnte die Voraussage, dass mit der spontanen Aktivität vor
Präsentation des Stimulus variable Aktivität oder Entscheidungen vorausge-
sagt werden können, da durch die experimentellen Einschränkungen nur von
einem kleinen Teil der präsynaptischen Zellen aufgenommen werden konnte.
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In dieser Arbeit haben wir in zwei verschiedenen Studien gezeigt, dass neu-
ronale Selbstorganisation sowohl Merkmale neuronaler Variabilität erklären
kann, als auch ein effektiver Mechanismus sein kann, ummit der vorhandenen
Variabilität umzugehen. Zentrale Voraussagen beider Studien konnten nicht in
Daten verifiziert werden. Um diese Divergenz besser zu verstehen, sind zwei
Wege möglich:
Zum einen können die aus den Daten gewonnenen Rückschlüsse genu t

werden, um die Modelle weiter an die Daten anzupassen. Dementsprechend
wäre für die Ergebnisse zu den parallelen Synapsen ein wichtiger nächster
Schri zu untersuchen, unter welchen Vorausse ungen in den Modellen die
Korrelation zwischen Synapsenstärke und Präzision der Angleichung vermie-
den werden kann. Da die elektrophysiologischen Daten des Makakencortex
keinen verlässlichen Lerneffekt gezeigt haben, können aus den Daten nur we-
nig Rückschlüsse für das Modell gezogen werden. Hier sind sta dessen neue
Fragen in der korrespondierenden Modellierungsstudie entstanden: so wäre
es zum Beispiel interessant zu untersuchen, in wie weit die Bayes’sche Infe-
renz auch auf andere Paradigmen generalisiert werden kann, und was genau
der Ursprung der Variabilität in dem deterministischen SORN ist.
Zum anderen können mehr Datensä e aufgezeichnet und analysiert wer-

den, um weitere Voraussagen zu testen. So ist zum Beispiel noch die Voraus-
sage offen, dass die Angleichung paralleler Synapsen nach Schlaf präziser sein
sollte als nach Schlafen ug. Des Weiteren sind Daten mit Lerneffekten nötig,
um die zentralen Voraussagen aus der ersten Studie zu testen. Mögliche Ansät-
ze wären hier, den Affen durch aufmerksamkeitsabhängige Paradigmen mehr
Anreiz zu geben, Eigenschaften der Stimuli zu verinnerlichen, oder die Stimu-
li so zu verändern, dass Lerneffekte wahrscheinlicher werden. Zule t ist ein
Hauptproblem beim Aufnehmen weiter Daten für das Testen der Vorhersage,
dass spontane Aktivität evozierte Variabilität erklären können sollte, dass je-
weils nur von einer sehr kleinen Population aufgenommen werden kann. Des-
halb kann imGegensa zu den Simulationsstudien nie garantiert werden, dass
die Aktivität aller präsynaptischen Partner, und damit alle relevanten Eingän-
ge, aufgenommen wurde.
Sowohl für die breite Ableitung vieler Zellen als auch für weitere Studi-

en zu synaptischer Angleichung gibt es Grund zur Hoffnung: Die Neurowis-
senschaften erleben gerade starken technologischen Fortschri was die Anzahl
und Größe der ableitbaren und rekonstruierbaren Populationen angeht. So ist
es bereits je t möglich, die Aktivität aller Nervenzellen von einfachen Orga-
nismen gleichzeitig aufzunehmen, und die Größe der rekonstruierbaren Ab-
schni e wächst durch das zunehmende Interesse an “Connectomics” ebenfalls
jedes Jahr. Bald sollte es also möglich sein, die noch offenen Voraussagen ex-
perimentell zu testen.
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₁

I

No man ever steps in the same river twice, for it’s not the same river
and it’s not the same man.

Heraclitus

The human brain is arguably the most complex system known: It contains
100 times more processing units, the neurons, than there are transistors in an
Intel Core i7 CPU. Each of the 1011 neurons has on average 6000 connections,
the synapses, adding up to a few orders of magnitude more connections than
there are bits in the human genome (≈ 6× 109) (MacKay 2003; Kowaliski 2015;
Beaulieu and Colonnier 1985). To make everything even more complex, the
system is not fixed but constantly reorganizing with most synapses living only
for a very short time (Loewenstein et al. 2015). When contrasting this with our
very limited understanding of much simpler brains such as the nervous system
of the worm C. elegans that has only 302 neurons with a connectivity graph that
has been known for 30 years (White et al. 1986; Churchland and Abbo 2016),
it seems impossible at first sight to gain any understanding about human cog-
nition. In fact, computational neuroscience has been compared to cargo cults
(O’Neil 2015) since some try to approach this dilemma by just trying to rebuilt
the entire thing without first trying understanding the underlying principles,
just like the cargo cults (Burridge 1969) tried to rebuilt landing strips and air-
planes based on their outer appearance in hope of a racting cargo. Another
cynic comparison suggests that the current approach of neuroscience to try to
understand the brain by recording from a few neurons or mean population ac-
tivity at a time is like trying to understand a computer by recording a small
subset of transistors or measuring the heat of the CPU and hard drive (Brown
2014): impossible.
Nevertheless, (computational) neuroscience has gained quite a bit of under-

standing of the underlying principles throughout its young history: li le more
than 100 years since Ramón y Cajal drew the first circuit diagrams of the cortex
and proposed the neuron doctrine (Golgi 1906), we are now able to use brain ac-
tivity to steer artificial arms (Nicolelis and Lebedev 2009), we can activate (Liu
et al. 2012) or delete (Hayashi-Takagi et al. 2015) specific memories by shining
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light of a specific wavelength on parts of the brain, and we can reduce depres-
sion by non-invasively stimulating specific brain regions (George et al. 2000)
or providing biofeedback (Stoeckel et al. 2014). On the theoretical side, we ap-
proach a very good understanding of the dynamics governing single neurons
with the Hodgkin-Huxley model and its successors (Dayan and Abbo 2001),
we understand the functional properties of cells in early sensory cortices with
the theory of sparse coding (Olshausen and Filed 1996), andwe can build a sim-
plifiedmodel of a brain with all hierarchies from sensory input tomotor output
that can perform interesting tasks (Eliasmith et al. 2012). This is far away from
understanding high-level cognition, but much closer than we were a century
ago when the neuron doctrine, i.e. the function of neurons as individual units,
was still a debated theory.

₁.₁ V

Despite this progress, a key feature of the brain still puzzles the field (Dinstein
et al. 2015): Why is the brain so noisy, and how does it cope with all the noise?
Here, noise refers to two distinct phenomena: One the one hand, recordings
from the same neurons in the same animal on the same day when presented
with the same stimulus are very variable (see, e.g. the activity data on the ti-
tle page). The effects of this neural variability are reflected in the colloquial
Harvard Law of Animal Behavior: “Under carefully controlled experimental
circumstances, an animal will behave as it damn well pleases” (Renart and
Machens 2014). The underlying neural variability is usually taken as intrin-
sic noise that has to be averaged over by the brain to distil out the information.
On the other hand, as mentioned above, most synapses between neurons are
highly unstable and thereby not only introduce variability in the activity but
also in the structure. Before presenting possible ways the brain addresses these
challenges, we will shortly review some data on neural variability.

₁.₁.₁ I

When it comes to variable neural activity, the prime suspect are usually in-
trinsic sources of noise at the circuit level such as unreliable transmission at
the synapses and unreliable generation and propagation of action potentials
(spikes, the digital messages sent from one neuron to another). In addition,
noise can be introduced at the sensory level or affect behavior at the motor
level (Fig. 1.1):

U

One prominent source of intrinsic noise is the trial-to-trial variability of trans-
mi ing signals at chemical synapses between two neurons (Faisal et al. 2008):
here, the action potential generated by the presynaptic cell will travel along
the axon towards the synaptic bouton (bo om right of Fig. 1.1), where chem-
ical transmi ers (yellow dots) are released into a small cleft between the pre-



1.1. Variability in neural circuits 3

Fig. 1.1: Sources of noise in the brain. Reprinted Fig. 1 from (Faisal et al. 2008) with per-
mission. When trying to catch a ball, neural sources of noise can interfere at dif-
ferent levels: (a) At the stage of sensation, the signal transduction, i.e. the con-
version from photons, sound waves, or odorant molecules to electrical signals,
and signal amplification cascade can be corrupted. (b) At the level of neurons
throughout the processing stream, both the spontaneous opening and closing of
ion channels in individual membranes (“channel noise”) and transmission fail-
ure at connections between neurons can introduce noise. (c) Finally, the motor
neurons and muscles can introduce noise in the actual movements.

and postsynaptic cell. Ion channels in the membrane of the postsynaptic cell
open in response to the transmi ers and the resulting exchange of ions due
to chemical gradients across the membrane generates a postsynaptic current
(PSC). Variability is introduced into this process by sources such as failing to
release the transmi ers, spontaneous release of presynaptic vesicles leading to
so-called miniature-PSCs (mPSC), the location of release in the synaptic cleft
and the presynaptic arriving action potential width, suggesting that most trial-
to-trial variability observed at synapses (with a coefficient of variation (CV, σµ )
> 0.2) is due to noise (Faisal et al. 2008). Most prominently, the high probability
of synaptic failure after a presynaptic action potential (≈ 0.2, (Hardingham and
Larkman 1998)) has been taken as an argument to mainly study release failure
when discussing synaptic variability (Bartol et al. 2015).

O

At the circuit level, a failed or delayed generation of an action potential (spike)
after integrating many postsynaptic currents also introduces variability due to
the so-called channel noise — spontaneous opening or closing of ion channels.
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However, the noise due to these mechanisms seems to be negligible for natural
stimuli (Mainen and Sejnowski 1995).
Apart from noise at the circuit level, noise can also be injected at the sen-

sory level or at the motor level. At the sensory level, examples would be the ab-
sorption of photons in the photoreceptors of the retina, whose arrival follows a
Poisson process, and its amplification through the internal signal-amplification
processes. However, experimental evidence suggests that the signal transduc-
tion has been optimized to allow for very precise responses (Gollisch andMeis-
ter 2008; Bale et al. 2015). Furthermore, variability drastically increaseswith the
processing stage, suggesting that most variability is not due to noise from sen-
sory processes (Scholvinck et al. 2015). Last, motor noise is known to affect
behavior (Faisal et al. 2008). However, since the focus of this thesis is variabil-
ity in neural recordings, we will not further discuss this source of behavioral
variability.

₁.₁.₂ E

Apart from the intrinsic noise sources, variability can also be introduced from
unobserved variables that carry information and that can, in principle, be ob-
served and thereby account for parts of the variability (Renart and Machens
2014). The most commonly studied sources of extrinsic variability are the on-
going activity in the brain before a stimulus is presented, the (a entional) state
of the organism, and other external stimulation that was not controlled in the
experiment.

O

A very intuitive, but at the same time almost uncontrollable source of variabil-
ity is spontaneous activity. Our brain is always active - no ma er if we are
perceiving a stimulus or not. The intrusive force of these ongoing thoughts is
demonstrated by the amount of practice it takes to master meditation: it seems
practically impossible to silence the brain — there will always be a thought
popping up (Singer and Ricard 2008). These thoughts in turn manifest in on-
going neural activity. If, for example, our brain area for recognizing faces is
more active, perhaps because we just thought of people, when being presented
with an ambiguous face-vase stimulus, we are more likely to see a face in the
ambiguous stimulus (Fig. 1.2). Recently, a whole field developed around these
questions that will be reviewed in more detail in Chapter 3.

A

The previous paragraph framed neural variability due to ongoing activity as
hard to control. One way to approach this issue is by directing the a ention
of the subject to specific stimulus features and thereby bias ongoing activity
towards one direction. One could imagine, for example, that by biasing sub-
jects towards faces, the variability in interpreting face-vase stimuli would be
reduced because people would mostly recognize faces. Similarly, meditation
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(a) (b)

Fig. 1.2: Spontaneous activity affects perception. Reprinted Figures 1A, 2A from (Hes-
selmann et al. 2008) with permission. (a) Human subjects were presented with
the ambiguous face vase stimulus followed by a mask to prevent after-images
on the retina. The subjects then had to indicate whether they perceived a face or
a vase. (b) Average signal change in the brain area associated with processing
faces (fusiform face area, FFA), when the subjects indicated having perceived a
face (red) or a vase (blue). The difference in activity is most prominent at and
before stimulus onset (0), suggesting that spontaneous pre-stimulus activity in
the FFA influences the perception of the ambiguous stimulus.

is usually trained by trying to direct a ention to one specific target, such as
breathing (Singer and Ricard 2008). Experimental results from a ention tasks
with macaque monkeys and recordings from V1 (Herrero et al. 2013) or V4
(Mitchell et al. 2009) support this idea: when the monkeys a end to a stimu-
lus, firing rates increase but the trial-to-trial variability decreases. Therefore,
a ention seems to restrict neural variability.

G

While the influence of ongoing, spontaneous activity and a ention usually
refers to fluctuations of neural activity on a short time scale, it is also mod-
ulated on longer time scales. Examples for this are effects from global states
such as anaesthesia, arousal, or neuromodulation. Despite the different time
scales, it has been proposed that the mechanisms by which local a ention and
the global brain state influence neural variability are similar (Harris and Thiele
2011): Generally speaking, neural activity during anaesthesia, sleep, or rest
looks synchronized with high power in low-frequency (<10Hz) local field po-
tentials (LFP) and low power in gamma-band (25Hz–100Hz) LFP. Conversely,
arousal, active behavior, or a ention enforce desynchronized activity, i.e. low
power in low frequency bands and high power in the gamma band. This desyn-
chronized activity correlates with more accurate responses to stimuli, which
leads to decreased trial-to-trial variability.
Importantly, these global brain state effects vary on a slow time scale so that

care has to be taken to plan sufficiently long time spans in experiments to move
from one state to the other. For example, Constantinople and Bruno (2011)
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demonstrated that the effects of anaesthesia on neural variability changes con-
tinuously over time such that effects are still visible long after the anaesthetic
has been removed. One promising way to control for the global brain state and
a ention is pupil dilation (McGinley et al. 2015): It seems to be an easy and
cheap indicator of cortical state since it is highly correlated with gamma power
and signal-to-noise ratio whereas it is anticorrelatedwith low-frequency power
and trial-to-trial variability.

U

Finally, despite all efforts, not all stimuli are always well controlled, which
introduces additional variability. For example, in the prominent experiment
by Bair and Koch (1996), monkeys where presented with either the same pat-
tern of moving dots or a different pa ern of moving dots at successive trials,
as usually done in the field, to study motion detection and the response of area
MT. They found that variability was greatly reduced for the identical stimulus
suggesting that simple controls of sensory stimulation can have a large effect
on the observed variability. In addition, neurons are usually not only respon-
sive to their experimentally assigned function. For example it has been shown
that visual cortex can also respond to auditory stimuli (Renier et al. 2005) and
is modulated by locomotion (Niell and Stryker 2010; Ayaz et al. 2013).
Another factor introducing variability in stimulation paradigms is active

sensation: By aligning neural responses to the sniff cycle at odor presentation
(Shusterman et al. 2011) or to the touch of whiskers when studying barrel cor-
tex in rats (Hires et al. 2015), or by accounting for microsaccades in visual tasks
(Baudot et al. 2013), response variability can be further reduced.

₁.₁.₃ S

Besides the variability of neural activity, the connectivity graph of the under-
lying circuit is also constantly fluctuating. Interestingly, while there are high
fluctuations on the individual level, the overall population statistics are very
stable:

U -

Imaging studies over long time spans revealed that individual spines, i.e. in-
dicators for synapses, are highly variable over time: For example, Yasumatsu
et al. (2008) found that within a day, about 18% of spines in hippocampal slices
of young rats were eliminated and a similar amount newly generated at differ-
ent positions. Interestingly, small spines showed relatively larger fluctuations
in their size than larger spines. Given that spine size is predictive of the synap-
tic efficacy (Pierce and Lewin 1994; Schikorski and Stevens 1997; Murthy et al.
2001), this suggests that the resulting network dynamics should also be highly
variable over days. These ideas recently gained further support from an in vivo
study in auditory cortex of adult mice: Loewenstein et al. (2015) found that
the survival time of individual synapses follows a power law with only 40% of
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newly generated synapses surviving for four days and less than 20% surviving
more than twelve days while the total number of synapses stays constant. In-
terestingly, even the spines which were already present at the beginning of the
twenty-day experiment were quite unstable. Less than 50% survived until the
end. The finding breaks with the old assumption that “most [spines in adults]
last throughout life” (Bha et al. 2009).

S -

Despite the highly variable dynamics of single synapses, the overall population
distribution seems to be stable: Song et al. (2005) demonstrated that the dis-
tribution of synaptic efficacies is lognormal-like with many small connections
making up the bulk of all synapses and a few large connections in the heavy
tail. More recently, evidence accumulated supporting this claim (Buzsáki and
Mizuseki 2014): it has been found that not only the spine sizes but also the
synaptic efficacies, the probability of synaptic failure and the axonal diameter,
i.e. the transmission speed, are lognormal like distributed, which in turn might
lead to the observed lognormal distribution of neural activity. The intuition
brought forward by Buzsáki andMizuseki (2014) and others to explain the log-
normal distribution of synaptic efficacy is usually that the few large synapses
are responsible for the bulk of the computation by outlining an a ractor land-
scape, while the many small synapses serve as a pool of flexible connections,
that can quickly grow when new associations have to be formed and refine the
representations outlined by the strong connections. This nicely matches the
results by Yasumatsu et al. (2008) that the relative spine-size fluctuations are
larger for small synapses.

₁.₂ S -

The constant fluctuation of synaptic efficacies has been causally linked to self-
organizational processes constantly taking place in the brain (Hayashi-Takagi
et al. 2015). In response to external inputs such as odors, images, tastes, or pain,
newmemories and associations are formed in the neural circuits. These, in turn,
affect our interaction with the world and thereby the future external inputs.
These reinforcing effects from action-perception loops have been extensively
studied by the field of self-organization. After reviewing the basic principles
of this field and examples from neural circuits, we will outline key processes of
self-organization in the brain.

₁.₂.₁ S -

Self-organization can be defined as “the spontaneous often seemingly purpose-
ful formation of spatial, temporal, spatiotemporal structures or functions in
systems composed of few or many components” (Haken 2008). Essential is
here the unsupervised nature of self-organization: global structure and func-
tion emerges from basic, often local, underlying processes without an obvious
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(a) (b)

Fig. 1.3: Self-organization results from positive feedback and competition for re-
sources. (a) Reprinted Fig. 2 from (Ge in et al. 2016) with permission. Different
pa ernmorphologies of grassland ofAustralia (scale bars 0.5m). The structures
form due to an interaction of “positive biomass-water feedback associated with
water runoff and biomass dependent infiltration rates”: At and around already
present vegetation, the soil is more permeable to water, a racting water run-
ning over the dry bare-soil crusts and thereby more vegetation. This positive
feedback competes with the limited amount of water, which thereby becomes
even less abundant in gaps, thereby reducing seedling establishments, eventu-
ally resulting in hexagonal structures (Ge in et al. 2016). (b) Reprinted Fig. 4
from (Bosking et al. 1997) with permission. Orientation maps in tree-shrew vi-
sual cortex: tree shrews were presented with gratings at different orientations
(bo om, color-coded) and each pixel of the optically imaged visual cortex is col-
ored in the same color as the grating it responded maximally to. Overlaid are
the located inputs (black) to a few example neurons (white) demonstrating that
neurons are preferentially connected to neurons with similar response proper-
ties. Kaschube et al. (2008) and Kaschube et al. (2010) explained with activity-
dependent self-organization models, why these maps independently appeared
in different species, and correctly predicted different properties of these maps.
In themodel, neurons that are active at a similar time form connections (see Sec-
tion 1.2.2) and thereby become more likely to be active, but are suppressed by
long-range interactions.

learning signal or guidance. Given this very broad definition, it is difficult
to identify general principles that guide self-organization for all phenomena
falling under this umbrella. Nevertheless, two common mechanisms seem to
be the source of many self-organizing phenomena: local positive feedback vs.
global competition for limited resources or “self-enhancement balanced by an
antagonistic reaction” (Meinhardt 2008).
A very recent example illustrating this from outside of neuroscience is the

formation of fairy circles, i.e. the seemingly spontaneous formation geometri-
cally structured vegetation gaps in dry grasslands (Fig. 1.3a). In neuroscience,
self-organization has been a popular approach to explain the ontogenesis of
the visual system (Malsburg 1995). Successful examples include retinotopy,
i.e. that neurons close in visual cortex have receptive fields that are close on
the retina, ocularity, i.e. the formation of patches, stripes or layers that mainly
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(a) (b)

Fig. 1.4: What fires together, wires together. Reprinted Figures 8.1 and 8.2 from (Dayan
and Abbo 2001) with permission. (a) The response of a hippocampal neu-
ron when its presynaptic inputs are stimulated with a constant amplitude gets
strengthened (long-term potentiation, LTP) or weakened (long-term depres-
sion, LTD) in response to high-frequency or low-frequency stimulation. (b) Po-
tentiation anddepression after 50−75pairs of pre- and postsynaptic spikeswith
different timings. (left) The response amplitude to presynaptic stimulation (at
arrow) strengthens when the presynaptic spike precedes the postsynaptic one
during pairing (+10ms), weakens for the reverse pairing and is not affected by
pairings over extended time spans (±100ms). (right) The converged amplitude
depends exponentially on the time offset. The filled and open symbols corre-
spond to, respectively, extracellular and intracellular stimulation of the postsy-
naptic neuron.

respond to one eye, while many other areas receive co-located input from both
eyes, and orientation specificity, i.e. the response similarity of nearby cells in vi-
sual cortex to oriented gratings. More recently, Kaschube et al. (2010) extended
the last point by explaining the independent co-formation of orientation maps
in different species through self-organizational principles (Fig. 1.3b). Finally,
Zheng et al. (2013) recently showed that the positive feedback from learning in
neural circuits combined with the competition for resources, which will be in-
troduced in the following paragraphs, can account for the specific dynamics of
spine size fluctuations and the lognormal like distribution of synaptic efficacies
described above.

₁.₂.₂ H

The positive feedback part of cortical self-organization is instantiated in Hebb’s
postulate that is commonly paraphrased as “What fires together, wires to-
gether” (Hebb 1949; Löwel and Singer 1992): When two neurons are active at
the same time, i.e. fire action potentials simultaneously, their connection will
strengthen, which will, in turn, make them more likely to fire together in the
future. The experimental findings supporting this rule are long-term potenti-
ation and depression (LTP, LTD) as well as spike-timing dependent plasticity
(see (Rudy 2014) for a rigorous treatment):
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L -

Long-term potentiation refers to a field of experiments originally started by
Bliss and Lømo (1973) (see (Lømo 2003) for a historical account of the discov-
ery) where a presynaptic neuron is stimulated at very high rates (e.g. 100Hz for
1 s) and in response the connection to a postsynaptic neuron is strengthened.
Conversely, stimulating the neuron with lower rates (e.g. 10Hz for 10min) re-
sults in a weakening of the connection (Fig. 1.4a). This nicely matches Hebb’s
rule since high-frequency stimulation of the inputs results in postsynaptic ac-
tivity, i.e. they fire together, whereas low-frequency stimulation of the inputs
does not yield postsynaptic activity. This mechanism has been replicated in
hippocampus, neocortex and cerebellum (Dayan and Abbo 2001).

S - -

Follow-up experiments revealed that the timing between pre- and postsynaptic
spikes has large effects on the amplitude changes (Markram et al. 1997; Bi and
Poo 1998): When the presynaptic neuron is active shortly before the postsy-
naptic one, the connection strengthens, while it weakens when the postsynap-
tic spike precedes presynaptic activity (Fig. 1.4b). This spike-timing dependent
plasticity (STDP) corresponds to the prediction by Hebb (1949) that

When an axon of cell A is near enough to excite a cell B and repeat-
edly or persistently takes part in firing it, some growth process or
metabolic change takes place in one or both cells such that A’s effi-
ciency as one of the cells firing B, is increased.

Intuitively speaking, STDP amplifies correlated activity and thereby might be
able to filter out causation-relationships. This, of course, corresponds to the
positive feedback in self-organization theory since cell A will now be more
likely to activate cell B, which again yields stronger potentiation.
Recently, two independent groups (Yger andHarris 2013; Krieg and Triesch

2014) demonstrated that both LTP and STDP do not have to be distinct phe-
nomena but can rather be seen as the result from the objective to maximize the
skewness of the synaptic weight distribution and the associated sub-threshold
membrane potential distribution of each neuron. This objective is motivated
by more informative coding and reduced energy consumption: first, the skew-
ness of weights slows down convergence of the resulting activity distribution
towards the Gaussian distribution. The skewed membrane potential distribu-
tion can thereby avoid coding for unspecific Gaussian distributed features and
instead learn to code for specific isolated inputs similar to independent compo-
nent analysis. Regarding the energy consumption, the increased sparseness of
the excitatory synaptic strength saves metabolic cost since most synapses will
be weak and thereby only induce low-amplitude currents with low energy con-
sumption. Interestingly, mechanistic and biologically plausible learning rules
can be derived from this objective that can account for different data sets from
both LTP and STDP protocols, suggesting that both LTP and STDP are based
on the same principles.
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S

Finally, synapses are not only locally modified but sometimes also removed
or newly generated. These processes are less well studied compared to LTP
and STDP and it is not yet clear if the elimination and generation of synapses
should be seen as Hebbian or homeostatic plasticity. However, evidence sug-
gests that these processes can be activity-dependent (Holtmaat and Svoboda
2009): synapse growth and elimination increases for enriched environments,
long-term stimulation or plasticity protocols. This indicates that structural
plasticity might also follow Hebb’s rule and should therefore be seen as a nat-
ural extension of LTP and STDP.

₁.₂.₃ H

There are two main mechanisms that introduce competition for limited re-
sources in the cortical self-organization framework on the circuit level (Fig. 1.5a,
(Turrigiano 2011; Williams et al. 2013)): first, the total input to each neuron
seems to be fixed: when some incoming connections become stronger, others
have to shrink and eventually die out. This seems to be neurally implemented
by synaptic homeostasis. Second, the total energy supply is limited, so the ex-
citability of individual neurons is also regulated (intrinsic homeostasis).

S

There is a large pool of evidence suggesting that all incoming synapses of each
neuron are continuously scaled to ensure a steady maximal total input. Ex-
amples for this are the normalization of synaptic input after learning, or the
multiplicative scaling of incoming connections in response to a lesion, i.e. loss
of input, in vivo in neocortex (Figs. 1.5b and 1.5c). Please see Section 4.1.2 for a
more thorough discussion of synaptic homeostasis and its multiplicative prop-
erties. This mechanism introduces a competition for limited resources at the
synaptic level: one synapse can only grow at the costs of others resulting in
self-organization.
Historically, synaptic homeostasis was assessed by measuring the minia-

ture postsynaptic currents (mPSCs, see Section 1.1.1) because all presynaptic
strength could be measured by recording from the cell body of a single neu-
ron (Turrigiano et al. 1998). This constrained the study of synaptic homeostasis
to postsynaptic normalization. However, there is also evidence for presynap-
tic normalization, i.e. the continuous scaling of synapses on the axonal side:
early studies found the “conservation of axonal arbor” (Devor 1976; Sabel and
Schneider 1988). Novel two-photon imaging or electronmicroscopy techniques
might allow to follow up on these results in the near future.

I

While synaptic homeostasis is thought to normalize the incoming connections
and thereby ensure a steady maximal input, intrinsic homeostasis summarizes
mechanisms that regulate the excitability of neurons and thereby the response
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(a) (b)

(c) (d)

Fig. 1.5: Homeostatic mechanisms in neural circuits. Reprinted Figures 1 from (Turri-
giano 2011), 10 from (Bourne and Harris 2011), 3G from (Keck et al. 2013), and
1b from (Desai et al. 1999) with permission. (a) On the level of neural circuits,
there are two general ways to keep neural activity in healthy regimes in re-
sponse to activation changes (e.g. sensory deprivation): First (left), the strength
or amount of the connections between neurons can be modified (e.g. increased
in the case of sensory deprivation) to change the total drive. Second (right),
the intrinsic properties of the neurons can be adapted to make it more or less
likely to fire given a fixed input (e.g. by inserting more depolarizing (excita-
tory) channels in the case of sensory deprivation). (b) An example for synaptic
homeostasis in hippocampus: in response to LTP, on average, the number of
connections decreases while the size of each synapse increases, keeping the to-
tal synaptic area constant. (c) Complementary results from neocortex suggest
that the synaptic scaling found here acts in a multiplicative manner: The cu-
mulative distribution of spine sizes after lesion (sensory deprivation) matches a
multiplicatively scaled control distribution, suggesting that each spine grew by
the same common factor. The same study also demonstrated that the efficacies
of each synapse, measured by their miniature excitatory postsynaptic current
(mEPSC, results not shown), are scaled in a similar manner. (d) An example for
intrinsic homeostasis in neocortex: in response to activity deprivation the av-
erage response of 18 neurons shifts to higher activity levels for similar injected
input currents.
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to the normalized input. More specifically, the term focuses on mechanisms
that regulate the excitability on long time scales, complementing mechanisms
such as relative refractory periods, spike-rate adaptation, or the balance of ex-
citation and inhibition that affect the excitability on short time scales. For ex-
ample, Desai et al. (1999) demonstrated that neurons reduce their excitability
in response to prolonged reductions in activity (Fig. 1.5d). Similar effects have
been found for the reverse, i.e. increasing their excitabilitywhen sensing above-
baseline activity, and in a variety of brain areas and organisms (Cudmore and
Desai 2008; Turrigiano 2011).
Importantly, these do not have to be local processes. Sweeney et al. (2015)

suggests that the intrinsic homeostasismechanismsmight be regulated through
global diffusion of regulatory molecules throughout the tissue. This would en-
force a global competition for limited resources on the activity level: one neu-
ron can only becomemore active if others reduce their average activity, render-
ing this mechanism a global antagonistic reaction in self-organization theory.
However, this idea has recently been challenged by experiments suggesting
that each neuron has its own activity set point, which would make this antag-
onistic reaction a local one (Hengen et al. 2016).

₁.₃ E -

Given the large amount of variability in neural circuits outlined in Section 1.1,
it is remarkable that we are capable of intelligent behavior. Clearly, self-
organization should somehow affect variability by both shaping it and having
to cope with its consequences. Before outlining our approach to study the ef-
fects of self-organization on variability, we will shortly review approaches that
have been taken so far.

₁.₃.₁ R

The effects of self-organization on variability in neural circuits has been the
subject of both experimental and theoretical studies:
Regarding the high variability of synaptic efficacies, Hayashi-Takagi et al.

(2015) demonstrated in a groundbreaking experiment that the high fluctuation
in spines can partly be accounted for by self-organization: upon learning a new
motor task, more spines are potentiated in the task-specific part ofmousemotor
cortex compared to just staying in the home cage. Importantly, when the spines
are optogenetically shrunken, a similar population of spines will again be po-
tentiated when the same task is learnt again. In contrast, a different population
of spines will be facilitated if instead a different task is learnt. This task-specific
potentiation of spine populations demonstrates that at least a part of the spine
fluctuations are due to self-organization.
Regarding the high variability of neural activity, different groups demon-

strated that the highly variable spontaneous activity can be shaped by self-
organization on different time scales: Han et al. (2008) showed that after re-
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peatedly presenting the same visual stimulus to rats, the dynamics of spon-
taneous activity matched the dynamics of evoked activity for several minutes
after presentation. The spontaneous replay of evoked dynamics was usually
faster and thereby similar to the replay reported in hippocampus where previ-
ously navigated trajectories are replayed during rest or sleep (Carr et al. 2011).
Similar results were reported by Lewis et al. (2009) for humans: the group re-
ports that after training subjects for several days on a perceptual learning task,
the spontaneous resting state network (interregional temporal correlations of
the fMRI-BOLD response) changes in task-specific ways. Finally, Berkes et al.
(2011) demonstrated that the alignment of spontaneous and evoked activity
also happens on developmental time scales: in experiments on ferrets the au-
thors found that spontaneous and evoked activity align during development.
Importantly, the alignment is best for natural stimuli when compared to noise
or gratings, suggesting that the neural circuits self-organized to the statistics of
the environment (but see (Okun et al. 2012)).
On the theoretical side, balanced networks (Vreeswijk and Sompolinsky

1996), i.e. networks in which the excitatory drive and the inhibitory drive are
balanced in accordance with experimental findings (Okun and Lampl 2008),
are popular to model neural variability. These networks show chaotic dy-
namics, which is reflected in highly variable and uncorrelated spike trains (Re-
nart et al. 2010). Recently, these have been linked with self-organization pro-
cesses. For example, Bourdoukan et al. (2012) showed that learning optimal
input-representations in redundant networks leads to high variability because
different neurons can code for the same stimulus. Unfortunately, these net-
works do not show known properties of the cortex such as fading memory
(Nikolić et al. 2009), rely on instant and symmetric lateral connections, and
assume fixed output connections (Boerlin et al. 2013). Other work combining
self-organizationwith balanced networks demonstrated that STDP in combina-
tion with homeostatic mechanisms can lead to cluster formation and stabiliza-
tion (Litwin-Kumar and Doiron 2014), which in turn increases neural variabil-
ity when neural activity switches between clusters (Litwin-Kumar and Doiron
2012). Because inputs to the network will constrain activity to one cluster, vari-
ability will be reduced upon input presentation, which matches experimental
results (Churchland et al. 2010).
While the studies described so far investigated the effect of self-organization

on neural variability, the reverse has also been studied. For example, Kappel et
al. (2015) propose that synaptic plasticity and spine motility are partly stochas-
tic in order to sample different network configurations. In this framework,
learning would correspond to merging the current prior of network structures
established from previous experiences and genetic constraints such as sparse
connectivity and heavy-tailed distributions with a Hebbian likelihood term for
updating the structure given new input. The resulting posterior distribution
over network configurations would be constantly sampled by stochastically
changing weights. This framework can for example explain the higher forma-
tion and survival rates of newly generated synapses in learning tasks or en-
riched environments mentioned above.
Finally, machine learning oriented research demonstrated that learning in
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the presence of noise facilitates later generalization to new stimuli (Krogh and
Her 1992; Kirkpatrick et al. 1983). For example, DropConnect, a recent deep-
learning hack that randomly deactivates connections similar to synaptic failure,
has been shown to boost generalization performance (Wan et al. 2013).

₁.₃.₂ R

As already said by Faisal et al. (2008), “neural activity might look random
without actually being random”. After introducing a model for studying self-
organization in neural circuits in Chapter 2, we will take this suggestion to
the extreme and show that key features of neural variability can arise in com-
pletely deterministic networks (Chapter 3). Specifically, we will focus on the
interaction of spontaneous and evoked activity since the other sources of vari-
ability (brain state, a ention and natural stimuli) can be more easily studied,
controlled, and manipulated experimentally, while the ongoing spontaneous
activity is harder to manipulate experimentally and thereby a good candidate
to study with computational tools.
Despite our extrememodel, we of course cannot deny that there are intrinsic

noise sources in the nervous system. One prominent noise source is unreliable
synaptic transmission. The effect of this synaptic failure on learning can be
studied by considering parallel synapses between the same two neurons. These
are exposed to the same pre- and postsynaptic input so that variability between
them should mostly result from intrinsic sources of noise. In Chapter 4 we will
demonstrate that the same self-organizational forces that lead to the emergence
of key features of neural variability in Chapter 3 also help to counteract the
destructive effects of intrinsic noise on memory storage at individual synapses
by aligning these parallel synapses.
In the last part of this thesis, we will then test predictions from both studies

on different neural data sets. Whilewewon’t be able to verify these predictions,
the data yields interesting insights for structuring future research.
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₂

T : -
(SORN)

It is brought back, recalled, fished up, so to speak, from a reservoir in
which, with countless other objects, it lay buried and lost from view.

William James

Throughout this thesis, we will use adaptations of the self-organizing re-
current neural network (SORN, (Lazar et al. 2009)) to model self-organization
in cortical circuits and to study its effects on neural variability. The SORN is
an abstract recurrent neural network model whose connections and dynamics
are shaped through self-organization mechanisms derived from experimental
data.

₂.₁ M

Before going into the details of the model implementation, we will give an ac-
count of the historical developments leading to the SORN and its success in se-
quence learning and replicating experimental recordings. This backdrop will
help to be er understand both the design of the model and its suitability for
our studies.

₂.₁.₁ H

The field of modeling neural circuits is li le more than 60 years old. After sev-
eral setbacks such as the abandonment of connectionism and theAIwinters, the
interest in neural network models recently revived with key figures of the field
having been recruited by Facebook (LeCun) or Google (Hinton) and a rising
interest of the neuroscience community in connectomics and neural circuits.
While supervised learning in feedforward networks is established by now, a
challenge that remains is unsupervised learning in recurrent networks — the
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(a) (b)

Fig. 2.1: The perceptron: one of the first self-organizing neural networks. Reprinted
Figures 2 and 3 from (Olazaran 1996) with permission. (a) The perceptron: in-
put is provided via a physical “retina”, which is randomly connected to asso-
ciation units like the ones in (b). The connections from the association units to
output units were modified through learning. (b) The McCulloch & Pi s artifi-
cial neuron (McCulloch and Pi s 1943) serves as the basic processing unit of the
perceptron and the SORN: each input vi is multipliedwith an adjustable weight
wi, and the overall sum is compared to a threshold to determine if the unit fires
a binary spike or remains inactive.

kind of learning that children’s brains seem to be doing with great ease. This is
addressed by the SORN.

H :

The basic units of the SORN are the same units that were used in the now infa-
mous perceptron (Rosenbla 1958; Olazaran 1996) (Fig. 2.1a): binary threshold
units (McCulloch & Pi s-units, Fig. 2.1b). In one of the first a empts to model
neural circuits, Rosenbla combined many of these units in room-filling, ana-
logue machines to address the question of “how an imperfect neural network,
containing many random connections, can be made to perform reliably those
functions which might be represented by idealized wiring diagrams” (Rosen-
bla 1958). The appeal of these perceptrons were their specific abstractions of
neural processing: the simplification of a neuron to summing incomingweights
and sending output when a threshold is reached, together with trial-and-error
learning by adjusting the incoming weights in response to different inputs.
These “schemes quickly took root, and soon there were perhaps as many as
hundred groups, large and small, experimenting with the model either as a
‘learning machine’ or in the guise of ‘adaptive’ or ‘self-organizing’ networks”
(Minsky and Papert 1969, p. 19). Despite its initial success, the perceptron fell
from grace whenMarvinMinsky and Seymour Papert demonstrated that these
single-layer and purely feedforward networks cannot learn the XOR function,
which lies at the heart of invariant object detection and other interesting prob-
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lems (Minsky and Papert 1969). The simultaneous rise of symbolic artificial
intelligence (AI) had a similarly devastating effect on perceptron usage for two
reasons (Olazaran 1996): First, the perceptrons did not match the “arithmetic
ideal” in science as well as the symbolic AI approaches since these were more
mathematically rigorous and elegant. Second, the rise of digital computers and
the resulting early success of symbolic AI on practical problems seems to have
shifted funding from perceptron to symbolic AI research. Thus the perceptron
era ended, even though Rosenbla and others were already working on multi-
layer and feedback networks, which could solve the XOR problem.
Later the backpropagation algorithm (Rumelhart et al. 1986) enabled learn-

ing in multi-layer networks and became the basis on which modern deep-
learning architectures are built (LeCun et al. 2015). However, learning in binary
recurrent networks remains a challenge for two reasons: On the one hand, ap-
plying backpropagation to recurrent networks requires transforming them to
feedforward networks by expanding them for all relevant previous time steps, a
training method known as backpropagation through time (Werbos 1988). Due
to the iterative expansion, this leads to an exponential increase of the network
size and is thus infeasible for large problems. On the other hand, the required
differentiable error measures are hard to define for binary spike trains (but see
(Abbo et al. 2016) for very recent advances). From a biological perspective,
learning in binary recurrent networks is especially relevant because the brain
communicates with binary spike trains and is known to be highly recurrent.
For example the primary visual cortex receives only around ten percent of its
input from feedforward connections (Douglas and Martin 2004).

S :

Recently, the difficulties of learning in recurrent networks have been circum-
vented by approaches summarized under the umbrella term “reservoir com-
puting” (Lukoševičius and Jaeger 2009): The intuitivemethod proposes to keep
all recurrent projections fixed andonly learn a readout of the recurrent network.
In analogy to awater reservoir, which implicitly keeps transient traces of recent
input, e.g. stones thrown into it, as ripples that are slowly fading away and in-
teracting with each other, the input to these reservoir networks slowly fades
away due to a specific scaling of the random recurrent connectivity matrices.
In addition the networks are usually larger than the input and have nonlinear
activation functions, which in itself already boost learning (Huang et al. 2006).
Hence, reservoir computing forms a complex input-representation through the
recurrent, nonlinear, and and high-dimensional projections that is so rich that
training a linear readout on this representation is sufficient to solve complex
tasks. So far, reservoir computing has been successfully applied to predicting
chaotic systems (Jaeger and Haas 2004), working-memory tasks (Pascanu and
Jaeger 2011), or sensorimotor control (Hartmann et al. 2012). In addition to its
computational success, there is evidence that the brain uses similarly transient
representations for computations (Buonomano andMaass 2009) and that it has
a similar fading memory property (Nikolić et al. 2009).



20 2. The model: a self-organizing recurrent neural network (SORN)

S - : SORN

The SORN model combines both of these approaches and adds a third ingre-
dient. Basically, the network is a reservoir of perceptron-units - the McCul-
loch & Pi s cells. In addition to training the readout, however, the SORN also
adapts the recurrent connections in a self-organizing manner. This means that
the recurrent weights are not adapted in response to the desired output as is
the case for backpropagation through time, but only according to the biolog-
ically known mechanisms of self-organization - Hebbian learning in the form
of simplified spike-timing dependent plasticity and homeostatic mechanisms
in the form of synaptic normalization and threshold adaptation (intrinsic plas-
ticity). Therefore, the SORN combines the simplicity of the original perceptron
with the computational power of reservoir computing while adding the essen-
tial features of self-organization in the brain. This combination turned out to
be a powerful model for both sequence learning and modeling psychological
and neurophysiological experiments:

₂.₁.₂ S L

A key property of SORN is the capability to learn discrete temporal sequences
with its Hebbian learning. Due to the abstract nature of the model, this has
been applied to a variety of sequences:

L

Lazar et al. (2009) originally benchmarked the SORN by comparing its perfor-
mance to reservoirs tuned to optimal performance but without plasticity. They
found that the SORNoutperforms the static reservoirs in taskswhere sequences
with long temporal dependencies had to be learnt. For example, the SORN
was able to learn sequences like “abbbbbbbbbc” and “deeeeeeeeef” where the
SORN had to count the number of repeated le ers to perform well. They were
able to show that the SORN formed distinct internal representations of each
successive “b” and “e” during self-organization. Interestingly, le ers that were
at the same position, e.g. the fifth “b” and “e”, had similar internal representa-
tions, suggesting that the network indeed found a way of counting.

M L

The same group later used SORN to compare sequence learning in these net-
works to human performance in procedural movement tasks, a kind of se-
quence learning (Wang 2013). They found that SORN shows the same quali-
tative behavior as humans when multiple sequences have to be learnt: when
two sequences are learnt in succession, the initial error of the second sequence
is smaller (proactive facilitation). As for human subjects, this is location-specific
when only parts of the sequence are changed. Also, learning of the second se-
quence corrupts performance for the first sequence (retroactive interference).
Similar to modeled experiments, this effect is a enuated when the first se-
quence is initially learnt for a longer time. As in the previous study, the authors
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were able to show that this self-organized sequence learning leads to increased
separability of states and clear clusters in low-dimensional embeddings. Fi-
nally, to avoid interference effects, interleaved training of multiple sequences
leads to be er performance than blocked training of the sequences given the
same total training time, as suggested by the corresponding literature.

G L

Finally, a different group used a variant of the model to investigate the perfor-
mance of SORN in a grammar-learning task (Duarte et al. 2014). Here, SORN
self-organized to sequences generated from the Reber grammar (Reber 1967).
In a subsequent test, the network activity is used to classify a presented se-
quence as grammatical, i.e. as having been generated from the Reber grammar,
similar to human subjects having to judge the validity of a word. The authors
find that the SORNs performs similar to human subjects in that the effect of
training is similar for different conditions.
These three examples of sequence learning demonstrate that the SORN

model is a powerful tool to learn complex sequences in similar ways to hu-
man subjects. Despite the behavioral correlates, it is, however, not clear if the
similarities persist on the circuit level.

₂.₁.₃ M -

The success of SORN in sequence learning tasks encouraged further studies to
investigate if the inspirations drawn from plasticity in cortical circuits to create
SORN can also be reversed: can SORN explain phenomena surrounding self-
organization in cortical circuits?

D

Zheng et al. (2013) started to explore the similarities between self-organization
in a variant of SORN and traces of neural plasticity by comparing the fluctua-
tions of synaptic weights in SORN to data on the fluctuation of excitatory post-
synaptic potentials (EPSPs) and spine sizes, which are commonly taken as a
proxy for synaptic weights. The authors found that after an initial transient
period, the overall distribution of synaptic weights in SORN stabilizes to a log-
normal like distribution, similar to the experimentally observed distributions
for EPSPs. Furthermore, the fluctuations of the weights in SORN qualitatively
resemble the fluctuations of spine sizes. Finally, the authors predicted that the
life-times of newly creates synapses should follow a power law, which was re-
cently verified experimentally (Loewenstein et al. 2015).

C

In a more biologically detailed model of SORN with continuous time, Miner
and Triesch (2016) found that the interaction of self-organization in SORNwith
distance-dependent connectivity, as it is known to occur for neural circuits, can



22 2. The model: a self-organizing recurrent neural network (SORN)

account for many non-random features of cortical connectivity. For example,
it can account for the experimentally observed overabundance of bidirectional
connections and certain triangularmotives. Miner and Triesch (2016) also repli-
catedmany of the results of the previous paragraph, suggesting that the results
from the more abstract SORN transfer to more realistic circuit models.

D

In preliminary work, Lazar et al. (2011) demonstrated that not only the wiring
of SORN resembles the wiring of cortical circuits — also the effects of self-
organization on neural activity can be modeled by SORN. Specifically, the au-
thors demonstrated that through self-organization, spontaneous and evoked
activity becomemore similar and resemble the structure of the input, similar to
studies on the interaction of spontaneous and evoked activity in cortical record-
ings. The authors use this to establish links to Bayesian inference. We will ex-
tend this work in the first part of this thesis (Chapter 3).

₂.₂ W SORN

Finally, before going into the details of the model, a very common questions
remains to be addressed: which brain region does the SORN model? In gen-
eral, given the abstract nature of the model, the SORN should be seen rather
as a “generic microcircuit” (see, e.g., (Douglas et al. 1989; Shepherd and Grill-
ner 2010; Shepherd 2011; Harris and Shepherd 2015)) to study self-organization
than as a specific circuit located in some layer of some brain region. Neverthe-
less, the model is based on data and has been employed to model data that
was recorded in specific brain regions. This, in turn, can be used to limit the
scope of SORN: To start off, SORN is a single-layer, sparsely and recurrently
connected circuit with a large pool of excitatory neurons and a small pool of in-
hibitory neurons and balanced excitatory and inhibitory input to the excitatory
population. This was inspired from data on early sensory cortices (Binzegger
et al. 2004; Douglas and Martin 2004; Okun and Lampl 2008) but also holds for
hippocampal layers CA3 or EC2 (Buzsaki 2011; Atallah and Scanziani 2009).
In addition, SORN makes use of plasticity mechanisms that were reported for
both hippocampus (Bi and Poo 1998; Bourne and Harris 2011; Turrigiano 2011)
and early sensory cortices (Markram et al. 1997; Turrigiano et al. 1998; Desai
et al. 1999; Turrigiano 2011; Keck et al. 2013). Considering the modeled re-
sults, the spine fluctuations were recorded in hippocampus (Yasumatsu et al.
2008), while the confirmed power-law survival rates, lognormal weight distri-
bution, and non-random connectivity features stem from early sensory cortex
(Loewenstein et al. 2015; Song et al. 2005).
Taken together, this suggests that the SORN should be seen as a generic self-

organizingmicrocircuit for a single layer in hippocampus and the early sensory
cortices. However, given that hippocampus is, from a macroscopic standpoint,
much more different from early sensory cortex than the higher association ar-
eas are, and given that SORN also successfully models grammar learning tasks
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Fig. 2.2: The self-organizing recurrent neural network model (SORN). (a) The SORN
comprises two populations of deterministic McCulloch & Pi s-units: The exci-
tatory cells (blue triangles) are sparsely recurrently connected and receive in-
put (black boxes). The smaller inhibitory population (orange circles) is densely
connected with the excitatory population but not with its own population. The
input is encoded as a sequence of le ers (bo om) where each le er (black box)
projects to a subset of excitatory cells. At each successive time step, the next
le er in the sequence injects input to its excitatory cells. The summed recurrent
excitatory input, feedback inhibitory input, and external input is then compared
by each cell to amoving threshold to send a binary spike if the input is above the
threshold. (b) The plasticity mechanisms within the network. (top) The sparse
recurrent excitatory connections self-organize through binarized spike-timing
dependent plasticity: when cell A is active at time step t and cell B is active at
time step t+1, the connection from A to B will be strengthened by a constant
amount. If, however, their activation timing is reversed, the connection will be
weakened by the same amount. (middle) The sum of all incoming connections
to an excitatory cell are held constant through synaptic normalization. (bo om)
The excitatory thresholds move according to a homeostatic intrinsic plasticity
rule: when the cells are too frequently active, their thresholds increase. Con-
versely, they decrease when the cell is too silent.

and procedural movement tasks that should be linked to higher cortical areas,
SORN should rather be seen as a generic microcircuit for a single cortical layer,
independent of the specific location of this layer. Moreover, one can argue that
the experimental results stem from hippocampus and early sensory cortices
simply because those areas are the ones mostly studied in neurophysiology.
For example, evidence for STDP has also been found in human motor cortex
(Wolters et al. 2003).

₂.₃ M

Our models are based on the SORN originally published in (Lazar et al. 2009).
The model is illustrated in Fig. 2.2. Our implementation has been validated by
comparing it to the code used in an earlier pilot study (Lazar et al. 2011). For
more detailed information on the implementation in python, see Chapter A.
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The code is available on github: https://github.com/chrhartm/SORN.

₂.₃.₁ N

The network consists of a population of NE = 200 excitatory and N I = 0.2 ×
NE = 40 inhibitoryMcCulloch & Pi s threshold neurons (McCulloch and Pi s
1943). The connections between the neurons are described by weight matrices
where, for example, WEI

ij is the connection from the jth inhibitory neuron to
the ith excitatory neuron. We model the excitatory to excitatory connections as
a sparse matrix with a directed connection probability of pEE = 0.1 and no
excitatory autapsesWEE

ii . WEI as well asWIE are dense connection matrices.
We do not model connections within the inhibitory population. All weights are
randomly drawn from the interval [0, 1] and then normalized by the synaptic
normalization described below.
The input to the network is modeled as a series of binary vectors u(t)where

at each time step t during input presentation all units are zero except for one.
For be er readability we assign an arbitrary le er to each such state when de-
scribing different input sequences later on. The le er “_” corresponds to pre-
senting no input. Each input unit ui projects to NU = 10 excitatory neurons
with the constant weight win = 0.5. These randomly selected and possibly
overlapping projections are represented by the input weight matrixWEU .
At each discrete time step t, these variables contribute to the binary excita-

tory state x(t) ∈ {0, 1}NE and inhibitory state y(t) ∈ {0, 1}NI as follows:

x(t+ 1) = Θ
(
WEE(t)x(t)−WEIy(t) +WEUu(t)− TE(t)

)
(2.1)

y(t+ 1) = Θ
(
WIEx(t+ 1) +WIUu(t)− TI

)
. (2.2)

Here, Θ(a) is the element-wise heaviside step function, which maps activa-
tions a to binary spikes if the activation is positive. TE(t) and TI are the thresh-
olds of all neurons and are crucial in regulating the spiking. They are evenly
initialized in the interval (0, 0.5) for the excitatory thresholds and (0, T i

max) for
the inhibitory ones. It is important to note that at no point any noise is added
to the network in this basic formulation. The only external variability is the
random alternation of input words, as described in Chapter 3.

T i
max directly influences the amount of inhibition. In doing so, it presents

a trade-off between fine-grained inhibition and a broad dynamic range: for a
low T i

max, the additional excitation needed to activate one more inhibitory neu-
ron is small, leading to a more fine-grained response to excitatory fluctuations,
which is in general favourable because it helps to avoid pathological behavior.
However, a low T i

max sets a low bound on the maximal amount of inhibition:
it is easier to activate all inhibitory neurons and thereby saturate the possible
inhibitory response (Fig. 2.3). Therefore, in cases with high fluctuations in ex-
citation, such as trial-like se ings with a high rate increase at stimulus onset, a
high T i

max is necessary. For example, T I
max is set to T I

max = 0.35 for the tasks in
Chapter 3 that have continuous input and to T I

max = 1 for the tasks with trial
structure.

https://github.com/chrhartm/SORN
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Fig. 2.3: Inhibitory thresholds are tuned to capture excitatory fluctuations. (a) A sam-
ple of excitatory spikes after self-organization to stimulation with 10 randomly
interleaved inputs from the same simulation as later used in Fig. 3.3. (b) A sam-
ple of inhibitory spikes during the same time. The cells are ordered by their
firing threshold. (c) (center) The amount of inhibition grows proportionally to
the amount of excitation. It saturates around T I

max = 0.35. Higher mean excita-
tory activity would not be matched by more inhibition and thereby start a self-
reinforcing loop. (top) The mean excitatory activity is distributed around the
target rate (HIP = 0.1). (right) The mean inhibitory activity has a similar shape
due to the proportional matching of the excitatory activity. (top right) For the
last 1000 steps of simulation, a small fraction is active at every stepwhile a large
fraction of inhibitory cells stays silent.

Please note that the average amount of inhibition will have no effect on the
average amount of excitation since the average excitatory activity in the net-
work is regulated by the intrinsic plasticity (Fig. 2.3c). However, the average
amount of excitation determines the average amount of inhibition. For exam-
ple, when T I

max is set to 1, excitation and inhibition are balanced: For a given

fraction of excitatory activity x = 1
NE

NE∑
i=0

xi(t), each inhibitory neuron receives

on average 1× x excitatory input because synaptic normalization ensures that
the summed excitatory incoming weight is 1. This in turn activates the fraction

y = 1
NI

NI∑
i=0

yi(t) ≈ 1 × x of inhibitory neurons, because the thresholds of the

inhibitory units are uniformly distributed in the interval (0, 1) by assumption.
The excitatory thresholds as well asWEE(t) are adapted over time by three

plasticity mechanisms. The state x(0) is randomly initialized with probabilities
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TE(0) and y(0) is initially set to 0.

₂.₃.₂ P

The network employs three different kinds of plasticity (see Fig. 2.2b for an
illustration): Spike-timing dependent plasticity (STDP) (Gerstner et al. 1996;
Markram et al. 1997; Bi and Poo 1998) extracts structure from the input by shap-
ing the weights within the excitatory population. This is counterbalanced by
two forms of homeostatic plasticity: intrinsic plasticity (IP) (Desai et al. 1999;
Triesch 2007) and synaptic normalization (SN) (Turrigiano et al. 1998; Turri-
giano 2011; Bourne and Harris 2011). All these mechanisms are known to co-
occur in the hippocampus and neocortex.
STDP strengthens the connection WEE

ij from unit j to unit i whenever a
spike in i directly follows a spike in j (i.e. j helped to trigger i) and is weakened
whenever a spike in i precedes a spike in j. This results in the following update
equation (with ηSTDP = 0.001):

∆WEE(t+ 1) = ηSTDP
(
x(t+ 1)x(t)T − x(t)x(t+ 1)T

)
. (2.3)

The authors of (Bourne and Harris 2011) showed in an electron microscopy
study that the summed synaptic area per µm of dendrite is similar before and
after long-term potentiation while the synaptic area per synapse increases and
the number of synapses per µm decreases. This indicates that plasticity redis-
tributesweights to avoid uncontrolled growth. This ismodeled by normalizing
all incoming connections of a neuron to 1— a process called synaptic normal-
ization (SN):

WEE
ij (t)←

WEE
ij (t)∑

k

WEE
ik (t)

. (2.4)

At the same time, there are a variety of regulatory mechanisms that control
neural firing at different time scales such as absolute and relative refractory
periods, spike rate adaptation and intrinsic plasticity (Turrigiano 2011; Triesch
2007). Here, we abstract from those by using a simple homeostatic regulation
of the spike threshold at a single time scale (ηIP = 0.001):

TE(t+ 1) = TE(t) + ηIP(x(t)−HIP). (2.5)

This ensures that the excitatory units x fire with a mean rate ofHIP = 0.1 spikes
per second.
The inhibitory connections are scaled during the initialization phase so that

the sum of excitatory weights received by each inhibitory unit and the sum of
inhibitory weights received by each excitatory unit is 1.
The STDP and IP rules are only operating on the excitatory neurons for two

reasons. First, by restricting plasticity to only the excitatory population, the
model becomes simpler and thereby easier to understand and interpret. Sec-
ond, there is less data on plasticity in inhibitory neurons (but see (Zheng et al.
2013) and Section 2.4.2).
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₂.₄ A SORN -

The basic SORN model outlined in the previous sections was slightly adapted
to match the modeling goals of the following two chapters.

₂.₄.₁ A

For the following study on the emergence of neural variability from determin-
istic self-organization we adapted the model in two ways:

C

First, we made use of presynaptic normalization in this study. This means that
not only is the sumof incoming connectionweights to a neuron normalized, but
also the sum of all outgoing connection strengths is normalized. We find that
this makes the model more robust, especially when studying the convergence
of learning over long time spans. Mathematically speaking, normalizing the
connections from both sides yields a weight matrix that is a linear combination
of permutation matrices. This implies that in a linear dynamical system, the
total activitywould always be preserved, which gives an intuition as towhy the
nonlinear SORNmodel ismore robustwith thismechanism. While presynaptic
normalization is well-known in the computational literature (see, e.g., (Choe et
al. 2000)), there seem to be few biological experiments addressing the issue.
We are aware of early studies on the “conservation of axonal arbor” (Devor
1976; Sabel and Schneider 1988) suggesting that all outgoing connections are
redistributed to achieve a constant total weight, which in turn suggests that
presynaptic normalization may be possible.
Here, we model this by normalizing all outgoing connections of a neuron

to 1. Together with the postsynaptic normalization, these mechanisms result in
the following iterative weight update:

WEE
ij (t+ 1)←0.9×WEE

ij (t+ 1) + 0.1×
WEE

ij

0.5×
NE∑
k=0

WEE
ik (t+ 1) + 0.5×

NE∑
k=0

WEE
kj (t+ 1)

. (2.6)

T

Second, instead of using the same target firing rate for all neurons for the intrin-
sic plasticity, we introduced slightly different firing rates for each neuron. As
for the presynaptic normalization, we found that this increases the robustness
of the network dynamics: because each neuron has to fire with a slightly dif-
ferent rate, the emergence of repetitive activity pa erns is discouraged and the
network activity becomes more variable. Specifically, this intrinsic plasticity
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(IP) rule regulates the individual thresholds so that on average, the excitatory
neurons will fire according to their target rates HIP:

TE(t+ 1) = TE(t) + ηIP (x(t)−HIP) . (2.7)

The target rates are uniformly drawn from the interval (HIP−ϵIP, HIP+ϵIP) =

(0.1− 0.01, 0.1 + 0.01).

₂.₄.₂ A

For the study of synaptic alignment, we keep all parameters identical to a recent
study on explaining weight fluctuations and lognormal weight distributions
observed experimentally (Zheng et al. 2013). In contrast to the basic model out-
lined above, the model by Zheng et al. (2013) also employs STDP-like plasticity
between the inhibitory and the excitatory population, structural plasticity that
adds new connections at random and noise terms added to the units repre-
senting input from unobserved populations. The model is further modified to
include parallel synapses, biased STDP and synaptic failure as follows.

P S

With the paired synapses, the state update equations take the following form:

x(t+ 1) =Θ(WEE
1 (t)x(t) +WEE

2 (t)x(t)−WEI(t)y(t)− TE(t) + ξE(t)) (2.8)

y(t+ 1) =Θ(WIEx(t+ 1)− TI + ξI(t)) (2.9)

where x is the vector of excitatory activations for NE = 200 neurons and y the
inhibitory activations for N I = 0.2×NE = 40 neurons. TE(t) and TI are their
respective thresholds. They are initialized uniformly in the interval [0, 1] for the
excitatory thresholds and [0, 0.5] for the inhibitory ones. ξ stands for Gaussian
noise with µ = 0 and σ2 = 0.05. The Heaviside step functionΘ(·) enforces a bi-
nary representation at each step by se ing xi = 1 if the argument is greater than
zero. WEI(t) is the connectivity matrix from the inhibitory to the excitatory
units with an initial connection fraction of pEE = 0.2. The connections from
the excitatory to the inhibitory neurons, WIE , are densely populated. WEE

1

andWEE
2 stand for the parallel excitatory connectivity matrices. Initially these

are set to have the same connections pairs but different individual strength in
the interval (0, 1)with a connection probability of pEE = 0.1.

S

To model synaptic failure, each excitatory-excitatory synapse is set to fail with
the probability pfail at each time step. This is included in both the update rules
and the STDP rules by ignoring STDP events for the synapses that failed to
contribute to the updated activity.
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B STDP

The STDP rule acts on both WEE
1 and WEE

2 independently. The positive and
negative parts are scaled according to β to make the potentiation part β times

as strong as the depression
(

δpot
δdep

= ηSTDP∗β
1
2

ηSTDP∗β− 1
2
= β

)
:

∆WEE(t+ 1) = ηSTDP(β
1
2 x(t+ 1)x(t)T − β− 1

2 x(t)x(t+ 1)T ) (2.10)

As in the original paper, ηSTDP is set to 0.004.

P

At each step, the excitatory recurrent connections are scaled by synaptic nor-
malization (withm ∈ {1, 2}):

WEE
m,ij ←WEE

m,ij

1 + ηsn

 1∑
k

WEE
1,ik +

∑
k

WEE
2,ik

− 1

 (2.11)

Here, ηsn is usually set to 1 unless stated otherwise, i.e. synaptic normalization
acts instantaneously. Please note that since both matrices are scaled by their
combined total weight, the total maximal activation is still 1, as in the original
model. The other connections matrices are initially also scaled to a maximal
activation of 1.

A (Z . ₍₂₀₁₃₎)

Inhibitory spike-timing-dependent plasticity (iSTDP) acts on the connections
from the inhibitory to the excitatory connections in the following way:

∆WEI
ij (t) = −ηiSTDPyi(t− 1)(1− xi(t)(1 + 1/HIP)) (2.12)

This rule aims to balance the excitatory and inhibitory drive to excitatory
neurons by reducing the connection from an inhibitory to an excitatory neuron
by ηiSTDP = 0.001whenever a spike in the inhibitory neuron isn’t followed by an
excitatory spike and increasing the connection by ηiSTDP/HIPwhen an inhibitory
spike is followed by an excitatory spike.
The structural plasticity acts on both excitatory recurrent matrices indepen-

dently by randomly adding a connection with a probability of pstruct = 0.1 and
an initial weight of wsp = 0.001 at every time step.
To stay in line with (Zheng et al. 2013), ηIP is set to 0.01.

₂.₅ D

In summary, we chose to adapt the self-organizing recurrent neural network
(SORN, (Lazar et al. 2009)) to model the effects of self-organization on variabil-
ity in neural circuits.
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We chose this specific model for its simplicity. We believe that a model
should be “as simple as possible, but not simpler” — a quote a ributed to Al-
bert Einstein — to avoid the common problem of overfi ing: A very complex
model, such as the Blue Brain Project (Markram 2006), has so many uncon-
strained parameters that it can in principle be fi ed to any problem. Hence, if
a much simpler model can explain the same phenomena, it should be consid-
ered be er since fewer free parameters were needed to explain the data and
generalization is therefore more likely. Variations of this kind of reasoning are
known as Occam’s razor and Bayesian model selection (Murray and Ghahra-
mani 2005). Another advantage of simpler models is that they are both easier
to treat analytically and easier to understand conceptually since fewer mecha-
nisms contribute to the emerging phenomena.
Applying this reasoning to SORN, we see that the combination of its com-

putational power to learn sequences on the one hand, and its explanatory
power to link this learning to experimental results frompsychophysics, linguis-
tics, anatomy, and physiology on the other, in such a simple and historically
grounded model suggests that these results are not due to overfi ing. Rather,
they suggest that SORN is “as simple as possible, but not simpler” and will
therefore generalize well to novel experimental questions on self-organization
in cortical circuits. This makes SORN a promising model for studying the ef-
fects of self-organization on neural variability.
Of course, there will always be a trade-off between model simplicity and

the level of detail to which experimental data can be explained. We decided to
keep the model simple and focus on the underlying principles of the observed
phenomena since these are not yet understood. In future work, these simple
models can then be iteratively extended to explain more and more details. See,
e.g., (Miner and Triesch 2016) for a recent extension of (Zheng et al. 2013) to a
more detailed model.



₃

D -

The effect of a stimulus might be likened to the additional ripples
caused by tossing a stone into a wavy sea.

Amos Arieli

Our brains are always active, even when we rest or sleep. This may seem
somewhat surprising given the high metabolic costs associated with neural ac-
tivity (Laughlin et al. 1998). It seems there should be some important func-
tion associated with such spontaneous brain activity to justify the associated
metabolic expense. It might be that keeping the brain spontaneously active is
much like keeping the engine of your car running while waiting at a red light
— allowing you to take off faster once the light turns green. On the other hand,
without the constantly reverberating neural activity, wouldn’t we be like au-
tomata that only jump to action if triggered by an external event? Maybe spon-
taneous brain activity, rather than being some form of “noise” that keeps the
engine running, is the very core on which our minds are constructed.

₃.₁ K

The problem of spontaneous activity is closely tied to the notoriously high trial-
to-trial variability of cortical responses to identical stimuli (Faisal et al. 2008).
Such variability is commonly interpreted as resulting from internal noise. How-
ever, while neurons seem to be quite noisy under frequently used labora-
tory conditions (DC input currents and room temperature), the noise is absent
(Mainen and Sejnowski 1995) or reduced (Schneidman et al. 1998; Hardingham
andLarkman 1998; DeWeese et al. 2003) inmore realistic conditions, and cannot
account for the full trial-to-trial variability of neural responses (Softky andKoch
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1993; Masquelier 2013). Instead, spontaneous activity prior to stimulus onset
seems to be the underlying cause of trial-to-trial variability. This was shown by
Arieli et al. (1996) in a seminal study almost 20 years ago using voltage-sensitive
dye imaging (VSDI). They demonstrated that trial-to-trial variability can be al-
most perfectly predicted from the spontaneous activity prior to stimulus onset
through a simple linear combination of the spontaneous activity prior to stim-
ulus onset and the stimulus-triggered-average response (Fig. 3.1a). This en-
couraged many follow-up studies shedding new light on the relation between
spontaneous activity and evoked sensory responses (see (Ringach 2009) for re-
view). Of particular interest are the following four recent findings:
1. Trial-to-trial variability in neural recordings systematically decreases fol-

lowing the onset of a sensory stimulus or the start of a motor act (Fig. 3.1e,
(Churchland et al. 2010)): The authors of this study analysed recordings from
seven different macaque brain regions such as V1, MT, or PMd and found a
significant decrease in variability with stimulus onset for all of the ten different
data sets they considered. Variability was measured as the Fano factor (vari-
ance/mean) over trials for each neuron and condition. A number of additional
studies suggest that a ention has a similar effect in both primates and rodents
(see (Harris and Thiele 2011) for review).
2. These highly variable spontaneous activity states in sensory cortex outline

the region of evoked sensory responses. One of the first studies demonstrating
this analysedVSDI data from cat visual cortex during stimulationwith gratings
(Kenet et al. 2003). They found that individual frames of the spontaneous and
evoked activity had almost the same amplitude and a similarly good match to
the averaged orientation maps. In a later study, rats were presented with natu-
ral tones and pure tones while recording auditory cortex activity with tetrodes
(Fig. 3.1c, (Luczak et al. 2009)). The authors found that spontaneous activity
outlined the region of evoked sensory responses produced by natural sounds
and pure tones.
3. The alignment between spontaneous activity and typical evoked activ-

ity pa erns is increasing during development. There is accumulating evidence
that sensory stimulation has a lasting effect on spontaneous activity (Han et al.
2008; Lewis et al. 2009), most probably through learning. This effect can also be
tracked over development: (Berkes et al. 2011) compared spontaneous multi-
unit activity of ferret V1 to evoked activity in response to natural and artificial
stimuli at different ages. They found that the match between spontaneous and
evoked activity increases for all stimuli over development but increases most
for natural stimuli (Fig. 3.1f). A recent control with blindfolded ferrets cor-
roborates this finding (Savin et al. 2013). Interestingly, (Kenet et al. 2003) had
already shown that activity pa erns in cat visual cortex corresponding to hori-
zontal and vertical orientations occur more frequently in spontaneous activity
— matching their prominence in natural scenes (Betsch et al. 2004).
4. The spontaneous brain activity prior to the presentation of an ambiguous

stimulus predicts how the stimulus will be interpreted. This was demonstrated
for both monkeys (Supèr et al. 2003) and humans (Hesselmann et al. 2008). In
the la er study, subjects were shown an ambiguous face-vase stimulus while
their brain activity was monitored with fMRI. Interestingly, the subject’s deci-
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(a) (Arieli et al. 1996), Fig. 3B (b) (Arieli et al. 1996), Fig. 4B

(c) (Luczak et al. 2009), Fig. 6C (d) (Luczak et al. 2009), Fig. 6E

(e) (Churchland et al. 2010), Fig. 3 (f) (Berkes et al. 2011), Fig. 4A

Fig. 3.1: Spontaneous activity interacts with evoked activity. (a) A single trial of
evoked activity in voltage-sensitive dye imaged cat visual cortex (bo om row)
is highly correlated to the linear combination (third row) of the average evoked
activity (top row) with the spontaneous activity before stimulus onset (second
row). (b) The correlation between predicted and optically measured measured
activity is initially very high and decreases monotonically. (c) Firing rate vec-
tors of 45 rat auditory cortex neurons visualized with multi-dimensional scal-
ing for spontaneous activity (black), shuffled spontaneous activity (blue) and
evoked activity (red, green). (d) The Euclidean distances of each evoked vec-
tor to the spontaneous activity (Espont) vs. the distances to the shuffled spon-
taneous activity (Eshuff) are above the identity (red dashed) (e) In response to
moving gratings (top left), the variability (bo om) in neurons of macaque pri-
mary visual cortex decreases, even when correcting for increasing mean rates
(mean matched rate, top). (f) The KL-divergence between spontaneous activ-
ity pa erns (S) and evoked activity pa erns (noise, blue; natural movies, red;
gratings, green) decreases with postnatal age in ferret visual cortex. Figures
reprinted with permission.
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sions (face or vase) could be predicted from activity in the fusiform face area
(FFA) prior to stimulus onset (Fig. 1.2). These findings complement the one by
(Arieli et al. 1996) showing that evoked VSDI responses in cat visual cortex can
be predicted almost perfectly from the spontaneous activity prior to stimulus
onset and the average response to the stimulus. Taken together, these studies
suggest that spontaneous activity can bias perceptual decisions.

₃.₂ H -

The findings on neural variability and spontaneous activity discussed above
raise three important questions. First, do these findings reflect independent
phenomena or are they somehow related? Second, what neurophysiological
mechanisms give rise to these findings? Third, is there a functional meaning to
these findings and, if so, what is it?
There are two complementaryways of approaching these questions: bo om-

up and top-down. A bo om-approach may try to identify a minimal network
model whose mechanisms are modeled after biological findings that is able to
reproduce the observed effects and explain how they are rooted in basic phys-
iological mechanisms. A top-down or normative approach will start with an
assumed function and investigate whether and how (approximately) optimal
solutions to this function resemble the observed physiological findings. In the
end, the goal is always to reconcile both views into a unified picture. Our ap-
proach follows the bo om-up route.
We hypothesize that three properties of cortical circuits might underlie all

these findings on spontaneous activity and neural variability:

1. Recurrent connectivity shapes the structure of spontaneous activity and
determines the relationship between spontaneous and evoked activity
pa erns.

2. Neural plasticity is responsible for structuring recurrent connectivity
such that spontaneous activity matches the statistics of evoked activity.
In functional terms this corresponds to the network learning a predictive
model of its sensory environment.

3. Homeostatic mechanisms keep spontaneous and evoked activity in a
healthy dynamic regime where learning and inference are possible.

Evidence for the first property comes from a range of studies. First of all,
neural structures that do not receive recurrent input, such as the retina, display
much lower response variability (Uzzell and Chichilnisky 2004; Scholvinck et
al. 2015) suggesting that neural variability is induced by fluctuations of recur-
rent input. Second, there is anatomical evidence that V1 receives less than 5%
bo om-up input synapses and more than 95% of synapses stem from neurons
within V1 and higher-level areas (Binzegger et al. 2004). Retrograde labelling
and paired recordings show that neurons responding to the same grating or
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natural stimulus are both more likely to be connected and have stronger con-
nections than expected by chance, suggesting that these recurrent connections
enforce specific neural populations to be coactive (Bosking et al. 1997; Cossell
et al. 2015). Another link between anatomy and function was obtained by com-
paring long-distance axonal projections and spontaneous activity pa erns (Mo-
hajerani et al. 2013). The authors found that spontaneous and evoked activity
followed the axonal pathways. Similar results were obtained by comparing
resting state activity in fMRI and anatomical pathways determined by diffu-
sion tensor imaging (Skudlarski et al. 2008). Finally, purely functional studies
show that the order of activation of individual cells is similar during sponta-
neous and evoked activity suggesting that it is constrained by the underlying
recurrent connectivity (Luczak et al. 2007). Taken together, there is broad evi-
dence that recurrent connectivity shapes the common structure of spontaneous
and evoked activity.

Second, evidence from developmental studies suggests that the statistics of
features in the visual world get translated into cortical connectivity bymeans of
Hebbian plasticity (Singer and Tre er 1976; Löwel and Singer 1992). A recent
study demonstrates that such self-organization is still present in adult animals
as early as in V1 (Fig. 3.2, (Gavornik and Bear 2014)): In this experiment, adult
mice were stimulated with repeated sequences of gratings of different orienta-
tions. The authors then recorded activity fromneurons inV1 and found that the
circuit formed a predictive representation of these spatiotemporal sequences.
In particular, the circuit “recognized” a sequence by responding stronger to it
than to the reversed sequence and showed predictive behavior by “filling in”
activity when parts of the sequence were left out. Pharmacological controls
suggest that the underlying plasticity was local to V1.

Together with the observation that the statistics of spontaneous activity
match the statistics of the environment of the organism (Kenet et al. 2003; Han
et al. 2008; Lewis et al. 2009; Berkes et al. 2011), this suggests that the statistics
of the environment are stored in the recurrent connectivity of the neural circuit
and that the structure of spontaneous activity is simply an image of the learnt
circuit structure that reveals itself when the network receives no external drive.

Evidence for the third property comes mainly from computational neuro-
science studies. While it is known that homeostatic plasticity is essential to re-
store a balance between excitation and inhibition after perturbation by different
forms of input deprivation (reviewed in (Turrigiano 2011)), there are only few
experimental studies on the direct interaction between homeostasis and learn-
ing (see, e.g., (Bourne and Harris 2011; Vitureira and Goda 2013)). Theoretical
studies on neural plasticity, on the other hand, have long argued that home-
ostasis is needed to “tame the beast” of Hebbian learning by enforcing stable
network dynamics (Abbo and Nelson 2000). These theoretical predictions are
consistent with clinical findings from different brain pathologies. For example,
dysfunctional homeostasis has been linked to autism spectrum disorder and
intellectual disabilities (Wondolowski and Dickman 2013).
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(a)

(b) (c)

Fig. 3.2: Spatiotemporal sequence learning in primary visual cortex. Reprinted Fig-
ures 1abe and 4c from (Gavornik and Bear 2014) with permission. (a) Mice were
presented with sequences of gratings with interleaved grey screens. Either one
sequence was shown exclusively during learning (Experimental, ABCD), or all
permutations were shown in random order (Control) for four days. (b) When
testing the evoked response for the trained sequence (ABCD), the reversed se-
quence (DCBA), or a sequence with double presentation time for each grating
(ABCD300), the sequence magnitude (peak-to-peak LFP response of neurons in
primary visual cortex) is higher for the trained sequence in the experimental
condition, but not in the control condition. (c) When instead testing with the
sequences “ABCD” (blue), “A_CD” (red), or “E_CD” (green), where “E” is a
novel grating and “_” stands for a blank grey screen, “A_CD” shows a higher
response than “E_CD” for the second element and the full sequence, indicating
a predictive “filling in” of “B”.
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₃.₃ M SORN

To test if these three properties are indeed sufficient to account for the many
findings on spontaneous activity and neural variability, we capture them in a
minimal neural network model:

₃.₃.₁ SORN

The self-organizing recurrent neural network (SORN, (Lazar et al. 2009)) is
a network of interconnected excitatory and inhibitory populations of McCul-
loch & Pi s model neurons. These neurons have binary states determined by
thresholding the input, are updated synchronously, and are fully determin-
istic. The excitatory neurons are recurrently connected and receive structured
input sequences. A binarized formof spike-timing dependent plasticity (STDP)
shapes these recurrent excitatory connections. The network dynamics are kept
in check by two forms of homeostatic plasticity: Synaptic normalization en-
sures that the summed synaptic weights from and onto each neuron stay the
same during STDP. Intrinsic plasticity regulates the thresholds of the excitatory
neurons on a slow timescale to avoid silent or overly active neurons. SORN
networks have been shown to have powerful sequence learning abilities. For
example, on challenging sequence learning tasks involving hidden states and
long temporal dependencies they greatly outperform analogous reservoir ar-
chitectures without plasticity in the recurrent network (Lazar et al. 2009). More
recently, they have also been shown to produce state-of-the-art results in learn-
ing artificial grammars with their performance resembling that of human sub-
jects (Duarte et al. 2014). Furthermore, such networks have also been shown
to capture experimental data on the statistics and fluctuations of synaptic effi-
cacies (Zheng et al. 2013). These features make them interesting candidates for
modeling experimental findings on spontaneous activity and neural variability.
The model is described in detail in Chapter 2. For this work, wemade small

modifications to the networkmodel described in Section 2.4.1 to achieve higher
robustness of the network dynamics at convergence and during spontaneous
activity. The network parameters were kept identical for all experiments and
simulationswere always performed until the qualitative network behavior con-
verged, i.e. the described features of task performance and network dynamics
did not change longer.
In this study, we compare the behavior of our model to a variety of exper-

imentally reported results. While our network is operating on a timescale of
roughly 25ms (the width of a typical STDP-window) and on the spiking level
with rates around 4Hz, the experimental data sets are fMRI-BOLD signals, op-
tical imaging recordings and multi-unit activity spike trains and have effects
on time scales that range between milliseconds and seconds. Comparing these
partly very different data sets can therefore sometimes be only done on an ab-
stract and qualitative level.
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₃.₃.₂ L

In the followingwe show how the SORNmodel reproduces the key findings on
spontaneous activity and neural response variability discussed above. To cap-
ture the essence of the experimental situations above, we define two learning
tasks: a sequence learning task and an inference task. Both are deliberately sim-
ple compared to previous SORN studies (Lazar et al. 2009; Duarte et al. 2014)
but suffice to capture the key findings. The sequence learning task is inspired by
((Gavornik and Bear 2014), see Fig. 3.2) and consists of presenting the network
with one or more discrete sequences of input stimuli. After replicating this
study, which demonstrated the learning of predictive models in V1 of adult
mice, we use similar tasks to study the similarity of spontaneous and evoked
activity. The inference task is inspired by ((Hesselmann et al. 2008), see Fig. 1.2),
where subjects are presented with an ambiguous face-vase stimulus and their
FFA activity is used to predict their perceptions. Apart from replicating this
specific result, the trial structure of this task allows us to study the effect of
spontaneous activity on evoked activity.

₃.₃.₃ S

For both of these tasks, the specific stimulation paradigm is very similar and
can be divided into three phases:
In the self-organization phase, the network is stimulatedwith input pa erns or

sequences for Tplastic = 50000 steps. During this time, all plasticity mechanisms
are active and the network can self-organize in the presence of the given input.
In line with (Gavornik and Bear 2014), we represent the input vectors by le ers.
For example, the stimulation paradigm can then be a random alternation of
the words “ABCD” and “EFGH”. After this, STDP is switched off so that the
properties of the learnt connections can be studied without interference from
continued changes to the weights. This is done during a training and testing
phase.
In the training phase, the stimuli are kept identical to observe the properties

of the network under the self-organization conditions and training appropriate
readouts for Ttrain = 20000 steps. For the model of the sequence prediction of
(Gavornik and Bear 2014), we do not show stimuli in this phase corresponding
to the “sleep”.
Then, during the testing phase, we either observe the spontaneous activity

while the network is not stimulated, or we test our readout on data generated
by stimulating the network with appropriate stimuli for Ttest = 50000 steps.
For these phases, the intrinsic plasticity is still active to ensure stable aver-

age activity. After each phase, the activity state is shuffled in accordance with
(Toutounji and Pipa 2014). To simulate the trial-like structure of the inference
task, we chose to have blank periods between each stimulus presentation. The
length of these periods was drawn from a uniform distribution over the inter-
val [10, 15] time steps. For the model of the sequence learning study (Fig. 3.4),
we used a fixed delay of 10 time steps because the experiment only had fixed
inter-trial delays (Gavornik and Bear 2014).
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₃.₃.₄ R

By carefully analysing the SORN’s behavior in these two tasks, we show how
it readily reproduces the key experimental findings on spontaneous activity
and neural variability without requiring any internal noise. On the other hand,
adding small amounts of noise to the network produces similar findings. Taken
together, our results suggest that the experimental findings on neural variabil-
ity reflect the dynamics of a largely deterministic but highly adaptive cortical
network learning a predictive model of its sensory environment. Our find-
ings also support the claim that the notorious variability of neural responses
is largely due to spontaneous network dynamics. It is noteworthy that a sim-
ple model such as the SORN can account for such a diverse set of findings that
were independently obtained in a range of different species with a range of
different recording techniques (multi-electrode and single cell recordings, op-
tical imaging, functional magnetic resonance imaging) in a number of different
labs. It suggests that the SORN model as a minimal instantiation of the three
properties introduced above captures some fundamental principles of cortical
learning and information processing in a distilled form.

₃.₄ T - SORN
P

We begin by characterizing some dynamic properties of the network. For this,
we randomly alternate the stimulation of ten input populations, where each in-
put population corresponds to a subset of excitatory neurons. After the fraction
of excitatory to excitatory connections converges, we deactivate STDP and stop
stimulation to observe the spontaneous activity. This spontaneous activity de-
velops as the intrinsic plasticity of each neuron shifts the excitability thresholds
to compensate for the missing input.

Figs. 3.3a to 3.3c show that the activity of individual neurons of the network
is well described by an exponential inter-spike interval (ISI) distribution and
can be summarized by a coefficient of variation distributed around 1. These
indicate that the individual neurons fire irregularly with Poissonian statistics,
a key feature of neural variability in neocortex (Churchland et al. 2010; Goris
et al. 2014). Additionally, while the network converges to a stable fraction
of connections, the individual weights keep fluctuating (Figs. 3.3d and 3.3e)
as observed experimentally (Yasumatsu et al. 2008). Finally, the network ap-
proaches a lognormal-likeweight distribution after learning (Fig. 3.3f), which is
a documented property of cortical circuits (Buzsáki and Mizuseki 2014). Taken
together, these results demonstrate that some essential features of neocortex
taken as evidence for a “noisy” brain are readily captured by our deterministic
model.
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Fig. 3.3: Basic properties of the network match experimental findings. (a) Raster plot
of spontaneous activity (no external input) after stimulating the network with
ten randomly alternating le ers during plasticity. (b) The inter-spike-interval
(ISI) distribution of a randomly selected neuron during spontaneous activity is
well-fi ed by an exponential apart from very small ISIs. (c) The distribution
of coefficients of variation (CVs) of the ISIs clusters around one, as expected
for exponential ISI distributions, compatible with the experimentally observed
Poisson-like spiking (Churchland et al. 2010; Goris et al. 2014). (d) The frac-
tion of excitatory-to-excitatory connections converges to a stable fraction. (e)
Individual weights fluctuate despite the global convergence as observed exper-
imentally (Yasumatsu et al. 2008). (f) After self-organization, i.e. at the end of
(d), the binned distribution of excitatory-to-excitatory synaptic weights (dots) is
well fit by a lognormal distribution (solid line, see, e.g., (Buzsáki and Mizuseki
2014)).
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Fig. 3.4: The network learns a predictive model mimicking (Gavornik and Bear 2014).
Similar to ((Gavornik and Bear 2014), see Fig. 3.2), we stimulated the network
either with the sequence “ABCD” (experiment) or with all permutations of this
sequence (control). After a period of self-organization, the network was tested
with the sequences “ABCD” and “DCBA”. (a) Mean number of active neurons
per time step (“sequence magnitude”) for both test sequences. (b) For the ex-
perimental condition, the network was also tested with the sequences “ABCD”,
“A_CD”, and “E_CD” . Error bars represent SEM over 20 independent realiza-
tions. ⋆ indicates p < 0.05 for a two-sided t-test assuming independent samples
and identical variances.

₃.₅ SORN

Next, we replicate the sequence learning paradigm from (Gavornik and Bear
2014). In their study, the authors stimulated mice with a discrete set of grat-
ings of different orientations. For example, they stimulated their mice with the
sequence “ABCD”, which refers to four distinct gratings presented in succes-
sion. They then recorded activity from neurons in V1 and found that the circuit
formed a representation of these spatiotemporal sequences.
We modeled this experiment by stimulating our network with a similar set

of stimuli: we model visual input to V1 by stimulating a small subpopulation
of our excitatory units when a stimulus is presented, and assign each subpop-
ulation a le er just as Gavornik and Bear (2014) assigned each grating a le er.
This subpopulation can be thought of as having receptive fields that align with
the grating in the original study.
To replicate the first experiment from (Gavornik and Bear 2014), we stimu-

lated our network with the sequence “ABCD” during an initial period of self-
organization. After the stimulation, we deactivated STDP, stopped the stim-
ulation, and ran the network only with intrinsic plasticity to get a period of
spontaneous activity, similar to the sleep phase in the original study. Finally,
we tested the network with either “ABCD” (same sequence) or “DCBA” (re-
versed sequence). The network matched the effects from Fig. 3.2b in that it
responded with a higher mean rate to “ABCD” than to “DCBA” indicating that
the trained sequence was “recognized” (Fig. 3.4a). In a control experiment we
trained the network on all permutations of the original sequence (i.e. “ABCD”,
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“ABDC”, …, “DCBA”) and similar to the matching control from (Gavornik and
Bear 2014), the mean rate was similar for both test sequences. Please note that
the sequence magnitude (average number of active neurons per time step) is
bounded through the homeostatic mechanisms resulting in similarmagnitudes
for both the experiment and the control conditions in contrast to Fig. 3.2b.
In a further experiment in (Gavornik and Bear 2014), the authors then

showed that V1 can “predict” upcoming sequence items by training the mice
with “ABCD” and testing with “ABCD”, “A_CD” and “E_CD”. They showed
that V1 respondedmore strongly to the first two test sequences than to the third
one and more strongly to a “B” or a blank following an “A” than to the blank
after an “E” (Fig. 3.2c). As before, our simulations qualitatively replicate these
results (Fig. 3.4b). Note that much more sophisticated sequence learning abili-
ties in SORN have already been demonstrated in (Lazar et al. 2009; Duarte et al.
2014).
Finally, Gavornik and Bear (2014) found with pharmacological manipula-

tions that learning was local to V1 but did not depend on NMDA receptors,
which are required for some LTP and STDP protocols. Instead, they depend
on muscarinic acetylcholine receptors indicating that modulatory input from
the basal forebrain is important for this learning task. While this seems to con-
tradict our modeling with STDP, there is data that muscarinic acetylcholine re-
ceptors gate STDP in visual cortex slices and that STDP can be induced through
pathways that do not require NMDA receptors (Feldman 2012), making the re-
sults reported by Gavornik and Bear (2014) in principle consistent with STDP-
like modeling.
These two experiments demonstrate that our simple model captures key

experimental findings on the physiology of sequence learning. With this as a
backdrop, we can investigate the properties and interactions of spontaneous
and evoked activity in similar learning experiments in the next sections.

₃.₆ S

Spontaneous activity is structured in space and time (Kenet et al. 2003; Luczak
et al. 2009) and revisits those states, i.e. neuronal activation pa erns, more of-
ten that correspond to overrepresented features in natural stimuli, such as hor-
izontal and vertical bars in (Kenet et al. 2003). It has been proposed that this is
a result from adapting the spontaneous activity to the statistics of the evoked
activity during development (Berkes et al. 2011).
In order to model these findings, we adapted the sequence learning

paradigm: During an initial self-organization phase, we stimulate the network
with random alternations of two sequences: “ABCD” and “EFGH” with differ-
ent relative probabilities. In a second phase, we deactivate STDP to study the
evoked activity of the adapted network. Finally, we stop the input and observe
the network’s spontaneous activity. Due to the intrinsic plasticity in the model,
our network compensates for the missing input and produces spontaneous ac-
tivity in the absence of noise.
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₃.₆.₁ N

Compared to the first simulation of this chapter, where the network was stim-
ulated with random le ers throughout the self-organization phase (Fig. 3.3),
this more constrained stimulation paradigm with only two words is reflected
in the network dynamics (Fig. 3.5). For example, the spiking activity looksmore
structured (Fig. 3.5a, see also Fig. 3.17b for sorted spike trains from this task)
and the inter-spike-interval (ISI) distribution only follows an exponential when
one takes the period-four structure of thewords into account (Fig. 3.5b). Never-
theless, the weight fluctuations and the final weight distribution stay similar to
the random stimulation (Figs. 3.5e and 3.5f). In the following, we will compare
the structured spiking activity to results from the literature.

₃.₆.₂ S

First, we want to gain a be er understanding of the spontaneous network
dynamics by visualizing the activity of the 200 simulated excitatory neurons
in three dimensions. For this, we apply principal component analysis to
project the 200-dimensional spontaneous and evoked binary activity vectors
to the principal components (PCs) of the evoked activity. This and similar
dimensionality-reduction methods are now commonly applied to multi-unit
recordings because it nicely visualizes the low-dimensional dynamic represen-
tations of high-dimensional recordings. For example, these methods helped
to understand the coding of overlapping odor sequences (Broome et al. 2006),
mixtures of odors (Shen et al. 2013), or the population dynamics of C. elegans
(Kato et al. 2015).
More specifically, we did a PCA of the last 2500 steps of the training phase.

We then projected these states in the subspace defined by the first three compo-
nents of the PCA and also projected the same amount of spontaneous activity
states in the same subspace. The spontaneous states were taken from the end
of the testing phase to avoid artefacts due to the re-adaptation of the thresholds
after cu ing the input.
The evoked activity (points) captures the properties of the input by form-

ing one activity cluster for each position in the input sequences (“A” and “E”,
“B” and “F”,…) in the first three PCs (Fig. 3.6a). For this simulation, these three
components account for≈ 30%of the variance in the data (Fig. 3.6c). We believe
that the very similar transition structure is responsible for the similarity of le er
positions in the first three principal components: both “D” and “H” transition
to either “A” or “E”. Since the neurons coding for “D” and “H” will only have
a small subset of overlapping projections but these postsynaptic neurons have
to code for both “A” or “E”, “A” and “E” should look similar. A similar argu-
ment applies for the following le ers. Despite the overlap in the first PCs, both
sequences can be clearly separated in later PCs (Fig. 3.6b). We observe a trend
that le ers later in the word separate “easier”, i.e. in earlier PCs. For example,
“H” and “D” separate in PC4, “G” and “C” in PC9, “B” and “F” in PC11, and
“A” and “E” in PC 15 for this simulation. This is probably due to small differ-
ences at the beginning accumulating through the recurrent structure to larger
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Fig. 3.5: Basic properties of the network from a representative trial of the sequence
learning task. (a) A sample of spikes after plasticity. (b) The inter-spike-interval
(ISI) distribution of a randomly selected neuron during spontaneous activity is
well-fi ed by an exponential after accounting for the periodic structure of the
task. (c) The distribution of coefficients of variation (CVs) of the ISIs is on av-
erage slightly smaller than for the random le ers (see Fig. 3.3). (d) The fraction
of excitatory-to-excitatory connections initially converges to a stable fraction,
then decreases again. The network behavior does not change despite the tran-
sient decrease. (e) Individual weights fluctuate despite the global periods of
convergence. (f) After self-organization, the binned distribution of excitatory-
to-excitatory synapticweights (dots) iswell fit by a lognormal distribution (solid
line).
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Fig. 3.6: Spontaneous and evoked activity align through self-organization. The net-
work was stimulated with the words “ABCD” (67%) and “EFGH” (33%) and
evoked (dots) and spontaneous (lines) activity were projected into the principal
component space of the evoked activity. (a) The spontaneous activity follows
the spatiotemporal trajectories of the evoked states in the first principal compo-
nents (PCs) of the PCA projection after self-organization. (b) The le ers of each
word separate in the 4th, 9th, and 11th principal component (PC) from that
simulation. The less variability is explained by the PC (i.e. the higher the PC
number), the earlier the le er occurs in the sequence. (c) The first three principal
components explain about 30% of the total variance. (d) Without STDP during
self-organization, spontaneous activity does not align with evoked activity.

differences towards the end of the word.
In addition to the learnt structure, the spontaneous activity (lines) closely

follows the structure of the evoked activity (Figs. 3.6a and 3.6b). For example, it
transitions from blue to green (“B” to “C”) or from gold to pink (“F” to “G”) but
not from blue to pink or from gold to green in the higher principal components
(Fig. 3.6b). This causes the opposing triangles of spontaneous activity in the
plot. Importantly, these effects vanish when STDP is deactivated (Fig. 3.6d).
In this case, the evoked activity still clusters due to the same input units being
activated but neither do the clusters separate according to their le er positions
or words nor does the spontaneous activity follow the evoked activity.
The observed spontaneous replay of evoked sequences is similar to (Kenet

et al. 2003; Han et al. 2008; Carr et al. 2011). The authors of (Kenet et al. 2003)
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Fig. 3.7: “Spontaneous events outline the realm of possible sensory evoked re-
sponses” (Luczak et al. 2009). The network was stimulated with the words
“ABCD” (67%) and “EFGH” (33%). (a) In the multidimensional scaling pro-
jection, the evoked activity (red) follows the spontaneous outline (black) and
avoids the shuffled spontaneous states (blue) (see Fig. 3.1c). (b) The evoked
states are closer to the spontaneous states than to the shuffled spontaneous
states: As in Fig. 3.1d, the distance fromevoked states to the closest spontaneous
states (D_spont) is smaller than the distance to the closest shuffled spontaneous
state (D_shuff). The red dashed line shows equality.

showed with optical imaging in cat area 18 that spontaneous activity is highly
structured and smoothly varies over time (in their case it smoothly switches be-
tween neighboring orientations). They also observe that spontaneous activity
preferentially visits states that correspond to features that occur more often in
nature (in their case horizontal and vertical bars). We demonstrate an abstract
version of the la er point below.

₃.₆.₃ S

Next, we tested if the SORN model captures the finding of (Luczak et al. 2009)
that “spontaneous events outline the realm of possible sensory responses”
(Fig. 3.1c). To model the conditions of the original experiment, we compared
spontaneous activity to evoked activity from only 5 randomly selected le ers
from the originalwords. This captures the fact that only a subset of the “lifetime
experience” of stimuli was presented during the experiment. As in (Luczak et
al. 2009), 150 randomly selected spontaneous activity vectors of the excitatory
units, their time-shuffled versions to preserve rates but remove inter-neuron
correlations, and 150 of the just described evoked events were then reduced
from the high-dimensional activity pa erns of excitatory neurons to 2Dbymul-
tidimensional scaling (MDS). Simply put, this method uses all variability in the
data to represent the distances between data points in their high-dimensional
space (neural activity vectors) in the plo ed two dimensions as well as possi-
ble. This is in contrast to the previous 3D-PCA plots, which only consider the
variability in the first three principal components. We deviate from the orig-
inal study by not subsampling our neurons to the 45 that they recorded from
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Fig. 3.8: Spontaneous activity becomes more similar to evoked activity during learn-
ing. After self-organizing to “ABCD” and “EFGH” with identical probabilities,
spontaneous activity was compared to the evoked activity from the imprinted
sequences (natural) and (a) the two control sequences “EDCBA” and “FGH” or
(b) random stimulation with the le ers (control) with Kullback-Leibler diver-
gence. As in Fig. 3.1f, the divergence between spontaneous and evoked activity
decreases for both the natural and the control conditions, but most for the nat-
ural condition. New networks were generated for each training time and con-
dition. Error bars represent SEM over 50 (a) or 20 (b) independent realizations.
⋆ indicates p < 0.05 for a t-test assuming independent samples and identical
variances.

because the distances between individual activity pa erns become too similar
in that case. This did not happen for their study because they used rates instead
of spikes. Finally, we used the same Matlab function for MDS as the one used
in the original paper (with Kruskal’s normalized stress1 criterion).
Our results indicate that the spontaneous activity outlines the evoked activ-

ity while the shuffled activity does not capture its structure (Fig. 3.7a). Simi-
lar to the experimental study, we confirm this by showing that evoked activity
states are significantly closer to the spontaneous activity states than to the shuf-
fled spontaneous ones (Fig. 3.7b).

₃.₆.₄ S

Given the previous results, the question arises how these phenomena are re-
lated to the network self-organization. For this, we compared the effect of
learning to results from (Berkes et al. 2011). They showed that during devel-
opment, the distance between the distribution of spontaneous activity and the
distribution of evoked activity decreases (Fig. 3.1f). Interestingly, the distance
decreases both for stimuli that the animal was exposed to during development
(naturalmovies) and to artificial stimuli (gratings and bars), but the reduction is
less pronounced for the artificial stimuli. We try to capture the essentials of this
experiment by presenting the same two sequences during the self-organization
phase. After learning, we then either present the same sequences (natural con-
dition) or the two control sequences “EDCBA” and “HGF” (control condition)
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for as many steps as the number of bins in the original paper. We chose this
specific control condition because it has a different structure while still stim-
ulating the same input units, similar to the control conditions in the original
study. In both conditions, the sequences are presented with equal probability.
The evoked network stateswere then compared to the spontaneous states using
the KL-divergence.
To also keep the analysis as close as possible to (Berkes et al. 2011), we

recorded spontaneous and evoked activity for the same number of time steps
(750.000) and randomly subsampled 16 units from our network. Please note
that due to an exponential increase in possible pa erns with the number of
units, more units would have soon become infeasible to analyse with conven-
tional methods. We also excluded the first 5000 steps of each phase to account
for adaptation after changes in the stimulation paradigm. To compute the KL-
divergencewe first have to estimate the probability p(x) for each pa ern x from
the set of the 216 possible pa ernsX . In order to do so, we created a bin for each
pa ern and simply counted the occurrence of each pa ern. Additionally, we
started with a non-informative prior by assuming that each pa ern x ∈ X was
already observed once. This initial prior is necessary since KL-divergence is
only defined for nonzero probabilities. After normalizing, we then computed
the KL-divergence between evoked and spontaneous activity according to

D(evoked||spont) =KL(P evoked, P spont) (3.1)

=
∑
x∈X

P evoked(x)× logP
evoked(x)

P spont(x)
. (3.2)

Ourmodel shows a qualitatively similar behavior in that the KL-divergence
between the distribution of evoked responses in the natural condition and the
distribution of spontaneous responses decreases during learning (Fig. 3.8a).
This decrease is larger compared to the decrease observed for the reversed se-
quence. To also mimic the noise-control of the original paper, where the the
ferrets were stimulated with white noise stimuli, we decided to also stimulate
our trained networks with noise where all le ers (“A”-“H”) were presented in
random alternation. Interestingly, while we observe the same learning effect
that after self-organization the difference to spontaneous activity is higher for
the control than for the trained sequences, the difference before training is the
opposite: the activity from the noise-control is more similar to the spontaneous
activity. This might be due to the fact that the random stimulation imposes
fewer constraints, such as the period-four structure of the “ABCD” stimuli, so
that the network can more easily follow its intrinsic dynamics, which should
be similar to its spontaneous activity.
This raises the questionwhy no such differencewas observed in the original

study. The original study was followed by a series of le ers (Okun et al. 2012;
Fiser et al. 2013; Okun et al. 2013), which discusses whether the reported effect
was indeed due to learning features from the environment or simply due to
developmental mechanisms such as a convergence of the evoked and sponta-
neous firing rate over time, which can be excluded for our study because intrin-
sic plasticity holds the firing rate constant over time. A recent study suggests
that at least the final effect is due to extracting statistics from the environment
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because the spontaneous activity is not more similar to natural movies when
the ferret was raised blindfolded (Savin et al. 2013). Nevertheless, the initial
large differences between spontaneous and evoked activity for all conditions
might have simply been dominated by a difference in firing rates so that the
smaller effect of different pa erns from noise or more structured stimuli wasn’t
detected.

Taken together, these results show that in our simplemodel the spontaneous
network activity outlines the possible sensory responses after self-organization.
It is important to note that none of these effects occur in a random network
without plasticity (see (Lazar et al. 2009) for sample network dynamics of the
SORN without plasticity).

₃.₆.₅ S -

Having compared our model dynamics to qualitative features of spontaneous
activity, we next perform a quantitative analysis on how the learnt sequences
are represented in the network.

In order to relate spontaneous activity pa erns to evoked activity pa erns,
we use the following method. We assigned to each spontaneous state the le er
corresponding to the best-matching evoked activity state. If, for example, x(t)
had the smallest Hamming distance to an evoked state when the le er “A” was
shown, then x(t)was labelled as corresponding to input le er “A”. To avoid bi-
ases, the collection of evoked and spontaneous states used for the comparison
was always obtained from the end of the training and testing phase (the last
2500 steps). The data was further reduced by ignoring blank periods and en-
suring that each le er was represented equally often in the data set.

From this, we compute the frequency of word-occurrence in the sponta-
neous activity. The spontaneous states resemble the evoked states in two ways
(Figs. 3.9a and 3.9b): First, the le ers that were presented more often in the
evoked activity also occur more often in the spontaneous activity. Second,
the transition between states occurs in the correct temporal direction while re-
versed transitions rarely occur in the spontaneous activity. By varying the prob-
ability of each sequence during self-organization, we can quantify how these
priors are captured by the spontaneous activity. As one can see in Figs. 3.9c
and 3.9d, the probability of the words and le ers approximate their frequency
during learning. However, we observe a tendency to overrepresent the more
frequent stimuli. Additionally, the frequency of le ers increases towards the
end of the more frequent word while it decreases towards the end of the less
frequent word. This is due to spontaneous switching between the two words:
the more frequent word is more robust and activity switches less often to the
less frequent word than the other way round. We further explore this issue in
Section 3.9.
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Fig. 3.9: Different priors are learnt by the network. During self-organization, the se-
quences “ABCD” and “EFGH” were randomly interleaved with frequencies of
67%and 33%, respectively. This is reflected in the relative occurrence of (a) each
le er and (b) each word in the spontaneous activity. For different priors dur-
ing self-organization, this results in the frequencies in (c) for each le er and in
(d) for each word. Both show overlearning effects in that their frequencies are
biased in favour of the word that was shown more often. The reversing trend
and high variance for the extreme priors (0.1 and 0.9) can be accounted for by
pathological network dynamics for some simulations with these priors. The let-
ter frequency is the observed frequency in the evoked activity while the word
frequency was normalized over the total number of observed words (“ABCD”,
“EFGH”, “DCBA”, and “HGFE”) to yield be er comparison over different re-
alizations. Error bars represent SEM over 20 independent realizations.

₃.₇ S -

After observing the properties of spontaneous activity, we next investigate the
interaction between spontaneous activity and evoked activity in an inference
task with trial-like interleaved spontaneous and evoked activity. By inference
task, we mean that the task involves integrating previously acquired knowl-
edge with an ambiguous sensory input to arrive at a unique interpretation of
that stimulus. This non-formal usage of the term inference has a long tradition
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going back at least to Hermann von Helmhol who used the German expres-
sion “unbewusster Schluss”, which is usually translated as unconscious infer-
ence.
This task is used to model the studies demonstrating that the neural vari-

ability significantly drops at the onset of a stimulus (Churchland et al. 2010),
that the evoked activity can be linearly predicted from the spontaneous activ-
ity (Arieli et al. 1996), and that the spontaneous activity before stimulus onset
predicts the decisions when a noisy (Supèr et al. 2003) or ambiguous (Hessel-
mann et al. 2008) stimulus is presented. We model these findings by training
our networks on a task inspired by ((Hesselmann et al. 2008), see Fig. 1.2). In
their se ing, an ambiguous face-vase stimulus is immediately followed by a
mask. After the mask, the subjects have to decide whether they perceived a
face or a vase. This trial structure allows us to study the interaction between
spontaneous activity before stimulus onset and the evoked activity following
the presentation of a stimulus.
We model the task as follows: during training, the network is presented

with two randomly alternating input sequences represented as “AXXX_ _ _…”
and “BXXX_ _ _…” with different probabilities where “A”, “B”, and “X” each
refer to a subpopulation of excitatory neurons that are stimulated whenever
the le er is presented. At the presentation of “_”, no neurons receive exter-
nal inputs. “A” and “B” stand for the face and vase, respectively, the common
“XXX” for the mask, and “_ _ _…” for periods without input corresponding to
a blank screen. As in the original study, the delay between stimuli is random
throughout the simulation. We model this by randomly adding between 0 and
5 delay steps to the fixed delay of 10 steps during self-organization and testing
(see Section 3.3.3 for details).
During the initial self-organization the network learns to represent these

two sequences and their prior probabilities. After self-organizing to these stim-
uli, STDP is switched off and a linear classifier is trained to postdict whether
“A” or “B” has been presented based on the neural activity at the first blank
stimulus, “_”. More specifically, we trained two linear readout in a supervised
way with least-squares regression from all neurons at the step when “_” is pre-
sented to predict either “A” or “B” based on the recurrently maintained infor-
mation of “A” or “B” that should still be present in the network. Here, the
mask ensures that the decision is based on an internal representation and not
simply on a direct input-output mapping. The regression target was set to 0 for
all other le ers from the training data, since these should not correspond to a
“sampling” of “A” or “B”. The regression was performed on the training phase,
i.e. 20000 steps of evoked activity while STDP is turned off. To avoid any bi-
ases, we took equal amounts of activity samples for each le er from the end
of training. After training the readouts, the network postdiction is set to “A”
whenever the readout for “A” is larger than for “B” and the other way round.
We define the network “decision” as the postdiction of this classifier for either
“A” or “B” similar to subjects’ decision whether they just saw a face or a vase.
During subsequent testing, the network is stimulated with ambiguous mix-

tures of “A” and “B”, which we indicate as “A/B”, followed by the mask. Dif-
ferent levels of ambiguity are modeled by stimulating fA×NU

E = fA×10 input
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units of “A” and (1 − fA) × NU
E = (1 − fA) × 10 input units of “B” where fA

is a fraction. Here, we assume that stimulus ambiguity can be modeled by the
fraction of activated “A” units, fA. The specific units selected for the ambigu-
ous stimulus are redrawn at every stimulus presentation. To have well-defined
ambiguities, we ensure for this task that the input populations of “A” and “B”
do not overlap. Similar to human subjects reporting on their ambiguous per-
cept, the network then has to decide with the classifier for “A” or “B” in light
of the ambiguity of “A/B” and the prior probabilities of “A” and “B” during
training.
As in the previous section, we will first investigate the qualitative behav-

ior of the model self-organizing to these stimuli and compare them to the ex-
perimental findings. Thereafter, we will describe how the network performs
inference for the ambiguous stimuli.

₃.₇.₁ B

As for the other tasks, we first observe the network dynamics before investi-
gating more complex properties. Due to the trial-like nature of the task with
its interleaved spontaneous and evoked activity, the spiking activity is higher
during stimulus presentation (shaded area in Fig. 3.10a). Similar to the struc-
tured spiking in the sequence learning task (Fig. 3.5a), the spiking activity looks
structured anddisplays synfire-like behavior (see Fig. 3.20b for sorted spikes) as
expected after self-organization with these networks (Zheng and Triesch 2014).
As for the sequence learning task (Fig. 3.5b), the inter-spike intervals (ISIs) are
constrained by the task: they follow and are smoothed out by the variable inter-
stimulus interval (10 − 15 steps, Fig. 3.10b). They therefore cannot be fit by an
exponential. Nevertheless, the distribution of coefficients of variation (CV) of
the ISIs of all neurons is centred around 1, which is usually taken as a sign
of Poissonian noise, since Poissonian noise shows exponential ISI-distributions
and exponential distributions have a CV of 1. The resemblance might be due to
the exponential-like shape of the ISI distribution when accounting for the task-
structure. As for the other tasks, the overall fraction of excitatory-to-excitatory
connections converges during self-organization (Fig. 3.10d), while individual
weights keep fluctuating (Fig. 3.10e). The final weight distribution deviates
from a lognormal distribution (Fig. 3.10f). Following this basic analysis, we
will now study the interaction of spontaneous activity with stimulations.

₃.₇.₂ S

First, we replicate the “widespread cortical phenomenon” that the “stimulus
onset quenches variability” (Churchland et al. 2010). This study reported that
throughoutmanydifferent cortical areas in themacaque, the onset of a stimulus
always leads to a drop of the Fano factor (Fig. 3.1e). The Fano factor (FF) is
defined as σ2

µ . When applied to spike trains, the windowed variance σ
2 and

mean µ are taken over trials for each neuron, condition and time step. It is then
interpreted as the variability of the data. For a Poisson process, which describes
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Fig. 3.10: Basic properties of the network from a representative trial of the infer-
ence task. (a) A sample of spikes during the test phase. Stimuli were pre-
sented in the shaded areas. (b) The inter-spike-interval (ISI) distribution of a
randomly selected neuron during spontaneous activity reflects the trial-like
structure during learning with pauses between activity bursts. (c) The distri-
bution of coefficients of variation (CVs) of the ISIs clusters around one. (d)
The fraction of excitatory-to-excitatory connections converges to a stable frac-
tion. (e) Individual weights fluctuate despite the global convergence. (f) After
self-organization, the binned distribution of excitatory-to-excitatory synaptic
weights (dots) deviates from a lognormal distribution (solid line).
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Fig. 3.11: Stimulus onset quenches variability. (a) and (b) Sample spike trains from two
representative neurons aligned to the stimulus presentation (shaded area). (c)
and (d) The population average of the Fano factor (FF) decreaseswith stimulus
onset. The FF is only computed for units that do not receive direct sensory
input. These results mimic Fig. 3.1e. FFs, mean rates and variances are for
causal movingwindows of 5 time steps. (c) was computed for the presentation
of stimulus “AXXX_ _ _…” during the test phase after being presented with a
probability of 0.1 during self-organization. (d) In turn, “BXXX_ _ _…” had a
probability of 0.9 in the same experiment. Error bars represent SEM over 20
independent realizations.

the irregular spiking of neurons in many cases quite well, the FF is 1 due to the
variance and mean being equal for this process.
We tried to keep our analysis of the Fano factor close to (Churchland et al.

2010). As in the original paper, the FFs were obtained by weighted regression
between the spiking mean and variance over trials. To compute these two, we
used a causal sliding window with a width of 5 time steps, i.e. the sum of the
spikes in the past four time steps and the time step to be analysed. Together
with the IP parameters, this entails a rate of 0.5 spikes per bin on average. This
is comparable to the conditions of the original paper: most experiments have a
rate on the order of 10 spikess and a bin size of 50ms. One should note that due
to the weighted regression and the averaging over many neurons, the resulting
Fano Factor does not have to be identical to the ratio of the mean variance and
the mean firing rate.
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Fig. 3.12: Mean-matched Fano factors. To control for effects of the mean, we computed
the Fano factors with the mean-matching method proposed by (Churchland
et al. 2010). This was done for both (a) the inference task and (b) the sequence
learning task. As in the original paper, we averaged over all conditions. There-
fore, we cannot distinguish between stimuli as we did in Fig. 3.11. Both con-
ditions used the same prior as in Fig. 3.14 and Fig. 3.9a. Please note that the
sequence task does not have a trial structure but the network is continuously
stimulated. Therefore, there is on average no rate change in raw activity at the
onset of each stimulus. Error envelopes are SEM over 20 independent realiza-
tions.

Some sample spike trains can be seen in (Figs. 3.11a and 3.11b). Throughout
the population, we find neurons that respond with both an increased and a
decreased rate (see peri-stimulus-time-histogram (PSTH, average activity) at
the lower part of the figures) to stimulus onset, probably due to their respective
connectivity with inhibitory neurons and place in the formed synfire chains.
The Fano factor would be computed by taking a horizontal mean and variance
over windowed activity at each step.
While the neural activity and the activity in this model is in general highly

variable and shows signatures of a Poisson process (see Fig. 3.3), we observe
a drop in variability measured by the Fano factor (FF) in response to stim-
ulus onset (Fig. 3.11). We also found that this effect is significantly stronger
when the respective stimulus had a higher presentation probability (Fig. 3.11c
vs. Fig. 3.11d). This seems to be both due to a higher mean rate and a lower
variance of the more frequent stimulus. A similar effect was observed for MT
responses to moving gratings (Ponce-Alvarez et al. 2013): the Fano Factor de-
creased most for the preferred direction, i.e. for the direction with the highest
mean rate.
Across all stimuli, the drop of the FF is accompanied by a rise of themeanfir-

ing rate (Fig. 3.11c). To control for this, we performed a “meanmatching” anal-
ysis as suggested in (Churchland et al. 2010). Fig. 3.12 shows a mean-matched
decrease of the FF at stimulus onset. Interestingly, the drop occurs for both
the inference task with its trial structure (Fig. 3.12a) and for the sequence learn-
ing task without interleaved spontaneous activity (Fig. 3.12b). Intuitively, this
should be expected, since the FF analysis is conditioned on a specific stimu-
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Fig. 3.13: Spontaneous activity predicts evoked activity and decisions. The network
self-organizes during repeated presentations of the sequences “AXXX_ _ _…”
(33%) and “BXXX_ _ _…” (67%) with blank intervals in between. In
the test phase, an ambiguous mix of cue “A” and cue “B” is presented
(“A/BXXX_ _ _…”, shaded area) and the network decides at the first “_” with
a linear classifier if either A or B was the start of the sequence. (a) Trial-to-trial
variability of the evoked activity pa erns during the test phase is well pre-
dicted from activity prior to stimulus onset. The figure shows the correlation
between the variable evoked activity pa erns at different time steps after stim-
ulus onset and a linear prediction of these based on the stimulus and either
the spontaneous activity state prior to stimulus onset (blue) or trial-shuffled
spontaneous activity (baseline, grey). Similar to Fig. 3.1b, the decay of the cor-
relation is exponential-like. The correlation drops further as new stimuli are
presented (hatched area). Due to variable inter-trial-intervals, the hatched area
covers the entire area were stimulation is possible. (b) The decisions of the net-
work can be predicted from spontaneous activity before stimulus onset. The
plot shows the accuracy of predicted network decisions (“A” vs. “B”) at the
green dashed line from activity surrounding the decision. Separate classifiers
were trained for each of the 11 ambiguity classes (e.g. 20%A) and time step
surrounding the decision. The grey line corresponds to predictions from trial-
shuffled activity. Predictions in (b) are averaged over all priors of Fig. 3.14c.
Error bars represent SEM over 20 independent realizations.

lus: while the spikes before “stimulus onset” are either due to stimulation with
“ABCD” or “EFGH”, the stimulus after “stimulus onset” is, for example, al-
ways “ABCD”. It should therefore also show less variability. Unfortunately,
we found that the mean-matching method discards around two thirds of the
data, comparable to the original study. Therefore, we only see it as a control
and focussed on the “real” FF (Fig. 3.11) for the discussion.

₃.₇.₃ S -

Next, we test our model on two similar findings: First, the authors of (Arieli
et al. 1996) found that the optical imaging response evoked by simple bar stim-
uli is almost identical to the sum of the spontaneous activity prior to stimulus
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onset and the average stimulus-triggered response (Figs. 3.1a and 3.1b). Sec-
ond, the original study that we model here (Hesselmann et al. 2008) found that
spontaneous activity prior to stimulus onset predicts the decision of the sub-
jects (Fig. 1.2). Similar results have also been shown for macaques (Supèr et al.
2003). Thus, spontaneous activity influences the evoked response at the level
of neural responses and behavioral decisions.
We model these experiments by training simple linear classifiers either to

predict the evoked spiking of individual cells from the spontaneous activity
immediately before stimulus presentation, or to predict the decision of the net-
work after the presentation of stimuli with different ambiguities. These are
compared to a baseline prediction from a “control classifier” that is based on
shuffled spontaneous activity.
The classifiers for predicting the evoked activity were constructed in a sim-

ilar way as the network decisions for the inference task: For each combination
of stimulus condition c and time step ∆ta after stimulus onset ton, we trained
a linear readout that maps xc(ton − 1) to xc(ton − 1 +∆ta). The match between
the predicted evoked activity and the actual evoked activity xc(ton − 1 + ∆ta)

was then calculated by taking the Pearson correlation between both states. We
allowed a bias term in the regression by appending a constant to each xc(ton−1)
vector. To asses the impact of the spontaneous activity on the prediction, we
compared this performance to doing the same regression from shuffled spiking
pa erns over trials. By shuffling over trials, the statistics of the individual pat-
terns persist, but their relation to the decision vanishes. Since this still includes
the bias term, this control can capture average effects but has to deal with the
same number of parameters as the original regression. Therefore, if the sponta-
neous activity prior to stimulus onset contains information about the following
evoked activity, the prediction based on the spontaneous activity should be bet-
ter, i.e. correlate more with the true activity, than the one based on the shuffled
spike trains. Also, both predictions should overlap for very late states since the
information from the spontaneous activity should be “washed out” by then.
We find that the spontaneous activity prior to stimulus onset allows predic-

tion of the evoked activity (Fig. 3.13a). The initial trial-shuffled baseline predic-
tion in Fig. 3.13a follows a trend similar to the inverted Fano Factor (Fig. 3.11):
it initially increases and then decreases. This is because a more stereotypical
response will be both predicted more easily and have a lower variability. The
tail of the prediction then decays further due to the fading of memory in these
networks (Lazar et al. 2009). As new stimuli are presented (hatched area), the
predictability drops even further since the next stimulation is independent of
the previous one. In experimental se ings, where one does not have access to
the full network state, the unobserved states would have a similar effect to our
new inputs: the predictability would decay due to variability that one does not
have access to. So even for purely spontaneous activity after stimulation, one
would expect a quick decay of predictability due to inputs to the circuit from
brain areas that were not recorded.
To predict the decision of the network, we also used this regression ap-

proach. For this, we divided the Ttest steps of network activity with decisions
into two halves — one for training the readouts to predict the decision for “A”
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and “B” and one for testing its performance. For each step before stimulus on-
set and a given stimulus, an individual readout was trained. The prediction
was then defined as the higher readout. We evaluate the quality of this predic-
tion by comparing it to the actual decisions of the network and computing the
agreement between both for the testing data. These actual decisions are usually
biased towards one of the two alternatives, either due to the prior of the stimu-
lus in the self-organization phase or due to the initial structure of the network
similar to human subjects being biased to perceive more faces or vases in the
face-vase experiment. This bias can be exploited in the baseline comparison,
where again trial-shuffled spiking data plus a bias term are used to predict de-
cisions, by for example always predicting the more likely decision and thereby
ge ing above-50% performance.
Similar to predicting the evoked activity, we achieve above-baseline pre-

dictions for the final decision (Fig. 3.13b) from the spontaneous activity be-
fore stimulus onset. As expected from the previous discussion, the baseline in
Fig. 3.13b is above 50%. Also note that the stimulus onset triggers an increase
in predictability. This is due to the nature of stimulation: for the same ambigu-
ous stimulus, different neurons are stimulated at each trial, which influences
the decision to be predicted.
These two complementary experiments demonstrate that the network’s

spontaneous activity prior to the stimulus contains significant information
about subsequent evoked responses and perceptual decisions as demonstrated
experimentally in (Arieli et al. 1996) and (Hesselmann et al. 2008). Retrospec-
tively, this should be expected: the source of variability lies solely in the net-
work dynamics since no extrinsic noise is added to the network. This, in combi-
nationwith the fadingmemory properties of recurrent networks like the SORN
(Lazar et al. 2009), suggests that the recent activation history should be highly
predictive of the future state. Nevertheless, the regressions only have access
to the spiking history and not to, for example, the current thresholds of the
excitatory neurons. Additionally, we only use linear regression here, which
cannot account for all the recurrent nonlinearities in the dynamics. Together,
this explains why parts, but not all, of the evoked activity and decisions can be
predicted.
In a nutshell, all these results on the interaction of spontaneous and evoked

activity show that the complex dynamics of a very simple self-organizing re-
current neural network suffice to reproduce key features of the interaction of
spontaneous and evoked activity. As for the analysis of spontaneous activity,
we will now try to quantify the inference behavior. In this case by comparing
the network behavior to optimal Bayesian inference.

₃.₈ N -

The core of Bayesian learning and inference is the probabilistically correct com-
bination of the hitherto observed experience — which we have already identi-
fied as prior in the previous spontaneous activity experiment —with a current
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stimulus s, which is the new instantaneous evidence in Bayesian terminology.
To which extent does the self-organized learning of our model and the sub-
sequent response evoked by a stimulus reflect the Bayesian inference capabil-
ities of the brain as investigated in a number of experiments (see, e.g. (Fiser
et al. 2010), but also see (Bowers and Davis 2012))? Specifically, we want to in-
vestigate to which extent the input-output behavior of SORN is reminiscent of
sampling-based inference.
Before comparing the behavior of the SORN to a probabilistic inference pro-

cesswe have to reason about the ideawherewe locate the stochastic component
in the deterministic recurrent network. The definition of the SORN implies that
its state is deterministic given the current input and the full internal state of the pre-
vious time step. From the perspective of an external experimenter, however, the
internal state is unknown, which leads to a pseudo-stochastic relation between
the actual stimulus and the later readout. We will now derive a probabilistic
model that reflects this source of uncertainty by formalizing the input stimula-
tion as noisy binary channels. The probabilistic inference is then modeled as a
Naive Bayes classifier that gets its evidences from these noisy channels. Note
that the probabilistic model is conceived such that it has no a priori knowledge
about the labels of the channels or their relation to the population “A” or “B”,
but it gains this knowledge from a learning phase similar to the SORN model
with its subsequent linear classifier. As the result of the probabilistic model we
use the posterior probability of the response variable “A” given the ambiguous
stimulus s with respect to the learned prior p(A), or more precisely the proba-
bility function p(A|fA) that directly relates the fraction fA of ambiguity in s to
that posterior probability.
Importantly, we are not looking for an explicit representation of this pos-

terior probability in our SORN model (as suggested by (Pouget et al. 2013)).
Instead, we follow the idea of the sampling hypothesis (Hoyer and Hyvarinen
2003; Fiser et al. 2010) and interpret the binary decision of the SORN for “A” or
“B” as a one-shot sample from this posterior probability distribution p(A|fA)
upon the one-shot presentation of the stimulus s. Upon every newpresentation
of the same stimulus swe expect to get a new sample from the same posterior.
Thus we can experimentally measure the (binary) empirical distribution of the
network’s stochastic answers and compare those results with the posterior ac-
cording to the probabilistic model above.

₃.₈.₁ A B SORN

A detailed inspection of the input populations for the inputs “A” and “B” re-
veals the root of the stochastic behavior of SORN: One input neuron, say the
first neuron of the population PA representing input “A”, may be stimulated,
i.e. its input set to win = 0.5, but still that very neuron does not fire in this time
step due to a stronger inhibition it receives via the recurrent connections and/or
a higher activation threshold due to previous activity. Obviously, the informa-
tion that the neuron was stimulated by the input in this time step is lost. On
the other side the neuron might get active due to the excitatory recurrent input
from the network and/or a drop of its threshold due to long inactivity, no mat-
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ter if there is an external stimulation or not. Also in this case the stimulus had
no changing effect on the evolution of the future states of the network and thus
that information is lost. In a li le more complex but similar way we can reason
about the propagation of the effect of this one input stimulus through the net-
work over time until the delayed readout tries to identify if population PA or
populationPBwas stimulated. Froman information theoretic viewpointwe can
formalize this uncertainty as a noisy binary channel, which is fully character-
ized by two parameters θ0|0 and θ1|1, or shorter θ0, θ1, denoting the probability
that a non-stimulus (0) and a stimulus (1) is received correctly. The probabili-
ties of a wrong transmission are implicitly defined as well, since θ1|0 = 1 − θ0
and θ0|1 = 1− θ1.
Based on this channel perspective we can define a simple Naive Bayesian

classifier that receives those noisy inputs for population PA and PB, denoted
by a = {a1, . . . , a10} and b = {b1, . . . , b10}, during both the learning and the
testing phase, assuming NU = 10 input units as defined in the SORN de-
scription above. It is straightforward to derive the parameters of such a Naive
Bayes analytically, as there are only two training cases: When the sequence
“AXXX___…” is presented in the learning phase, all neurons that belong to
the population PA receive an input stimulation, whereas all neurons of the PB
population do not receive any stimulus. Thus, according to our channel model
all ai have a probability of θ1 of being 1 and all bi have a probability of 1 − θ0
of being 1, i.e. p(ai = 1|A) = θ1 and p(bi = 1|A) = 1 − θ0. In the second
case, when the “BXXX___…”-sequence is presented, the whole PB-population
is stimulated and thePA-population is left alone, thus in our probabilisticmodel
p(bi = 1|B) = θ1 and p(ai = 1|B) = 1−θ0. The prior p(A) just reflects how often
the “AXXX___…”-sequence is presented to the model during learning as com-
pared to the “BXXX___…”-sequence. The conditional probabilities together
with the prior p(A) and p(B) = 1 − p(A) fully define the Naive Bayes model
up to the two free parameters θ1 and θ0. We will derive these parameters by
fi ing the probabilistic model to the experimentally derived results from the
SORN network.
Given certain evidence vectors a and b we can derive the posterior proba-

bility of the Naive Bayes model according to Bayes’ rule as

p(A|a, b) = p(A)p(a, b|A)
p(A)p(a, b|A) + p(B)p(a, b|B)

(3.3)

where the likelihood p(a, b|A) can be expressed explicitly in terms of the above
defined parameters

p(a, b|A) =
10∏
i=1

p(ai|A)
10∏
i=1

p(bi|A) (3.4)

= θna
1 (1− θ1)

10−na(1− θ0)
nbθ10−nb

0 , (3.5)

where na =
∑10

i=1 ai and nb =
∑10

i=1 bi are the sums of active evidences received
from population PA and PB, respectively. Note that a and b and thus also na

and nb refer to the evidences as seen by the Naive Bayes classifier which result
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from the hypothetical noisy transmission channels of the external activations.
The posterior in terms of na and nb reads

p(A|na, nb) =

p(A)θna
1 (1− θ1)

10−na(1− θ0)
nbθ10−nb

0

p(A)θna
1 (1− θ1)10−na(1− θ0)nbθ10−nb

0 + p(B)(1− θ0)naθ10−na
0 θnb

1 (1− θ1)10−nb

(3.6)

Note that the binomial factors that would appear in p(na, nb|A) are reduced in
the above fraction. In order to evaluate the whole probabilistic model we also
have to evaluate the noisy channels. In our experiments we always stimulate
a certain (random) fraction fA of neurons of population PA and a (random)
fraction of (1− fA) neurons of population PB. The resulting evidence vectors a
and b are characterized by the respective distributions of na and nb:

na ∼ B(10fA, θ1) +B(10− 10fA, 1− θ0) (3.7)
nb ∼ B(10− 10fA, θ1) +B(10fA, 1− θ0), (3.8)

where B(., .) is the binomial distribution. We obtain the resulting probability
from the probabilistic model upon stimulation with a stimulus with ambiguity
fA by taking the expectation of the posterior (3.6) over the possible realizations
of na and nb, i.e.

p(A|fA) = ⟨p(A|na, nb)⟩na,nb
(3.9)

This function still depends on θ1 and θ0. In order to determine those parameter
values we consider the full experiment in the SORN model and evaluate the
decision curves over fA (Fig. 3.14a) for all different values of the prior during
training (10% to 90%). Every such curve is the result of an average of 20 real-
izations of the - stochastically created - SORN model. Then we find those two
parameter values θ1 and θ0 that fit all those 9 curves the best, in the sense of the
least sum of the mean squared deviations. For the sake of simplicity the opti-
mization is carried out by an exhaustive grid search in the range of 0.05, . . . , 0.95
with step size 0.05. The result of the search delivered the values θ1 = 0.85 and
θ0 = 0.45 for the full SORN and θ1 = 0.95 and θ0 = 0.3 for the “Only IP”
condition.

₃.₈.₂ N -

The experimentally observed fractions of decisions for either “A” or “B” (blue
and green lines in Fig. 3.14a) approximate the Bayesian posterior p(A|fA) and
p(B|fA) (grey dashed lines) for different ambiguity fractions fA after conver-
gence with learned priors of p(A) = 0.33 and p(B) = 0.67. We compare the re-
sultswith an identical se ing inwhich the STDPwas turned off, but IP left on, to
disentangle the respective effects (Fig. 3.14b). The parameters of the probabilis-
ticmodelwere independently fi ed to the simulationwithout STDP. In order to
get a compact overview on the inference behavior of the model across different
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Fig. 3.14: Network decisions combine prior and and ambiguity. (a) As in Fig. 3.13,
the network self-organizes during repeated presentations of the sequences
“AXXX_ _ _…” (33%) and “BXXX_ _ _…” (67%) with blank intervals in be-
tween. In the test phase, an ambiguousmix of cue “A” and cue “B” is presented
(“A/BXXX_ _ _…”) and the network decides at the first “_” with a linear clas-
sifier if either A or B was the start of the sequence. The fraction of decisions
for “A” or “B” at the first blank state “_” approximates the integration of cue
likelihood and prior stimulus probability as expected from the probabilistic
model (grey dashed line) for the given prior (p(A) = 0.33). The probabilistic
model was fi ed by grid search over its two parameters to the parameters that
had the smallest accumulated error over all priors. (b) For the “Only IP” con-
dition, STDP was deactivated during the self-organization phase and a new
probabilistic model was fi ed. (c),(d) The intersections of the decisions for dif-
ferent priors for our simulations (blue line) and the probabilistic model (grey
dashed). The performance was evaluated for the same simulation as Fig. 3.11
and Fig. 3.13. Error bars represent SEM over 20 independent realizations.
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values of the priors we especially observe the point of intersection of the blue
and the green line and ask, which is the mixture fraction fA of the two stimuli
“A” and “B” that is necessary in order to counterbalance the prior such that the
probability of themodel’s response for “A” and “B” are both 50%. We plot these
neutral values of fA across different priors from p(A) = 10% to p(A) = 90%,
both for the full model (blue line in Fig. 3.14c) and for the case where STDPwas
turned off during the learning phase, leaving only IP for the adaptation of the
excitabilities (Fig. 3.14d). We compare them to the corresponding solutions of
p(A|fA) = 0.5 from the probabilistic model (grey dashed line). Note that we
always train the readout classifiers for the classes “A” and “B” with an equal
number of positive and negative examples regardless of the prior, in order to
avoid a trivial classification bias.
The result clearly reflects the correct incorporation of the prior— learned by

self-organization with STDP — into the activity upon an ambiguous stimulus.
The homeostatic adaptation alone (IP only) only accounts for a small part of
this adaptation capability, but provides a bias towards the right behavior.
As similarly explained in Section 3.8.1 for the derivation of the probabilistic

model, two factors interact in the network in order to learn the above likeli-
hoods and the model. First, firing thresholds of the input units are regulated
by intrinsic plasticity. This entails that the “A”-neurons will not fire every time
“A” is presented because they might have fired too frequently in the past. Sec-
ond, input units (and neurons further downstream) for stimulus “A” can be
active when the network is presented with stimulus “B” due to ongoing spon-
taneous activity. These two mechanisms ensure that ambiguous activations
of the input populations are already present during the self-organization and
learning phase. During the test-phase with ambiguous stimuli, the ongoing
spontaneous activity will again lead to suppression or enhancement of “A”
or “B” by either adding additional activity or suppressing activity. This can
happen either directly through enhanced ongoing excitation or inhibition or
indirectly through previous over- or under-activity leading to higher or lower
thresholds. This effect of spontaneous activity on network decisions is the rea-
son the decisions can be predicted from spontaneous activity in Fig. 3.13.

₃.₈.₃ T B

To further test the fit of our probabilistic model to the network dynamics, we
shifted the network decisions to earlier points, i.e. when presenting the net-
work with “A/BXXX_”, we trained the readouts to already predict “A” or “B”
at the third-, second-, or first “X”. Intuitively, the likelihoods should domi-
nate towards the beginning, while the prior should become more prominent
towards the end, since the stimulus information slowly fades out due to the
fading memory property of reservoir networks (Fig. 3.13). A stronger influ-
ence of the likelihood should manifest itself in more sigmoidal decision curves,
while a stronger prior should lead to fla er decision curves, with the extreme
case of only prior information yielding two flat lines. Following this intuition,
the later the decision, the stronger the spread of the intersection points should
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be, with the extreme case of a flat line when no prior information is integrated.

The empirical results show that this is the case (Fig. 3.15): The decisions
lines closest to the input look sigmoidal (Fig. 3.15a) with a flat prior (Fig. 3.15e),
while the decisions lines furthest from the input lookmore flat (Fig. 3.15d) with
a sharper prior (Fig. 3.15h).

Interestingly, the probabilistic model can be fi ed to all of the conditions.
This suggests that the probabilistic model is a good description of the network
dynamics since the probabilistic model has only two parameters and has to be
fi ed to 9 ambiguity points for 11 priors resulting in around 100 points for each
condition.
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Fig. 3.16: Fi ed channel probabilities
suggest fading memory.
The fi ed parameter val-
ues for Fig. 3.15. As the
distance from the cue, i.e.
the distance from “A/B” in
the sequence “A/BXXX_”,
increases, θ0 decreases and θ1
increases. The fi ed param-
eters are (from left to right)
θ1 = {0.95, 0.95, 0.9, 0.85},
θ0 = {0.4, 0.35, 0.4, 0.45}.

The fi ed parameters of the proba-
bilistic model reflect the outlined intu-
ition: as the distance from the “A/B”
cue increases, θ0 decreases, while θ1 in-
creases. In both cases, the probability
of a stimulus being received correctly
slowly deviates from probabilities close
to 1 or 0 to less reliable probabilities
(Fig. 3.16). This is expected from the fad-
ing memory property: the further the
input away, the less information there
should be about the input, eventually ap-
proaching chance level (θ0 = θ1 = 0.5).
Please note some properties of the prob-
abilistic model to be er understand the
fi ed parameter values: θ0 and θ1 can
be swapped without changing the result
since they are symmetric in the model
and one can set θ0 to 1 − θ0 and θ1 to
1 − θ1 without changing the result since
one can simply interpret the transmission
as a success when it failed and the other
way round. In all cases, however, the

transmission probabilities should approach 0.5 as the input information fades
out, which they do.

Together, these results demonstrate that the network not only captures the
experimentally observed interactions of spontaneous and evoked activity, it
also integrates prior and ambiguous information while doing so. While the
resulting behavior looks sampling-like it is not clear if this model can learn
more complex probability distributions. However, the ability of SORNmodels
to solve much more complex sequence learning tasks is well documented (see,
e.g., (Lazar et al. 2009; Duarte et al. 2014) and Section 2.1.2 for details).
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₃.₉ T -

Given all this data, the question arises how the underlyingmechanisms interact
to give rise to this variety of features. To be er understand the dynamics of the
neurons, we determine the conditional probability for neuron xi to spike given
that neuron xj spiked at the prior time step when no input is presented. This
will elucidate both how the excitatory connectivity affects the network dynam-
ics and how the network dynamics affect the connectivity via STDP.

₃.₉.₁ S -

We can see in Fig. 3.17a that the conditional probability of neuron xi spiking
given that neuron xj spiked at the previous time step (p(xi(t+1) = 1|xj(t) = 1))
grows roughly linearly with the synaptic weight WEE

ij between both neurons
except for saturation effects: p(xi(t + 1) = 1|xj(t) = 1) ≈ κWEE

ij . This re-
lation, as simple as it might seem, immediately breaks down if IP or SN are
deactivated (Fig. 3.18): While the general and intuitive trend persists that high
weights imply higher conditional firing probabilities, the linear relation van-
ishes. The conditional probabilities in these figures were always computed for
the spontaneous phase after self-organization to avoid effects from the input.
This relation between connection strength and firing probability interacts

with STDP (but does not result from it, see Fig. 3.18): Given two reciprocal
weightsWij andWji withWij > Wji, the average weight update will be (given
the target firing rate from the intrinsic plasticity, HIP)

E[∆WEE
ij ] = ηSTDP (p(xi(t+ 1) = 1, xj(t) = 1)− (3.10)

p(xj(t+ 1) = 1, xi(t) = 1))

= ηSTDP (p(xi(t+ 1) = 1|xj(t) = 1)p(xj(t) = 1)− (3.11)
p(xj(t+ 1) = 1|xi(t) = 1)p(xi(t) = 1))

≈ ηSTDP
(
κWEE

ij HIP − κWEE
ji HIP

)
(3.12)

= ηSTDP
(
κHIP(W

EE
ij −WEE

ji )
)

(3.13)
> 0. (3.14)

We observe that the expected weight update is directly proportional to the
weight difference. In the likely case of the reciprocalweight being 0, it is directly
proportional to the weight. This leads to the rich-get-richer behavior of synap-
tic strengths as observed in a previous version of the SORN (Zheng et al. 2013).
Basically, a highweight increases the firing probability of the postsynaptic neu-
ron upon presynaptic activation, which further increases the weight (Eq. 3.13),
and so on. Another key factor for the rich-get-richer behavior is synaptic nor-
malization, as described in (Zheng et al. 2013).
Apart from the skewed weight distribution, it eventually also leads to a se-

quential activation of neurons as observed in neocortex (Luczak et al. 2007), in
a previous version of the SORN (Zheng and Triesch 2014), and in the current
study (Fig. 3.17b).
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Fig. 3.17: Self-organization imprints stimulus properties in the network. (a) The con-
ditional probability of xi spiking given that xj just spiked (p(xi(t + 1) =

1|xj(t) = 1)) is roughly proportional to their synaptic connectionWEE
ij except

for saturation effects for very large weights. (b) The firing probabilities of each
neuron relative to stimulus onset. The network develops sequential activity
pa erns during the presentation of both sequences (top and middle) and dur-
ing spontaneous activity (aligned to spontaneous states corresponding to “C”,
bo om). Neurons were sorted according to their maximal firing probability
relative to the sequence “ABCD”. (c) The prediction of transition probabilities
during spontaneous activity from the singular value decomposition ofWEE .
(d) The actual transition probabilities during spontaneous activity show in-
termediate switching between the two sequences probably due to variability
introduced by intrinsic plasticity (see Section 3.10 for details).

Next, we analyse the impact of input structure on the STDP dynamics. For
this, we consider the case where an excitatory neuron xA receives external in-
put with the frequency p(A). Furthermore, we assume that this neuron projects
to a second excitatory input-receiving neuron xB with a very small weight, i.e.
WEE

BA < ϵ, so that the impact of the weight on the firing probabilities can be
neglected. Finally, we assume that there is no reverse projection from xB to xA,
i.e. xB(t) is assumed to be approximately independent from xA(t + 1). This
neuron receives input from the next le er in the input word, “B”. We further
assume that the stimuli are presented infrequently enough so that the intrin-
sic plasticity does not interfere with the activation of input-receiving neurons
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Fig. 3.18: IP and SN are essential for healthy network dynamics. (a) Conditional fir-
ing probabilities from Fig. 3.17a. (b) The original simulation without STDP
demonstrates that STDP is not necessary for the linear relation between
synapse strength and firing probability. Also, STDP leads to stronger weights.
(c) The original simulationwithout IP shows that IP is essential formaintaining
correct firing probabilities. (d) The same holds true for a simulation without
synaptic normalization. Both (c) and (d) also show incorrectly learnt weight
matrices and pathological network dynamics (see (Lazar et al. 2009) for effects
of excluding IP or SN on network dynamics).

when the corresponding input is presented, i.e. p(A)≪ HIP. This ensures that
whenever xA is activated by the input, xB will be active in the subsequent time
step with a probability close to 1. In this case, we have

E[∆WEE
BA ] = ηSTDP(p(xB(t+ 1) = 1|xA(t) = 1)p(xA(t) = 1) (3.15)

− p(xA(t+ 1) = 1|xB(t) = 1)p(xB(t) = 1))

= ηSTDP

((
p(A)

HIP
× 1 +

(HIP − p(A))

HIP
×HIP

)
HIP −H2

IP

)
(3.16)

= ηSTDP (p(A)− p(A)HIP) (3.17)
= ηSTDPp(A)(1−HIP). (3.18)

The first term in Eq. 3.16 corresponds to the conditional probability of fir-
ing when the firing of xA is due to the stimulus, which will by assumption also
lead to an activation of xB with probability 1, or due to the chance event that a
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spontaneously driven spike in xA is followed by a spontaneously driven spike
in xB , which isHIP. These spontaneously driven spikes can either be due to re-
current activations from spontaneous activity in presynaptic units or due to the
threshold of the unit being lowered below the current drive by intrinsic plas-
ticity. Both probabilities are combined according to their relative occurrence:
p(A)
HIP
× 1 for the stimulus-driven case and ( (HIP−p(A))

HIP
×HIP) for the recurrently

driven one.
We observe that the expectedweight change is directly proportional to p(A).

As a result of this, if we consider two stimuli with different frequencies, the
weights will grow stronger for the more frequent stimulus. In fact, they are di-
rectly proportional so that a stimulus that is twice as frequent will have a twice
as strongly growingweight in the network. Taking into account the proportion-
ality between the weight and the conditional firing probability and assuming
initially random weights, this means that on average the more frequently pre-
sented stimulus during learning will also be associated with stronger weights
and have a higher probability of recall. It is important to keep in mind that
this specific case assumes that xA receives direct input. Weights between pairs
with only indirect input on xA will be corrupted from unreliable activation of
the presynaptic direct-input neurons of xA.
The above proportionality will break down if the weights become strong

enough to have a strong impact on firing probabilities. This case will again re-
sult in rich-get-richer behavior. Thiswill lead to the overrepresentation of prob-
abilities (“overlearning”) as observed in Fig. 3.9. Nevertheless, the Figure also
shows that despite this overrepresentation, the network does not completely
abolish the more infrequent stimulus at convergence since the input still has an
effect in driving the neuron and thereby the learning.

₃.₉.₂ P

Having analysed the interactions of single neurons, it is important to know if
these results generalize to the population as a whole. More specifically:

1. Can STDP imprint the sequential input structure in the recurrent excita-
tory connectivity?

2. Does the excitatory connectivity correspond to the observed transition
probabilities of the network states when it is running without input?

We analyse these question by simplifying the excitatory network dynamics
to a linear dynamical system:

x(t+ 1) =WEEx(t). (3.19)

We then apply singular-value decomposition (SVD) to the recurrentweightma-
trix:

WEE = UΣVT. (3.20)



70 3. Deterministic self-organizing circuits explain key features of neural variability

0.0 0.2 0.4 0.6 0.8 1.0
Spontaneous transition

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

SV
D

 tr
an

si
tio

n

(a)

0.0 0.2 0.4 0.6 0.8 1.0
Spontaneous transition

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

SV
D

 tr
an

si
tio

n

(b)

Fig. 3.19: Spontaneous transitions vs. SVD prediction. (a) The transition probabilities
between le ers during spontaneous activity and its estimates from singular
value decomposition are plo ed for the sequence learning task. The green line
is the fi ed linear regression. The individual transition probabilities are shown
in Figs. 3.17c and 3.17d. (b) The same plot for the data from the inference task
(Figs. 3.20c and 3.20d) shows a worse match. This is due to more spontaneous
activity during training and the thereby less constrained excitatoryweightma-
trix. This results both in smaller transition probabilities during spontaneous
activity and a more ambiguous SVD analysis of the weight matrix.

Because U and V are orthonormal and Σ diagonal, we have

uiσi = UΣVTvi = WEEvi. (3.21)

where ui and vi are column-vectors of U and V and σi is the correspond-
ing singular value in Σ. By comparing (3.19) and (3.21), one can see that the
vectors vi and uiσi define transitions similar to x(t) and x(t+ 1). We therefore
analyse the behavior of learned connections by matching each vector vi and ui

to their closest matching evoked state. This is done by taking the maximum of
the dot product between the vector and the last 2500 evoked activity states of
the training phase. Thereby we get from transitions between vectors to transi-
tions between input le ers. By scaling each transition by its singular value σi

and normalizing to 1, we can predict the transition probabilities.
In Fig. 3.17c, the result of this analysis is applied to the sequence learning

task. When compared to the actual transitions during spontaneous activity in
Fig. 3.17d, one can see that the SVD-analysis approximates the actual transition
probabilities. This entails that STDP can indeed imprint the input structure in
the weight matrix and that these probabilities are correctly represented during
spontaneous activity. Sca er plots for the spontaneous and predicted transi-
tions show that the match, although present, is very noisy (Fig. 3.19a).
Taken together, these analyses explain why and how the network activity

acquires the stimulation structure in Figs. 3.6 to 3.8 and how the input priors
can be both imprinted into the network connectivity (see Fig. 3.9) and utilized
during testing (see Fig. 3.14).
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Fig. 3.20: Network analysis for the inference task. (a) The conditional probability of
spiking p(xi(t + 1) = 1|xj(t) = 1) is directly proportional to its synaptic
weight WEE

ij . (b) The firing probabilities of each neuron relative to stimulus
onset. The network develops sequential activity pa erns during the presen-
tation of both sequences (top and middle). Neurons were sorted according
to their maximal firing probability relative to the sequence “AXXX_ _ _…”. (c)
The prediction of transition probabilities during spontaneous activity from the
singular value decomposition ofWEE . (d) The actual transition probabilities
during spontaneous activity. Please note the prominent “_” to “_” transitions
reflecting the blank periods during training.

₃.₉.₃ T

Similar to the sequence learning task (Fig. 3.17a), the conditional firing prob-
abilities also follow the synaptic weights for the inference task (Fig. 3.20a).
This suggests that the single-unit analysis holds for different tasks in SORN.
As expected, the inference task therefore also shows sequential activations
(Fig. 3.20b). However, they are less pronounced. This is probably due to a
combination of longer sequences and the long inter-stimulation intervalswhere
STDP “learns” the blank periods and thereby blurs the input representation.
This also makes it very hard to visualize the sequential structure in the sponta-
neous activity by simple averaging (Fig. 3.20b bo om). Nevertheless, the tran-
sition matrix that is obtained from spontaneous activity shows this sequential
activation (Fig. 3.20d). In addition, the transition probabilities obtained from
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SVD also show the sequential structure of the input sequences (Fig. 3.20c), al-
though the match is less clear than for the sequence learning task for the same
reasons as before (Fig. 3.19b). Still, the analysis suggests that the input struc-
ture is stored in the recurrent weight matrix, as suggested by the population
analysis in the previous section.
Therefore, the verification of the analysis results with the inference task

demonstrates that the interaction of self-organization mechanisms are respon-
sible for the learning effects observed in this chapter.

₃.₁₀ D

We have shown that key properties of neural variability emerge in a simple
deterministic network of recurrently connected spiking neurons that learns a
predictive model of its sensory environment. These key properties include the
decrease of trial-to-trial variabilitywith stimulus onset (Churchland et al. 2010),
the outlining of evoked responses by spontaneous activity (Kenet et al. 2003;
Luczak et al. 2009), the adaptation of spontaneous activity towards average
evoked activity over training (Berkes et al. 2011) and the prediction of evoked
activity and perceptual decisions on the basis of spontaneous activity (Arieli
et al. 1996; Hesselmann et al. 2008).
While we are not the first to model these effects, we are, to the best of our

knowledge, the first to account for all these effects in unison and in such a sim-
plemodel. For example, constrained balanced networks can capture the decline
of the Fano factor (Litwin-Kumar and Doiron 2012; Farkhooi et al. 2013). How-
ever, thesemodels do not employ learning and therefore cannot account for the
other properties of neural variability treated here (but see (Litwin-Kumar and
Doiron 2014)).
We hypothesized that three properties of cortical circuits lie at the heart

of the above phenomena. 1. Recurrent connectivity shapes the structure of
spontaneous activity and determines the relationship between spontaneous
and evoked activity pa erns. 2. Neural plasticity is responsible for structuring
recurrent connectivity such that spontaneous activity matches the statistics of
evoked activity. In functional terms this corresponds to the network learning a
predictivemodel of its sensory environment. 3. Homeostatic mechanisms keep
spontaneous and evoked activity in a healthy dynamic regime where learning
and inference are possible. To test whether these properties are indeed suf-
ficient to reproduce the above phenomena, we chose a bo om-up modeling
approach.
We implemented a minimal network model embodying these properties

and found that the network does reproduce the key experimental observations
on neural variability and spontaneous activity. The model we chose is an in-
stance of the family of self-organizing recurrent neural network (SORN) mod-
els. It is important to highlight that the network that formed the basis for the
present work had been developed in a completely different context and with
a very different goal. The SORN was originally introduced by (Lazar et al.
2009) who showed that it is superior to a conventional reservoir computing
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approach when learning sequences with high-order Markovian structure. This
was shown to be due to the unsupervised learning of the input structure with
the same combination of plasticity rules used in the present work. Recently,
(Zheng et al. 2013) showed that a very similar network reproduces biologi-
cal data on synaptic weight statistics and fluctuations. Their model accounted
for both the lognormal-like distribution of excitatory-excitatory synaptic con-
nection strengths and the fluctuations of individual synaptic efficacies over
time. More recently, a different group independently validated this model on
a grammar-learning task and found that the SORN displayed behavior similar
to humans learning the same grammars (Duarte et al. 2014).

₃.₁₀.₁ P

The simplicity and abstract nature of the SORNmodel allowed us to reproduce
data on the interaction between spontaneous and evoked activity obtained from
multi-electrode recordings over optical imaging to even fMRI. This generality
allows us to predict that the phenomena that so far have only been reported for
slowly-varying imaging data (e.g (Arieli et al. 1996; Kenet et al. 2003; Hessel-
mann et al. 2008)) are also present on the spiking level. We predict that the pop-
ulation spiking activity prior to stimulus onset can be used to predict evoked
spiking activity and perceptual decisions. We also predict that spontaneous
spike pa erns are shaped by learning and reflect the presentation probabili-
ties of associated stimuli. Another concrete prediction is that the Fano factor
decreases more strongly at stimulus onset for stimuli that have a higher prob-
ability of occurrence (Fig. 3.11). In line with this prediction, a recent study has
demonstrated that the Fano Factor decreases most for the preferred direction
when analysing MT responses to moving gratings (Ponce-Alvarez et al. 2013).
A less straight-forward effect is the overlearning found in Fig. 3.9 and anal-

ysed in Section 3.9: due to the influence of recurrent reactivation of already
learnt sequences on the learning process, very frequent stimuliwill tend to have
a reinforcing influence during learning and thereby become overrepresented in
the network. This in turn suppresses infrequent stimuli. This simple interac-
tion seems to be an inevitable feature of learning in recurrent networks. We
speculate that sequence learning in vivo (as e.g. in (Gavornik and Bear 2014))
also may not stop at the exact relative probability but tend to overrepresent
very frequent stimuli.

₃.₁₀.₂ M

Obviously, the model also has a number of limitations. The abstract nature
of the model (memory-less threshold units operating in discrete time) makes
it difficult to perform detailed comparisons to specific data sets. For example,
while we showed that the spontaneous activity obtained in the model is highly
structured and influences the evoked activity, we did not, say, a empt to re-
produce the exact time course of the measured BOLD activity in the fusiform-
face-area. Also, while there is evidence for the model’s plasticity mechanisms
in neocortex and hippocampus (Section 2.2), we find that mainly unidirectional
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connections develop in themodel due to the asymmetric STDP rule. This seems
to be at odds with data on above-chance bidirectional connections (e.g. (Song
et al. 2005), but see (Lefort et al. 2009)).
Another critical point are the Fano factor values we observe in the model.

While (Litwin-Kumar and Doiron 2012; Farkhooi et al. 2013) succeeded in cap-
turing the effect that most recordings in (Churchland et al. 2010) show Fano
factors above 1, we only observed Fano factors around 1 in themodel. One pos-
sible explanation for this is suggested by the recent double-Poissonian model
proposed in (Goris et al. 2014). They demonstrated that the additional variabil-
ity can be accounted for by a second, slowly varying factor such as the a en-
tional state or levels of neuromodulation. Another study recently suggested
that recurrent input not only from the local population but also frommore dis-
tant brain areas leads to increased variability (Scholvinck et al. 2015). Since such
processes are missing in ourmodel, we also do not observe this additional vari-
ability.

₃.₁₀.₃ D

Apart from the limitations of the model, the data modelled here is limited by
its generality for different brain regions and species. For example, the claim
that spontaneous activity outlines the evoked responses by Luczak et al. (2009)
could not be replicated in ferret visual cortex: Huys et al. (2016) found that
its spontaneous and evoked activity occupies different parts of the state space.
One key underlying factor seem to be different firing rates for spontaneous and
evoked activity yielding large differences when comparing both by taking their
differences forMDS or projecting them to the same principal component space.
In line with this, Okun et al. (2012) showed that a change in firing rate is likely
to be themain factor for the alignment of spontaneous and evoked activity over
development in (Berkes et al. 2011). We circumvent this problem in our model
by recording spontaneous activity only after IP restores the firing rates to the
evoked level. However, future research should explore firing-rate indepen-
dent measures for identifying structural similarities between spontaneous and
evoked activity. SORN could serve as a testbed here since the overall firing rate
can be continuously modulated with IP.

₃.₁₀.₄ C

In this study, we chose a bo om-up modeling approach to address the ques-
tion of the origin of neural variability and spontaneous activity. Ultimately, our
goal is to reconcile such an approach with top-down functional approaches.
Several features of neural variability and spontaneous activity have an elegant
interpretation in terms of sampling theories of perceptual inference (Hoyer and
Hyvarinen 2003; Fiser et al. 2010). In such theories, neural activity is inter-
preted as samples from a posterior probability distribution over the states of
certain variables of interest given a sensory input. Correspondingly, sponta-
neous activity in the absence of sensory input is interpreted as samples from
a prior probability distribution over these variables. This view elegantly cap-
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tures several of the key experimental observations. For example, in this view
the decrease in response variability after stimulus onset simply reflects that the
posterior distribution over properties of the stimulus once it has been observed
will be “narrower” compared to the prior distribution before stimulus presen-
tation. The same holds for the outlining of evoked responses by spontaneous
activity.
We showed that a fully deterministic SORN model can exhibit certain fea-

tures expected from sampling-based inference (see, e.g., (Fiser et al. 2010)). It
may appear surprising that the behavior of a fully deterministic network ex-
hibits certain features of a probabilistic sampling strategy, but recent work has
shown that Bol mann Machines can be approximated by a sufficiently chaotic
system (Suzuki et al. 2013). It is well-known that such chaos can arise in deter-
ministic neural networks similar to the SORN, for example by balanced exci-
tation and inhibition (Vreeswijk and Sompolinsky 1996). Previous work with
SORN models has also shown that they can exhibit dynamics close to the crit-
ical transition point between ordered and chaotic dynamics (Eser et al. 2013).
In principle, therefore, it cannot be ruled out that the SORN can be related to
network implementations of sampling algorithms.
Hence, it is insightful to contrast our study with top-down modeling

studies that tried to construct neural implementations of the sampling the-
ory. Most prominently, Nessler et al. (2013) showed in a rigorous analysis
that in a feedforward-like structure with winner-take-all circuits, STDP can
be used to approximate a sampling-version of expectation maximization and
thereby learn a generative model of the input. Similarly, Buesing et al. (2011)
demonstrated that Markov chain Monte Carlo sampling can be approximated
with symmetrically connected spiking neurons. A different group showed
that spatiotemporal pa erns can be entrained in a network with an artificial
importance-sampling rule (Brea et al. 2013). A more biological approximation
of this again resembles STDP. Finally, the model in (Nessler et al. 2013) was
recently extended to demonstrate that sequence learning in a Hidden Markov
Model can again be approximated by using only a local STDP rule (Kappel et al.
2014). Therefore, recent top-down modeling studies demonstrate that STDP is
a good candidate to learn appropriateweights to represent statistics of the input
(see also (Savin et al. 2010)). This suggests that it may be possible to reconcile
the bo om-upmodel presented here with top-down approaches for probabilis-
tic inference by sampling, leading to a more complete understanding of neural
variability and spontaneous activity. In this context it is worth pointing out
that the top-downmodels discussed above make heavy use of intrinsic noise to
achieve these sampling-effects (but see (Bourdoukan et al. 2012)). Our results,
together with (Suzuki et al. 2013), suggest that this may not be necessary.

₃.₁₀.₅ H ,

In fact, our work casts some doubt on the heavy use of noise in other network
models where it is used to stabilize networks in irregular regimes or to avoid
oscillations or epileptic-like behavior. This practice is usually justified by re-
ferring to data on neural variability in the cortex. Here we demonstrated that
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key findings on neural variability can be accounted for by a completely deter-
ministic network learning a model of its sensory environment. Additionally,
there is experimental evidence suggesting that action potential generation is
highly deterministic and synaptic transmission becomes essentially determin-
istic as long as experiments are performed under realistic conditions (Mainen
and Sejnowski 1995; Schneidman et al. 1998; Hardingham and Larkman 1998).
Therefore, we propose that the common practice to make heavy use of noise
in neural simulations should not be taken as the gold standard. Nevertheless,
we also tested the robustness of our results to noise by adding Gaussian white
noise with zero mean on the excitatory units and tracking the amount of spikes
added and suppressed by the noise. We found that se ing the variance of the
noise to disturb up to 10% of the activity does not relevantly alter the results
presented here.

So just how noisy is the brain? What do our results imply for the amount
of noise we should expect to find in the brain? And what processes deserve
to be called “noise” in the first place? From an information theoretic perspec-
tive, a natural assumption when theorizing about sensory processing is that
the brain is trying tomaximize the conditional mutual informationMI(W ;R|S)
between sequences of states of the outside worldW (or relevant parts thereof)
and the internal representation R of this state sequence in terms of spatiotem-
poral cortical activity pa erns, given the animal’s current brain state S. Con-
ditioning on S expresses that the spatiotemporal activity pa erns elicited by
sensory inputs will depend on the current brain state of the animal, which is
the product of its life-long experience and recent history of interaction with
its environment. In any case, this mutual information can be decomposed as
MI(W ;R|S) = H(R|S) −H(R|W,S). Thus, in order to maximize MI(W ;R|S)
the brain should try to maximize the entropy of its internal representation of
the world H(R|S) while at the same time trying to minimize the conditional
entropy of this representation given the future sequence of states of the world
and its current brain state H(R|W,S). Maximizing the first term also implies
maximizing a lower bound of H(R), which means that the brain should make
use of a maximally rich and diverse set of responses that, to an observer who
does not have access to the true state of theworld and the full brain state, should
look like noise. In fact, the more efficient the code, the more the brain activity
should look like noise (see also (Faisal et al. 2008)). We speculate that this is the
true reason why the activities of neurons are often so well-described by simple
stochastic models. Minimizing the second term means that the ideal encoding
should be deterministic, i.e., R is a deterministic function ofW and S, because
thenH(R|W,S) reaches its smallest possible value of zero. Put simply, the best
coding mechanism will have as li le intrinsic noise as possible. Note that this
does not imply that the neural response to a repeated stimulus will necessarily
be the same (or even similar!). It only implies that it is a deterministic func-
tion of the current sensory input and the animal’s constantly evolving brain
state. On the surface, the great response variability of neurons in sensory cor-
tices seems to be at odds with the idea of a deterministic encoding. However,
our results show that there exists a simple way of learning a fully deterministic
coding scheme that is consistent with the key features of neural response vari-
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ability observed in the brain. This raises the possibility that the brain may be
using a highly efficient deterministic coding strategy and that for many years
neuroscientists have mistaken this deterministic neural code for an inefficient
and noisy one.
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All models are wrong, but some
are useful.

George Box

Having explained key features of neural variability with deterministic self-
organisation, we will now take the opposite perspective and investigate how
self-organisation interacts with the intrinsic sources of variability present in
neural circuits. For this, we will consider the variability of parallel synapses
between the same two neurons. Since they are subject to the same pre- and
postsynaptic activities, their similarity can be used to measure the reliability of
learning.
Recent evidence suggests that parallel synapses from the same axonal

branch onto the same dendritic branch have almost identical strength despite
independent failures of each synapses and thereby different learning events. It
has been proposed that this alignment is only possible through learning rules
that integrate activity over long time spans. However, learning mechanisms
such as spike-timing-dependent plasticity (STDP) are commonly assumed to
be temporally local. Here, we propose that the combination of temporally local
STDP and a multiplicative synaptic normalization mechanism is sufficient to
explain the alignment of parallel synapses.
To address this issue, we introduce three increasingly complex models:

First, we model the idealized interaction of STDP and synaptic normalization
in a single neuron as a simple stochastic process and derive analytically that
the alignment effect can be described by a so-called Kesten process. From this
we can derive that synaptic efficacy alignment requires potentiation-dominated
learning regimes. We verify these conditions in a single-neuron model with in-
dependent spiking activities but more realistic synapses. As expected, we only
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observe synaptic efficacy alignment for long-term potentiation-biased STDP.
Finally, we explore how well the findings transfer to recurrent neural net-
works where the learning mechanisms interact with the correlated activity of
the network. We find that due to the self-reinforcing correlations in recurrent
circuits under STDP, alignment occurs for both long-term potentiation- and
depression-biased STDP, because the learning will be potentiation dominated
in both cases due to the potentiating events induced by correlated activity. This
is in line with recent results demonstrating a dominance of potentiation over
depression during waking and normalization during sleep. This leads us to
predict that individual spine pairs will be more similar in the morning than
they are after sleep deprivation.
In conclusion, we show that synaptic normalization in conjunction with

coordinated potentiation – in this case, from STDP in the presence of corre-
lated pre- and postsynaptic activity – naturally leads to an alignment of parallel
synapses.

₄.₁ S

Recent experimental evidence demonstrates that synapses from the same ax-
onal branch to the same dendritic branch (hereafter called parallel synapses)
have approximately equal strengths ((Sorra andHarris 1993; Bartol et al. 2015)).
This alignment was demonstrated both in electrophysiological experiments
studying synaptic efficacies in pyramidal neurons and interneurons in slices of
rat LII/III somatosensory cortex (Koester and Johnston 2005) and in EM studies
on spine sizes in rat hippocampal pyramidal neurons (Bartol et al. 2015). We
propose that the interaction of multiplicative normalization (Turrigiano et al.
1998; Keck et al. 2013) and STDP, which are both present in these brain regions,
can explain these effects.

₄.₁.₁ E

Koester and Johnston (2005) first showedwith simultaneousCa2+ imaging and
dual whole-cell recordings that synaptic efficacy pairs within or between pyra-
midal neurons and interneurons in slices of rat LII/III somatosensory cortex are
correlated (see Fig.4c of (Koester and Johnston 2005)). However, the synaptic
pairs they report were not on the same pre- and postsynaptic branch but po-
tentially on different branches. The different branches and the resulting high
distance between the pairs (up to 300µm) suggests that the pre- and postsy-
naptic currents arriving at the synapses differ in amplitude and timing, which
might explain the remaining variability in the data by for example distance-
dependent STDP (Froemke et al. 2005).
This gap was closed by Bartol et al. (2015) updating an old and less pre-

cise study from the same group (Sorra and Harris 1993). In their electron mi-
croscopy (EM) study, they investigated a reconstructed 180µm3 cube from the
hippocampal area CA1. Of the 236 fully contained synapses they found, 10
parallel pairs were identified (Figs. 4.1a and 4.1b). The authors also found one
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(a) (b)

(c) (d)

Fig. 4.1: Parallel hippocampal synapses are strongly aligned. Reprinted Fig. 4 and
Fig. 5 from (Bartol et al. 2015) (published with CC BY 4.0 license). (a) A sam-
ple EM reconstruction of two parallel synapses (white arrows) from the same
axon (transparent, vesicles in white) onto the same dendrite (yellow). Postsy-
naptic density (PSD) areas are colored in red, spine necks in grey. (b). All par-
allel synapses found in the main reconstruction ((a) is pair c). (c) The smaller
synapse can explain ≈ 90% of the variance of its larger parallel partner for the
head volume (A) or the full spine volume (B), 50%when taking docked vesicles
as a measure of synaptic efficacy (C) and 83% when considering postsynaptic
density areas (D). (d) The strength of the alignment does not seem to depend
on the mean synaptic efficacy of the pair.
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parallel triplet (k,l,m and grey points in Fig. 4.1), which was excluded from fur-
ther analyses because it was formed between three spines and only one multi-
synaptic axonal bouton, whichmight have resulted in competition for available
resources (Sorra and Harris 1993; Sorra et al. 1998). For the remaining 10 par-
allel synapses and 7 additional ones from two additional animals (green dots),
the alignment of parallel synapses between rat hippocampal pyramidal neu-
rons was found to be highly precise (Fig. 4.1c). Furthermore, parallel synapses
are much more precisely aligned than synapses from the same axon onto dif-
ferent dendritic branches, presumably due to different activation histories (see
Fig.6 of the original paper). While the distance between them did not affect the
alignment, the distance was in general very small due to the same-branch con-
straint (smaller than 5µm) excluding effects of distance-dependent differences
in STDP (Froemke et al. 2005). Since we focus on modeling the results of Bar-
tol et al. (2015), it is reasonable to assume that the plasticity events at parallel
synapses are equivalent if both synapses transmit.
To explain the alignment of synaptic efficacies, Bartol et al. (2015) propose

that a slow time-averaging effect is responsible for this phenomenon. Specifi-
cally, the correlation of pre- and postsynaptic firing is proposed to be indepen-
dently averaged at each individual spine over long time spans by phosphory-
lating the calcium/calmodulin-dependent protein kinase II (CaMKII) in each
spine. However, synaptic plasticity mechanisms like spike-timing-dependent
plasticity (STDP) are generally thought to be temporally local (Feldman 2012).
For example, (Bi and Poo 1998) induced strong changes of up to 100% within
one minute of paired 60Hz stimulation in their seminal study on STDP.

₄.₁.₂ A
STDP

Simultaneously, computational studies have suggested that the self-organizational
interaction of additive Hebbian learning and multiplicative synaptic normal-
ization can reproduce the experimentally observed synapse-size-fluctuations
and their overall heavy-tailed distribution (Zheng et al. 2013). Synaptic normal-
ization in this context refers to the homeostatic mechanism by which all synap-
tic weights are scaled by the same factor in order to balance the potentiation
or depression of single weights. Experimental evidence for this can be found
in the literature on “synaptic scaling” in hippocampus and neocortex (Turri-
giano et al. 1998; Keck et al. 2013). Importantly, the experimental evidence sug-
gests that this mechanism is multiplicative (Turrigiano 2008; Keck et al. 2013),
i.e. all spines grow or shrink by the same factor. While the studies around
multiplicative synaptic scaling typically focus on changes on long timescales,
there is also evidence for fast normalization. For example, Bourne and Har-
ris (2011) demonstrated in EM studies in rat hippocampus that the summed
synaptic area per µm of dendrite before and after long-term potentiation pro-
tocols is roughly identical, but the area per synapse increases while the num-
ber of synapses per µm of dendrite decreases. The interaction of homeostatic
mechanisms like synaptic normalization with spike-timing-dependent plastic-
ity is thought to be essential for healthy circuit dynamics (Abbo and Nelson
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2000): STDP on its own tends to produce self-reinforcing potentiation since a
stronger connection will make the presynaptic neuron more likely to activate
the postsynaptic one. Synaptic normalization is thought to counterbalance this
issue by holding the total incoming efficacy constant and only redistributing
synaptic efficacies along the dendrite.
We propose that a similar interaction of additive STDP with multiplicative

synaptic normalization is responsible for the alignment of parallel synapses.
The underlying intuition behind this idea is as follows: When two neurons
spike in short succession, the parallel synapses between them will experience
the same time difference between the pre- and postsynaptic spike and there-
fore undergo a similar STDP-induced change except for release failures or less
prominent sources of variability. If the change is potentiating, the following
multiplicative normalization will, in order to get the total synaptic weight back
to its baseline, shrink both synapses yielding a smaller absolute difference com-
pared to before the potentiating event. If, however, the change is negative,
the normalization will enlarge both synapses and thereby increase the absolute
difference. Therefore, we hypothesize that if potentiating events are stronger
or more frequent than depressing events, this could explain the alignment ob-
served experimentally.
We validate this intuition by first deriving a stochastic model for the interac-

tion of learning and normalization. This model predicts that synaptic efficacy
alignment requires a bias towards potentiation over depression during learn-
ing. This prediction is then confirmed in a simulation of a single postsynap-
tic neuron and the recurrent neural network model that already captures the
synapse-size-fluctuations.
Please note that given that the alignment we investigate here was reported

for both synaptic efficacies (Koester and Johnston 2005) and spine sizes (Bartol
et al. 2015) and given the additional extensive evidence that synaptic efficacies
and spine sizes are strongly correlated (Pierce and Lewin 1994; Schikorski and
Stevens 1997; Murthy et al. 2001), we will assume throughout the paper that
the spine size can be taken as a proxy for its efficacy.

₄.₂ P - -

The stochastic model considers a single neuron receiving multiple excitatory
synaptic inputs from other neurons. Each presynaptic neuron can make sev-
eral contacts onto the target neuron. We denote the efficacy of the j-th synaptic
input from source neuron i byXj

i ∈ IR. We describe the changes of the synaptic
efficacies due to different forms of plasticity as a stochastic process. Specifically,
we assume that the change of the synaptic efficacy Xj

i during a short time in-
terval can be wri en as a sum of two contributions from a process of Hebbian
long-term plasticity and a process of synaptic normalization:

∆Xj
i (t) = P j

i (t) + Sj
i (t) , (4.1)
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where P j
i (t) ∈ IR is a random variable describing the change due to Hebbian

long-term plasticity and Sj
i (t) ∈ IR is a random variable describing the change

due to synaptic normalization. For the former we assume that it is a product of
two terms:

P j
i (t) = Ci(t)F

j
i (t) . (4.2)

Here Ci(t) ∈ IR is a random variable describing the potential change due to cor-
related activity of the target neuron with source neuron i. F j

i (t) is a binary
random variable that indicates if synaptic transmission failed (F j

i (t) = 0) or if
synaptic transmissionwas successful (F j

i (t) = 1). Therefore, a potential change
of the synapse’s efficacy due to correlated pre- and postsynaptic activity will
only be implemented if the synapse actually transmi ed the presynaptic spike.
If transmission failed there will be no change in synaptic efficacy due to long-
term plasticity. We assume that the F j

i are statistically independent. Specifi-
cally, whether the j-th synaptic contact from source neuron i fails to transmit
a spike is independent of whether the k-th synaptic contact does so. We fur-
ther assume that synaptic failure is independent of its efficacy. Later models
will also consider the efficacy-dependent case. The probability distribution of
Ci is assumed to allow for both positive and negative values corresponding to
LTP and LTD, respectively. We further assume that the potential change Ci

can be considered identical for the different parallel synaptic contacts. This
is due to their close spatial proximity in (Bartol et al. 2015) which suggests
that almost identical currents arrive at both spines excluding effects like the
distance-dependent switch from LTP to LTD reported in (Froemke et al. 2005)
(see Section 4.6 for more details).
For the synaptic normalization we assume:

Sj
i (t) = η(t)Xj

i (t) , (4.3)

where η(t) ∈ IR is a random variable describing a normalization factor that
is applied to multiplicatively regulate all excitatory synaptic efficacies of the
target neuron. We further assume that the neuron’s connectivity is in a steady
state such that the average total change of synaptic efficacies due to long-term
plasticity is balanced by the average change due to synaptic normalization:

E

∑
i,j

P j
i (t)

 = E

−∑
i,j

Sj
i (t)

 = −E

η(t)∑
i,j

Xj
i (t)

 = −E [η(t)T (t)] ,

(4.4)
where E[.] denotes the expected value and we have introduced T (t) =∑

i,j X
j
i (t) as the sum of all excitatory synaptic efficacies at a particular time.

We will consider two normalization schemes to achieve this balance: global bal-
ance and detailed balance. For the detailed balance, we set

η(t) = −
∑

i,j P
j
i (t)∑

i,j X
j
i (t)

(4.5)

to get instant normalization. For further analytical derivations, however, it is
convenient to assume that η(t) is independent of T (t) such that E[η(t)T (t)] =
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E[η(t)]E[T (t)] = T E[η(t)], with T as the average total synaptic efficacy. In this
global balancewe find:

E[η(t)] = − 1

T
E

∑
i,j

P j
i (t)

 . (4.6)

We will later evaluate both the detailed and global balance numerically and will
find that they lead to similar results for reasonable failure rates and connection
densities.

₄.₂.₁ T -
K

To investigate the conditions under which synaptic efficacy alignment occurs,
we considerwithout loss of generality two contacts from source neuron i,X1

i (t)

and X2
i (t). We denote the difference of their efficacies as D

1,2
i (t) = X1

i (t) −
X2

i (t). The change of this difference during a short time interval is given by:

∆D1,2
i (t) = ∆X1

i (t)−∆X2
i (t) = P 1

i (t) + S1
i (t)− P 2

i (t)− S2
i (t) (4.7)

= Ci(t)F
1
i (t)− Ci(t)F

2
i (t) + η(t)

(
X1

i (t)−X2
i (t)

)
(4.8)

= Ci(t)
(
F 1
i (t)− F 2

i (t)
)
+ η(t)D1,2

i (t) . (4.9)

Thus, D1,2
i (t) obeys the following stochastic dynamics:

D1,2
i (t+ 1) = (1 + η(t))D1,2

i (t) + Ci(t)
(
F 1
i (t)− F 2

i (t)
)
. (4.10)

These dynamics are an instance of a so-called Kesten process (Kesten 1973)
x(t+ 1) = a(t)x(t) + b(t)with a(t) = 1+ η(t) and b(t) = Ci(t)(F

1
i (t)− F 2

i (t)) if
a(t) and b(t) are independent.
However, it is not clear from the literature on synaptic normalization if the

assumed multiplicative scaling factor (η(t) in a(t)) should directly depend on
the potentiating and depressing events (in b(t)), or should “only” match the
mean as required in Eq. 4.4.
To test both cases, we simulate a detailed balance condition where η(t) bal-

ances the total potentiation and depression at each time step (Eq. 4.5), and a
global balance condition where η(t) is drawn independently from a distribution
matched to the experimental distribution of η(t) in the detailed balance condition
(Fig. 4.2).
Regarding the implementation, this leads to the following routine: First,

the arrays of synaptic pairs X1(0) and X2(0) are independently initialized for
N = 100 presynaptic neurons in the interval [0, 1]. Next, we updateXj at each
time step t the following way:

• A correlation term C(t) is drawn at each step uniformly in the interval
[−0.005,+0.005] for each presynaptic neuron. We then multiply all posi-
tive entries of C(t) with a LTP bias (2) or LTD bias (0.5).

• The failure variables F 1(t) and F 2(t) are drawn randomly for each
synapse according to their failure probability
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Fig. 4.2: Simulation of the Kesten process for the detailed and globally balanced η(t).
(a) Weight traces and their absolute difference for two parallel synapses with
a failure rate of 20% for the detailed balance condition where the normalization
factor, η(t), is a function of the potentiating and depressing events at t. The po-
tentiation was twice as strong as the depression term. (b) Weight traces for two
parallel synapses for the global balance condition where η(t) is sampled from a
distribution similar to the η(t) produced by the detailed balance in (a) (see Fig. 4.3
for the distributions). The failure rate was set to 80% since for the global condi-
tion, the alignment should be the same for 20% and 80% (see main text) (c), (d)
Dependence of the variance of the final distribution on the probability of failure
for the detailed (c) and global (d) condition.
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Fig. 4.3: Distributions of η(t) for the detailed balance and global balance simulation.
(a) Experimentally measured distribution of η(t) for the detailed balance sim-
ulation. η(t) was computed at each step as −

∑N
i=0 P1

i (t)+P2
i (t)∑N

i=0 X1
i (t)+X2

i (t)
. (b) For the

global balance simulation, η(t) is drawn from a similar normal distribution:
η(t) ∼ normal(µ = −0.002, σ = 0.001).

• P 1(t) and P 2(t) are computed as P j(t) = C(t)× F j(t)

• For the detailed balance condition, η(t) is then set to−
∑N

i=0 P 1
i (t)+P 2

i (t)∑N
i=0 X1

i (t)+X2
i (t)
. For

the global balance condition, η(t) is drawn from the experimentally deter-
mined detailed balance distribution (Fig. 4.3a for a LTP bias of 2 and failure
probability of 20%: η(t) ∼ normal(µ = −0.002, σ = 0.001) (Fig. 4.3b)

• Finally, we set Xj(t + 1) = Xj(t) + ∆Xj(t) with ∆Xj(t) = P j(t) +

η(t)Xj(t)

The simulations lead to similar behavior for low failure rates ormany presy-
naptic partners (Figs. 4.2a and 4.2b). This is because for many partners or low
failure rates, many individual events in b(t) accumulate in η(t) and therebymin-
imize the dependence of η(t) on individual potentiating or depressing events.
The effect of higher failure rates on both models will be explored in the next
section.
In summary, the interaction of STDP and synaptic normalization can be ap-

proximated by a Kesten process for low failure rates or many presynaptic part-
ners. This can now be used to derive conditions for synaptic efficacy alignment.

₄.₂.₂ P K

The qualitative behavior of the Kesten process depends on the distribution of
a(t). The Kesten process has a limiting distribution if and only if E[ln a(t)] < 0

(Sorne e and Cont 1997; Statman et al. 2014). In terms of the Kesten process de-
rived before, a limiting distribution would entail convergence of the difference
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D1,2
i over time to a fixed distribution, i.e. alignment up to a certain precision.

If, however, there would not be a limiting distribution, the absolute difference
D1,2

i would keep increasing indefinitely. By applying the condition for a limit-
ing distribution to our model, we can see that the condition for the existence of
a stable limiting distribution in our case is E[ln(1 + η(t))] < 0. Since the abso-
lute value of η(t) can be assumed to be very small (recall that it is of the order of
change in synaptic efficacy over total synaptic efficacy), we use the first-order
Taylor expansion ln(1 + η(t)) ≈ η(t) to find the condition:

0 > E[η(t)] = − 1

T
E

∑
i,j

P j
i (t)

 . (4.11)

Therefore, the behavior depends on the expected total change in synaptic ef-
ficacy due to Hebbian plasticity. If E[

∑
i,j P

j
i (t)] < 0, i.e. synaptic efficacy

changes due to Hebbian plasticity are dominated by depression, then E[η(t)] >
0 and the strength of the two synapses is not guaranteed to converge to a lim-
iting distribution. The synapses are not guaranteed to align their efficacies.
If E[

∑
i,j P

j
i (t)] > 0, i.e., synaptic efficacy changes due to Hebbian plasticity

are dominated by potentiation, then E[η(t)] < 0 and the strength of the two
synapses is guaranteed to converge to a limiting distribution. The two synapses
will align their efficacies. This was validated by artificially biasing the simula-
tions of the Kesten process towards “long-term potentiation” (LTP) or “long-
term depression” (LTD) by drawing the Ci terms from distributions biased to-
wards positive or negative values (Fig. 4.4).
In the case that potentiation dominates, the variance of the limiting distri-

bution and therefore the precision of synaptic efficacy alignment will depend
on the variance of b(t) = Ci(t)(F

1
i (t) − F 2

i (t)). The factor Ci(t) indicates that
the imprecision of alignment, i.e., the variation from perfect alignment, scales
with the overall amplitude of fluctuations of synaptic efficacies due to Hebbian
plasticity. The second term reflects the role of synaptic failures. For the sake
of simplicity, let us assume that synaptic failures occur independently with a
probability f that is independent of the synapse’s efficacy. The difference of the
Fi then takes the value 0with probability f2 + (1− f)2 and the values ±1with
probability f(1 − f ). The variance of F 1

i (t) − F 2
i (t) is then given by 2(f − f2).

Thus, a small synaptic failure rate leads to a precise alignment of the synapses.
The variance is biggest when f = 1/2, i.e., when the Fi have their maximum
entropy of 1 bit. In this case their difference also assumes its maximum entropy
of 3/2 bits and synaptic efficacy alignment is expected to be least precise.
These results are confirmed in a simulation of a corresponding Kesten pro-

cess with independent η(t) as described in the previous section (Figs. 4.2b
and 4.2d). However, when η(t) depends on the potentiating and depress-
ing events at t (detailed balance), the variance increases with failure probabil-
ity (Fig. 4.2c). In the case of high failure probabilities, there are only very few
potentiating or depressing events at each time step, which leads to a high cor-
relation between a(t) and b(t) of the model dynamics and thereby to a violation
of the assumptions of the derivations in this section. Nevertheless, the key re-
sult that parallel synapses align in potentiation-dominated regimes holds also
for the detailed balance condition at reasonable failure probabilities (Fig. 4.4).
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Fig. 4.4: Potentiation must dominate for the Kesten process to converge. The Kesten
process was instantiated with a synaptic failure probability of 20% for each
synapse and potentiation twice as strong as depression (a) or half as strong as
depression (b). The normalization constant, η(t), was at each step set to the total
potentiation and depression divided by the total spine sizes to get the required
steady state (detailed balance condition, see Fig. 4.2). Parallel synapses align for
the LTP-biased condition ((a), same data as Fig. 4.2a) and diverge for the LTD-
biased condition (b). The final average distances for 100 spine pairs was 0.03
for the LTP-biased case and 5747 for the LTD-biased simulation. When simulat-
ing the process for ten times as many steps, the final average distance becomes
around 0.035 for the LTP-biased case and around 1016 for the LTD-biased sim-
ulation. Please note the different scales for the two plots: the weights become
much larger in the LTD-biased simulation. Therefore, the comparatively small
fluctuations due to synaptic failure that are still visible at the beginning of (b)
quickly become invisible with more simulation steps.

₄.₃ P -
-

Next, we test this idea, that synapses align in a potentiation-dominated regime
through the interaction with synaptic normalization, in more realistic models.
We first test this prediction by simulating a singlemodel neuronwith 1000 pairs
of incoming synapses for a total of 2000 synapses. Each pair of synapses re-
ceives spikes from an independent Poisson spike source at a rate of 1 Hz. The
postsynaptic spike train is an additional independent Poisson spike sourcewith
a rate of 1 Hz. Each synapse is subject to exponential spike-timing-dependent
plasticity (STDP) (Feldman 2012). This is a process by which synaptic weights
are modified by the pairing of pre- and postsynaptic spikes according to their
relative timing within two exponential windows, one for depression (the post-
before-pre case) and one for potentiation (the pre-before-post case). This pro-
vides the additive component of the Kesten-equivalent process.
The totality of synapses are subject to synaptic normalization (SN) (Turri-

giano 2008). Since this is thought to be a multiplicative process, we implement
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it by multiplicatively renormalizing all weights after plasticity events to a con-
stant total incoming weight. This provides the multiplicative component of the
Kesten-equivalent process. It should be noted that this is not a “pure” Kesten
process, as the possible values for the synaptic weights are necessarily trun-
cated below zero to conform with Dale’s law.
Synaptic failure is modeled as random and independent with a probability

of 0.2 (Hardingham and Larkman 1998). Initial weights are randomly selected
from a uniformdistribution between 0 and 5mV. The independence of the post-
synaptic spike train (as opposed to simply modeling the postsynaptic neuron
as a leaky integrate-and-fire neuron) eliminates any correlations between pre-
and postsynaptic spike trains, which tend to bias STDP toward potentiation
(see SORN model, Section 4.4). This then allows us to simply tune the STDP
windows to control potentiation or depression dominance.

₄.₃.₁ S - STDP

Each synapse in ourmodel is endowedwith exponential spike-timing-dependent
plasticity (STDP) (Bi and Poo 1998; Feldman 2012). This defines the weight
change to a synapse caused by a pair of pre- and postsynaptic spikes as fol-
lows:

∆wj =

Nm∑
m=1

Nn∑
n=1

W
(
tn − tmj

)
(4.12)

W (x) =

{
A+ exp (−x/τ+), x > 0

A− exp (x/τ−) x < 0
(4.13)

Here,W defines the weight change window, j indexes the synapse, andm and
n index pre- and postsynaptic spikes respectively (and their correspondingNs
are the total number of spikes in an arbitrary period sufficiently long for the
window given byW to have decayed to near zero). A+ and A− are the maxi-
mal amplitudes of the weight changes, and τ+ and τ− are the time constants of
the decay windows. Values are set to approximate experimental data; in par-
ticular, round numbers were chosen that roughly approximate data in (Bi and
Poo 1998), with τ+ = τ− = 20ms, A+ = 0.001, and A− = [0.00075, 0.00125],
depending on our chosen balance condition. We use the “nearest neighbor”
convention in order to efficiently implement this online, in which only the clos-
est pairs of pre- and postsynaptic spikes are taken.
Additionally, synapses are endowed with stochastic failure, in which a

presynaptic spike has no effect on the synapse. The failure rate is set to 0.2,
in accordance with measurements from rodent cortical cells at body tempera-
ture (Hardingham and Larkman 1998).
We desired a synaptic normalization model that would be simple to im-

plement and could provide a variable timescale. To this end, we perform the
normalization operation as follows:

wj ← wj

(
1 + ηSN

(
Wtotal∑N
k wk

− 1

))
(4.14)
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Fig. 4.5: Parallel synapses on a single postsynaptic neuron alignwith synaptic normal-
ization and LTP-biased STDP. Behavior under LTP-biased STDP (depression
0.75× as strong as potentiation, red lines) and LTD-biased STDP (depression
1.25× as strong as potentiation, blue lines) is examined. Under the LTP-biased
condition, the mean absolute difference in efficacy between parallel synapses
decreases in time before reaching a fixed value (a). Similarly, under these con-
ditions, the mean degree of alignment measured by the coefficient of variation
(CV, σ

µ
) between parallel synapses also decreases in time before reaching a fixed

value (b). Conversely, under LTD-biased STDP, both the mean absolute dif-
ference in efficacy and the mean CV between parallel synapses fail to readily
converge. Red shading shows the standard error of the mean over 1000weight
pairs.

Here, wj is the weight for an incoming synapse to the test neuron, wj are
the weights of all the individual synapses, Wtotal is the target total input
for the neuron, and ηSN is a rate variable which determines the timescale of
the normalization. Wtotal is calculated before the simulation run as Wtotal =

[synapses per set (2)]×[numer of sets (1000)]×[maximum initial weight (5 mV)]×
[0.5] = 5V. To simplify the model, we use instantaneous normalization, i.e.
ηSN = 1.0. Testing has shown that this does not have a qualitative effect on the
end result of the simulation (see Section 4.5.1).
The simulation is implemented in the BRIAN simulator (Goodman and

Bre e 2008). Simulation timestep is 0.1 ms, while data is sampled at intervals
of 10 ms.

₄.₃.₂ A -

Our results clearly demonstrate precise alignment of synaptic efficacies in the
case that the depressing window is given 0.75× the amplitude of the potenti-
ating window in the STDP (Fig. 4.5). In the case that the depressing window
is given 1.25× the amplitude of the potentiating window, failure to precisely
align is demonstrated (the synaptic normalization in this case, compared to
the Kesten process, provides bounds on the maximum and minimum possible
weights, limiting the degree of divergence).
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Fig. 4.6: Single neuron simulation with multiplicative STDP. Multiplicative STDP
with soft bounds is implemented by multiplying the weight change by a factor
of (1 − w/wmax) (green lines for potentiation dominance, yellow lines for de-
pression dominance). Behavior is compared to the default se ing (red lines for
potentiation dominance, blue lines for depression dominance) in terms of mean
alignment (a) and mean CV (b) between parallel synapses. Shading shows the
standard error of the mean over 1000weight pairs.

Our simulations use additive STDP, but qualitatively equivalent results are
observed for multiplicative STDP as well (see Fig. 4.6). Please note that while
multiplicative STDP is commonly used to bound synaptic weights, only addi-
tive STDP leads to a Kesten process. We therefore see the multiplicative STDP
only as a control.
A further assumption of the analytical model is that the normalization is

acting in a multiplicative way: all weights are scaled by a common factor in-
stead of, for example, adding or subtracting a small common value from all
weights. While the experimental evidence suggests that synaptic scaling is in-
deed multiplicative (Turrigiano et al. 1998; Keck et al. 2013), the studies inves-
tigating this only focused on synaptic scaling at slow timescales on the order of
days. Also, the experimental evidence for multiplicative scaling usually only
focuses on a scaling of the cumulative distribution of efficacies as opposed to
the scaling of individual efficacies due to experimental challenges. This scal-
ing of the distribution might also be explained by other processes than a scal-
ing of each individual efficacy (Statman et al. 2014). Generally speaking, mul-
tiplicative normalization usually results in graded representations of the in-
put while subtractive normalization leads to a “sharper” representation, where
each weight is either pruned away or converges to a high value (Miller and
MacKay 1994). This seems to be at odds with the lognormal-like distribution
of synapse strength in neocortex (Buzsáki and Mizuseki 2014). Nevertheless,
more research is needed to determine whether synaptic normalization at faster
timescales (Bourne and Harris 2011) is also multiplicative. With regards to our
own experiment, we have run a single neuron simulation using such subtrac-
tive normalization (in which case, it should be noted that the system can no
longer be modeled as a Kesten process), and noted that alignment is weak or
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Fig. 4.7: Single neuron simulation with alternate plasticity mechanisms (weight-
dependent synaptic failure and subtractive normalization). Behavior is
shown under LTP-biased STDP (depression 0.75× as strong as potentiation).
For weight-dependent failure, failure rate is calculated as p(w) = 1− eλ(w+w0).
We try two different parameter sets. For weight dependent failure a (blue
lines), λ = (log(0.2)− log(0.8))/(2.5mV) andw0 = 2.5 log(0.8)mV/(log(0.2)−
log(0.8)) (calculated to yield a median release rate of 0.8 and a minimum re-
lease rate of 0.2 for the initial weight distribution, and leading to a mean release
rate of 0.68 with a variance of 0.07 on the final weight distribution), and for
weight dependent failure b (yellow lines), λ = (log(0.1) − log(0.5))/(2.5mV)
and w0 = 2.5 log(0.5)mV/(log(0.1) − log(0.5)) (calculated to yield a median
release rate of 0.9 and a minimum release rate of 0.5 for the initial weight dis-
tribution, and leading to a mean release rate of 0.83 with a variance of 0.02
on the final weight distribution). Subtractive normalization (green lines) is im-
plemented by, at each execution of the process, subtracting from each weight
the difference in the target normalization value and the sum of the weights di-
vided by the number of synapses, clipping at zero if necessary. The results for
weight-independent failure andmultiplicative normalization are plo ed in red.
Alignment is demonstrated to be present but weakened for weight-dependent
failure and sensitive to the failure function (blue vs. yellow lines), and mini-
mal for subtractive normalization (green lines). Alignment is shown in terms
of mean alignment (a) and mean CV (b) between parallel synapses. Shading
shows the standard error of the mean over 1000weight pairs.

absent in this case (see Fig. 4.7). This suggests that where synaptic efficacy
alignment is strongly present in the brain, scaling is more likely to be multi-
plicative than additive.
Along similar lines, we considered the effects of weight-dependent synap-

tic failure on the single neuron model. For the sake of simplicity, we so far
modeled synaptic failure as a synapse-independent phenomenon. However,
synaptic failure is weight-dependent in that stronger synapses tend to be more
reliable (Koester and Johnston 2005). We find that with weight-dependent fail-
ure in thismodel, alignment is present butweakened and sensitive to the failure
function (see Fig. 4.7). Please note that thismodificationwould compromise the
independence-assumption of the Ci term in the Kesten process. It is therefore
also mainly seen as a control.



94 4. Self-organization reduces the variability of synaptic efficacies

₄.₄ R -

In order to transfer these results to recurrent neural circuits, we decided to
model synaptic efficacy alignment in the self-organizing recurrent neural net-
workmodel (SORN, (Lazar et al. 2009)) that was recently extended in (Zheng et
al. 2013). The model consists of an excitatory and inhibitory population of syn-
chronously updated threshold units. In the extended model, these are shaped
by four key plasticity mechanisms: spike-timing-dependent plasticity (STDP,
(Feldman 2012)) shapes the connections within the excitatory population and
from the inhibitory population to the excitatory population. New synapses are
randomly inserted by structural plasticity. All recurrent excitatory synapses
are balanced by synaptic normalization (SN, (Bourne and Harris 2011)) and the
firing thresholds of each unit are homeostatically regulated by intrinsic plastic-
ity (IP, (Desai et al. 1999)). We chose to use this specific model for a recurrent
circuit because it has been shown to nicely capture fluctuations of individual
spine sizes and their overall lognormal-like distribution (Zheng et al. 2013). The
model was modified to have two parallel synapses between connected excita-
tory neurons, a possibility to bias the STDP rule towards potentiation or de-
pression and independent synaptic failure (see Section 2.4.2 for details). All
other mechanisms and parameters were kept identical to (Zheng et al. 2013).

₄.₄.₁ A - -
STDP

As for the single-neuron model with independent Poisson spike trains in the
previous section, we observe an alignment of synapses when STDP is biased
towards long-term potentiation (LTP) (Figs. 4.8a and 4.8b). This is due to an
average positive weight change (Fig. 4.8c, green line).
However, contrary to what we found for the independent spike trains,

we observe that even when biasing the STDP rule towards LTD, the parallel
synapses will eventually align (Figs. 4.9a and 4.9b). This is due to plasticity
shaping network dynamics: The dominant depression will almost instanta-
neously prune most synapses between neurons that fire in post-before-pre or-
der so that barely any connections are left that might be subject to depression
(see the quickly decreasing number of depressing events in Fig. 4.9c). How-
ever, those synapses that are aligned to the sequential firing of two neurons are
not affected by this and will be potentiated, making it even more likely for the
two neurons to fire in succession and therefore to receivemore potentiation (see
development towards net positive change (green line) in Fig. 4.9c). This even-
tually leads to the emergence of synfire-like firing pa erns (Zheng and Triesch
2014). This self-reinforcing correlation of firing then leads to the alignment of
the remaining synapses.
Interestingly, both the LTP-biased simulation and the LTD-biased simula-

tion display the same three dynamic regimes as in the original paper (Zheng
et al. 2013): After an initial fast decay of excitatory connections, they slowly
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Fig. 4.8: Parallel synapses align in recurrent circuits with LTP-biased STDP. The
SORN model was simulated with 20% failure probability for each synapse and
potentiation 1.25 times as strong as depression. (a) Parallel synapses align. The
pair with the maximal final mean weight (blue and dashed) and a randomly
selected pair (green and do ed) are plo ed for the beginning of the simulation.
(b) The divergence measured by the coefficient of variation (CV) drops below
the experimentally reported values for different failure probabilities. (c) STDP
dynamics at the beginning of the simulation. There are fewer depressing events
(red line) than potentiating events (blue line) and the total weight change due to
STDP is positive (green line). (d) The overall fraction of excitatory-to-excitatory
connections converges and follows a qualitatively similarly fast decay and slow
increase as reported in the original paper (Zheng et al. 2013) for different fail-
ure probabilities. Shaded areas are standard deviations over five independent
simulations.
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Fig. 4.9: Parallel synapses align in recurrent circuits with LTD-biased STDP. The
SORN model was simulated with 20% failure probability for each synapse and
depression 1.25 times as strong as potentiation. (a) Parallel synapses align. The
pair with the maximal final mean weight (blue and dashed) and a randomly
selected pair (green and do ed) are plo ed for the beginning of the simulation.
(b) The CV drops below the experimentally reported values for different failure
probabilities. (c) STDP dynamics at the beginning of the simulation. After a
short initial period, there are fewer depressing events (red line) than potentiat-
ing events (blue line) and the total weight change due to STDP becomes posi-
tive (green line). (d) The overall fraction of excitatory-to-excitatory connections
converges and follows a qualitatively similarly fast decay and slow increase as
reported in the original paper (Zheng et al. 2013) for different failure probabil-
ities. Shaded areas are standard deviations over five independent simulations.
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increase again until the pruning by STDP reaches an equilibrium with the cre-
ation of new synapses by the structural plasticity. Despite the different speeds
of the growth phases in the LTP- and LTD-biased simulations, they both reach
a similar equilibrium point (connection fraction of about 5% for a failure prob-
ability of 0.2) and a similar median divergence measured by the coefficient of
variation (CV,σµ ) between weight pairs (≈ 0.05). So while biased STDP seems
to have an effect for the initially random connectivity matrix, the bias on the
STDP windows does not seem to ma er for the final connectivity statistics due
to the recurrent dynamics of the model.
While the bias barely affects the final result, the probability of synaptic fail-

ure does have an effect. The lower the probability of failure, the higher the final
connection fraction (Figs. 4.8d and 4.9d). Nevertheless, the coefficient of varia-
tion stays below the reported value (0.083 in (Bartol et al. 2015)) for the tested
probabilities (0.1− 0.3).
Finally, as for the single-neuron model, we also tested the effect of weight-

dependent synaptic failure (Koester and Johnston 2005) and found that main
results reported here also hold for weight-dependent synaptic failure (see
Fig. 4.10).

₄.₅ P

₄.₅.₁ A

So far, we have seen that alignment is due to the interaction of potentiation-
dominated activity andmultiplicative normalization. This is in line with recent
findings suggesting a dominance of potentiation over depression during wak-
ing and down-normalization during sleep (the synaptic homeostasis hypothe-
sis (SHY), (Tononi and Cirelli 2014), but see (Hengen et al. 2016)): the number
of excitatory (GluA1-AMPAR) receptors increases after wake in rats, the slope
of the evoked responses from electrical stimulation in rats and TMS stimulation
in humans is enhanced by waking and suppressed after sleep, and the mEPSCs
in rats and mice becomemore frequent and stronger after sleep deprivation. In
addition, there is also structural evidence for the SHY hypothesis: the number
of spines and branches in the dendritic tree increaseswith enrichedwaking and
decreases only after sleep, and sleep deprivation leads to a net increase in spine
density. This leads us to predict that individual spine pairs will bemore similar
after sleep compared to sleep deprivation.
However, when comparing the SHY hypothesis with our modeling, a key

difference is the separation of learning and normalization. This is at odds with
the simplified instantaneous synaptic normalization we used so far. Regarding
the literature on synaptic normalization, some forms of synaptic normalization
redistribute efficacies immediately with LTP or LTD (Bourne and Harris 2011;
Gainey et al. 2015; Essmann et al. 2008; Man et al. 2000; Lin et al. 2000), while
others seem to work on a slower timescale (Turrigiano 2008; Tononi and Cirelli
2014). This is especially important with regards to our prediction that the vari-
ability is smaller after sleep: If normalization takes place mainly during sleep,
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Fig. 4.10: Key effects in network model hold for weight-dependent synaptic fail-
ure. We simulated the SORN model with weight-dependent synaptic failure
p(fail|w) = e−6∗(w+0.1). The parameters of the exponential were set to achieve
both an average failure probability similar to the ones tested so far in order to
allow comparison and a high dynamic range. (a) The final weights after sim-
ulating the SORN without biased LTP (blue dots) can be fi ed by a lognormal
distribution (green line). The exponential weight-dependent failure probabil-
ity (red line and axis) looks sigmoidal due to the log-scale on the x-axis. (b)
The average failure probability changes over time in line with the connection
fraction: a smaller connection fraction implies fewer but stronger weights and
thereby a lower average failure probability. The final probability of failure is
around 0.3 in line with our previous simulations. (c) The development of the
coefficient of variation is similar to the simulations with weight-independent
synaptic failure. (d) The qualitative development of the connection fraction is
similar to the simulations with weight-independent synaptic failure. The final
connection fraction is lower. Shaded areas are standard deviations over five
independent simulations.
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Fig. 4.11: Single neuron simulation with reduced synaptic normalization timescale.
Standard behavior (red lines) is compared to reduced normalization timescales
in the case of ηSN = 0.1 (blue lines) and ηSN = 0.001 (green lines), in terms
of mean alignment (a) and mean CV (b) between parallel synapses. Shading
shows the standard error of the mean over 1000weight pairs.

our results also have to hold for normalization on longer timescales. This is
true for both our derivation and the simulations: the derivation of the Kesten
process does not require this assumption for convergence and we found that
normalizing on a slower time scale does not affect the key findings presented
here (Figs. 4.11 and 4.12)

₄.₅.₂ A

Contrary to the results reported by Bartol et al. (2015) (Fig. 4.1d), we find that
the final weight and the CV are weakly correlated (Fig. 4.13): the stronger the
weight, the lower the CV to its partner. This seems to be due to the nature of
fluctuations towards the end of the simulation: All synapses are almost aligned
but due to the unreliable individual synapses, some variability remains. Be-
cause we assumed here that the probability of failure is independent of the
synaptic size, this standard deviation between weight pairs (σ) should not vary
with size. Following this logic, larger weight pairs (with a larger mean weight
µ) should have a lower CV than smaller weight pairs since the CV is defined
as σ

µ . Please note that while there is data that release probability is dependent
on synaptic size, this would only make this effect more prominent since the ex-
perimental data usually shows that stronger weights have a lower probability
of failure (Koester and Johnston 2005) making their standard deviation smaller
than the standard deviation between small synapse pairs (assuming detailed
balance, as used in this model).
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Fig. 4.12: Key effects in networkmodel hold for slow synaptic normalization. We sim-
ulated the SORN model with the normalization rate set to 0.1 instead of 1, no
LTP bias, and 20% failure rate. (a) Parallel synapses align. The pair with the
maximal final mean weight (blue and dashed) and a randomly selected pair
(green and do ed) are plo ed for the beginning of the simulation. (b) The CV
drops below the experimentally reported values for different failure probabil-
ities. (c) STDP dynamics at the beginning of the simulation. The total weight
change (green) is biased towards LTP. (d) Mean synapse size and their CV are
significantly correlated. Shaded areas are standard deviations over five inde-
pendent simulations.

₄.₆ D

In conclusion, we find that synaptic normalization in conjunction with a
potentiation-dominated activity regime leads to the alignment of parallel
synapses. The dominance of potentiation can either be achieved with LTP-
biased STDP or the correlation-induced potentiation dominance in recurrent
circuits. This allowed us to predict that alignment should be stronger after
sleep compared to sleep-deprivation and that stronger weights should show
more precise alignment.
Tomodel the effects, we had to simplifymany phenomena, one ofwhich are

the sources of variability. Asmentioned already by Bartol et al. (2015), there are
more possible disturbances to the synaptic efficacy alignment than just synap-
tic failure. Here, we only considered synaptic failure because it seems to be
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Fig. 4.13: The coefficient of variation depends on the spine size. (a) CV vs. simulated
spine size for the LTP-biased simulation in Fig. 4.8. The red line is a power-law
fit, p gives the significance of the correlation, r the correlation coefficient. (b)
CV vs. simulated spine size for the LTD-biased simulation in Fig. 4.9.

the strongest source of variability for the alignment process and modeling all
sources of variability would have made the model too complicated. However,
all of the circuit simulations presented here lead to CVs below the experimen-
tally reported value (Figs. 4.8, 4.9 and 4.12). This indicates that additional dis-
turbing processes could be included while still reaching the reported CV with
our proposed interaction of correlation-based learning with synaptic normal-
ization.
Interestingly, while we were able to replicate most of the results on synap-

tic efficacy alignment, we differ from Bartol et al. (2015) in that with our mech-
anisms the CV between weight pairs shrinks with the mean weight. As ex-
plained in the results, this is not due to our assumption that all weights have
similar failure probabilities. We therefore predict, in addition to the lower over-
all variability after sleep, a lower variability for larger weights. Bartol et al.
(2015) might not have found this effect due to their small sample size.
While we are, to the best of our knowledge, the first to show that the interac-

tion of STDP and synaptic normalization can be described by a Kesten process,
we are not the first to use the Kesten process to describe spine size fluctuations:
Statman et al. (2014) used a Kesten process to stochastically describe spine size
fluctuations observed experimentally. Interestingly, similar spine size fluctua-
tions were also explained by the SORN model used here that depends on the
interaction between STDP and homeostatic mechanisms to capture the spine
size fluctuations (Zheng et al. 2013). The analytical result presented here that
the interaction of STDP and synaptic normalization can effectively be described
as a Kesten process suggests that (Statman et al. 2014) and (Zheng et al. 2013)
are just two sides of the same coin.
Taken together, we were able to show both analytically and in simulations

that the precise synaptic efficacy alignment observed experimentally could be a
direct implication of time-local STDP with synaptic normalization in recurrent
circuits. Despite the simplicity of the models presented here, we can make the
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specific predictions that the alignment precision is correlated to the spine size
and that the alignment should be be er after a good night’s sleep than after a
day at the lab.



₅

S -

The conventional view of the research process is that we first derive a
set of hypotheses from a theory, design and conduct a study to test
these hypotheses, analyse the data to see if they were confirmed or
disconfirmed, and then chronicle this sequence of events in the
journal article. If this is how our enterprise actually proceeded, we
could write most of the article before we collected the data. We could
write the introduction and method sections completely, prepare the
results section in skeleton form, leaving spaces to be filled in by the
specific numerical results, and have two possible discussion sections
ready to go, one for positive results, the other for negative results.
But this is not how our enterprise actually proceeds. Psychology is
more exciting than that (…)

Daryl Bem - Writing an empirical article (2000)

In this chapter, we aim to finish one iteration of the scientific method: After
having explored the issues surroundingneural variability and self-organization
in Chapter 1, we developed possible models, i.e. hypotheses, to explain the
structure in neural variability with self-organization (Chapter 3) and to explain
the alignment of parallel synapses in the presence of synaptic failure with self-
organization (Chapter 4). Novel predictions from these models will now be
tested on data to refine the hypotheses in the next iteration. While the data is in
itself interesting, wewill focus here on confirmatory analyses of the predictions
published along with the models (Hartmann et al. 2015; Hartmann et al. 2016)
as opposed to the kind of exploratory research suggested by the introductory
quote (Bem 2000; Wagenmakers et al. 2011).
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₅.₁ I -

Starting with the model from the last chapter (Chapter 4), we aim to test if our
proposed explanation for the alignment of synaptic efficacies in the presence
of channel failure makes correct predictions. In the corresponding publication
(Hartmann et al. 2016), we predicted that

1. Stronger synapses show more precise alignment, as measured by the co-
efficient of variation

2. Overall, the synaptic alignment should be stronger after sleep compared
to after sleep deprivation, following the SHY hypothesis (Tononi and
Cirelli 2014)

The data sets necessary to test the predictions are large, high-resolution
electron-microscopy (EM) data sets with either

1. A higher sample size than used in the original study (Bartol et al. 2015)
since they failed to find weight-dependent effects (Fig. 4.1d)

2. A post-sleep and post-sleep-deprivation group in order to test the first
prediction

While we are not aware of high-resolution EM studies that investigate the ef-
fects of sleep deprivation, a recent study used novel automated EM techniques
to assemble a large, publicly available data set of 1.700 annotated synapses
(Kasthuri et al. 2015). We will use this to test our prediction of weight-
dependent alignment strength.

₅.₁.₁ E (K . ₂₀₁₅)

In contrast to Bartol et al. (2015), who studied synaptic alignment in rat hip-
pocampus, Kasthuri et al. (2015) reconstructed a small volume of mouse neo-
cortex at almost the same time. In their study, Kasthuri et al. (2015) mention
without showing further analysis that they find significant similarities between
same-dendrite, same-axon pairs, which is cited by Bartol et al. (2015) as fur-
ther evidence for their hypothesis. This is a great starting point for our analy-
ses since SORN is usually seen as a generic microcircuit model for a recurrent
layer in either hippocampus or neocortex because the experimental data sets
that SORN is based on and that has been modeled with SORN were recorded
in both hippocampus and neocortex (see Section 2.2 for a more detailed discus-
sion). Also, given that the original authors already found evidence for align-
ment, we can test our prediction without the concern that alignment might not
be present in the data. Furthermore, (Kasthuri et al. 2015) is a relatively bias-
free data set since it was mainly designed as a proof-of-principle study to show
that a saturated reconstruction, i.e. a reconstruction of all elements within the
sections, is possible, and to create a publicly available database of already an-
notated synapses for data mining endeavours such as ours.
More specifically, Kasthuri et al. (2015) used automated sectioning and scan-

ning techniques to obtain over 2000 29 nm thick 1mm2 brain slices of a young
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Fig. 5.1: A fully reconstructed volume of neocortex. Reprinted Fig. 3 from (Kasthuri et
al. 2015) with permission. (A) Reconstructed neuronal somata for layer iden-
tification (white) based on cell number and size (red:large, blue:small) from
coarsely imaged sections (29 nm/pixel). The saturated reconstruction site (pink
arrow) surrounds the apical dendrites of two LVI neurons (green and red ar-
row) and was divided in three reconstructed cylinders: (B) Sample section of
two cylinders that were reconstructed manually (imaged at 3 nm/pixel). The
green and red boxes outline the reconstructed cylinders surrounding the re-
spective apical dendrites of the marked cells in (A). This section goes through
the dendrite of the green cell. (C) Sample section of automated reconstruc-
tion used to reconstruct the third cylinder. Inset shows 2D sample errors from
the automated reconstruction (coloring does not always match the black mem-
brane boundaries) that were corrected manually. (D) The two pyramidal cells
whose apical dendrites form the center of the reconstructed volume (white).
Spines where only reconstructed in and around the volume. (E) The saturated
reconstruction volume. (F-N) The individual parts of the saturated volume.
(O) The backtraced cell bodies of some of the dendrites (apical:gold, basal:blue,
both:green, from non-pyramidal cell:red) that pass the fully reconstructed vol-
ume. Background: raw EM image. Scale bars: 1 µm for (B) and (C), 7 µm for
(E).
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(a) (b)

Fig. 5.2: Multi-site synapses in the reconstructed data. Reprinted Figures 6 and 4B from
(Kasthuri et al. 2015) with permission. (a) Parallel synapses (orange) from the
same axon (blue) onto the same dendrite (green). White arrows point to axonal
varicosities that connect to other dendrites. Scale bar: 2 µm. (b) An axonal vari-
cosity (blue) making contact with four dendritic spines (red, orange, yellow,
gold) and one dendritic shaft (green). Inset shows the surrounding axon. Scale
bar: 1 µm.

adultmouse somatosensory cortex. Within this stack of slices, the authors iden-
tified two apical dendrites of layer-6 pyramidal neurons that extended to the
upper layers (Fig. 5.1A,B,D,O) and fully reconstructed the volumes of three
slightly overlapping ≈ 600µm3 cylinders for a total volume of ≈ 1500µm3

(Fig. 5.1E). Apart from the two large central spiny, i.e. excitatory, dendrites
(Fig. 5.1H), the authors also found 191 other dendrites (Fig. 5.1K,N), most of
which were receiving excitatory input (92%). These dendrites formed a total
of 1700 synapses with 1407 axons, most of which (93%) were also excitatory.
This makes the data set about three times larger than the study by (Bartol et al.
2015) who identified 449 synapses between 446 axons and 149 dendrites in hip-
pocampal area CA1, from which 287 were fully contained within the volume.
Of these synapses, Kasthuri et al. (2015) found “many instances inwhich the

same axon innervated the same dendrite at multiple different spines.” For ex-
ample, from the 77 excitatory synapses on the central red dendrite (Fig. 5.1H),
eight were parallel. An extreme example for parallel synapses is shown in
Fig. 5.2, where one axon formed five parallel synapses with the same dendrite.
In total, the authors found 97 parallel synapses. However, despite this abun-
dance of parallel synapses, the analysis of the data is complicated by the fact
that single spines sometimes make contact to multiple axons, which prohibits
assigning the spine volume to a single synapse, and by the fact that single ax-
onal varicosities are presynaptic to multiple spines (Fig. 5.2b), which prohibits
assigning the shared vesicle number in a single axonal varicosity to a single
synapse. Nevertheless, the authors analyse the correlation of parallel features
such as vesicle number or spine size without mentioning these problems (“we
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select all the pairs of synapses shared by the same axon and same dendrite
”). They report that parallel synapses “tend to be more similar” for PSD area,
spine volume and vesicle count, but only reached statistical significance for the
volume of dendritic spines. In the following section, we will reanalyse this
data taking into account these considerations to test our prediction that larger
synapses should show stronger alignment.

₅.₁.₂ T K . ₍₂₀₁₅₎

Of the 1700published synapses, we excluded all data points that lacked the PSD
size, spine volume or vesicle count. We also restricted the analysis to excitatory
dendrites and axons since these were analysed in SORN and in (Bartol et al.
2015).

For the remaining 631 synapses, we first checked the correlation of the three
proxies for synaptic efficacy: PSD size and spine volume, PSD size and vesicle
count, and spine volume andvesicle count (Fig. 5.3). Due to the aforementioned
issues with single spines making contact with multiple axons varicosities or
one axonal varicosity making contact with multiple spines (Fig. 5.2b), we also
did this analysis by excluding spines with multiple synapses when analysing
spine volumes and excluding axonal varicosities with multiple synapses when
analysing vesicle count, just as Bartol et al. (2015) excluded their parallel triplet
because of assumed competition effects of multiple spines at one axonal bou-
ton (Sorra and Harris 1993; Sorra et al. 1998). Please note that in contrast to
(Bartol et al. 2015), Kasthuri et al. (2015) do not report the number of docked
vesicles at the synapse but the total number of synapses at the axonal varicos-
ity, which makes this exclusion necessary and the correlation probably less re-
liable. Overall, excluding the multi-synaptic synapses does not improve the
variance explained (r2) by the different indicators, which is surprising, given
that Kasthuri et al. (2015) report that multi-synaptic varicosities have a larger
number of vesicles (200 vs. 153, which we were able to reproduce).

When comparing our correlations to the ones reported by Bartol et al. (2015),
we find that our postsynaptic PSD areas explain a similar amount of variance of
the presynaptic vesicles (0.39 in Fig. 5.3d vs. 0.48) where the difference could be
explained by the total number of vesicles compared to the number of docked
vesicles as explained above. In contrast to (Bartol et al. 2015), however, the
spine head volume can explain both less variance in the docked vesicles (0.18
in Fig. 5.3f vs. 0.43) and the PSD size in the same synapse (0.44 in Fig. 5.3b vs.
0.77). This difference could be explained by a different definition of spine vol-
ume. Bartol et al. (2015) explain in their study that only the spine head volume
and area are highly correlated to the docked vesicles whereas the spine neck
length or diameter only shows a very weak correlation. Because the spine vol-
ume in this data set encompasses both the spine head and the spine neck (see
Fig. 5.2a), additional variability might have been introduced.
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Fig. 5.3: Indicators of synaptic efficacy are correlated. (left) Raw indicators of synaptic
efficacy from (Kasthuri et al. 2015). (right) Data without synapses on multi-
synaptic spines (for spine volumes) or multi-synaptic varicosities (for vesicle
counts). (a) and (b) The spine volumes explain about half the variance of their
respective postsynaptic density (PSD) areas. (c) and (d) Postsynaptic PSDs ex-
plain about 40% of the variance in presynaptic vesicle count. Removing all
synapses on multi-synaptic varicosities does not improve this measure. (e) and
(f) The same holds for the correlation between spine volume and vesicle count,
which has a moderate r2 of ≈ 0.2. All correlations are highly significant (see
p-values in figure legend).
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Fig. 5.4: Alignment does not increase with synaptic efficacy. (left) Alignment of par-
allel pairs for the data from (Kasthuri et al. 2015). (right) Efficacy-dependent
coefficient of variation for the same data points. (a) and (b) The smaller PSD
can only account for 30% of the variance of its parallel partner. Nevertheless,
their alignment is significantly correlated with mean PSD area. (c) and (d) The
spine volumes of parallel synapses aremore strongly correlated and their align-
ment does not significantly depend on the volume. (e) and (f) The number of
vesicles has the highest r2 but the weakest evidence for efficacy dependence.
The different number of n is rooted in the exclusion of multi-synaptic axonal
varicosities or spines (see Fig. 5.3).
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₅.₁.₃ W -

After having described the basic features of the data, we now investigate the
alignment and its weight-dependence. As before, we constrain our analyses to
single synapses. For the alignment of parallel synapses in the data of Kasthuri
et al. (2015), we find r2 values higher than Bartol et al. (2015) reported for non-
parallel synapses (0.12 for uncoupled synapses up to 0.20 for axon-coupled but
not dendrite-coupled pairs) for all efficacy indicators (Fig. 5.4). However, for
both the PSD area and the spine (head) volumes, the alignment is less strong
than reported in the original study (0.29 in Fig. 5.4a vs. 0.83 for PSD areas in
Fig. 4.1cC; 0.45 in Fig. 5.4c vs. 0.9 for spine (head) volumes in Fig. 4.1cAB).
Nevertheless, we find stronger alignment when taking the vesicle count as an
indicator for synaptic efficacy (0.69 in Fig. 5.4e vs. 0.5 in Fig. 4.1cD). Please note
that for all pairs, we plo ed the larger partner against the smaller partner, as in
the original study, since other orderings would introduce arbitrary variability.
Regarding our prediction, we find no evidence for stronger alignment, i.e.

decrease of the CV, with increasing efficacy (Fig. 5.4). On the contrary, we find
a significant but very weak increase of the CV for the PSD area alignment with
PSD area size (Fig. 5.4b). The other two indicators do not show strong effects in
either direction (Figs. 5.4d and 5.4f). This is further evidence for the claimmade
by Bartol et al. (2015) that “paired small synapses are as precisely matched as
paired large synapses”. Despite the limitations of the data, such as the higher
variability, the different animal and brain region, this should be taken as ev-
idence against the model proposed in Chapter 4, since this data was seen as
sufficiently similar to (Bartol et al. 2015) at the outset of these analyses.
For the sake of completeness, we also analyse the distance-dependence of

the alignment: If the alignment is due to the similar currents that arrive at the
synaptic partners, then closer partners should receive more similar currents
and thereby show closer alignment. As in the original study (Fig. 5.5a, we do
not find evidence for this effect (Fig. 5.5). However, it should be noted that the
distances between the parallel synapses reported here are much smaller (up
to 10µm) than the length-scales on which differences in plasticity are usually
reported (Froemke et al. 2005).

₅.₁.₄ D

We have analysed the data by Kasthuri et al. (2015) to test our prediction that
synapses with strong efficacies should also show strong alignment. If at all,
however, the data shows evidence for the opposite trend: stronger efficacies
seem to have weaker alignment. This could be due to either problems with the
data or an inadequate model.
Regarding the data, as already discussed above, the alignment found here

seems to be more variable than the results from Bartol et al. (2015). One possi-
ble reason is that the data analysed here took the full spine size as ameasure for
synaptic efficacy while Bartol et al. (2015) showed that the spine head volume
only seems to be a much be er indicator. Second, the data analysed here only
reports the number of vesicles in the axonal boutons as opposed to the actual
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Fig. 5.5: Alignment does not decrease with distance. (a) Reprinted Fig. 6-S2 from (Bar-
tol et al. 2015) (published with CC BY 4.0 license). The distance along the den-
drite between two parallel synapses cannot explain the variance in the preci-
sion of the alignment measured as the size difference of the spine head vol-
umes. (b),(c),(d) Distance-dependent CVs for the efficacy of parallel synapses
measured by (b) PSD areas, (c) spine volumes, and (d) the number of presynap-
tic vesicles. The euclidean distances are taken between the centroids of each
PSD area.

number of docked vesicles. Next, the data from Kasthuri et al. (2015) was ob-
tained in neocortex while Bartol et al. (2015) report results for reconstructions
in hippocampus, which might introduce additional variability. Nevertheless,
as argued elsewhere (Section 2.2), the SORN model should be seen as a model
of a generic recurrent circuit, and the additive correlative learning and mul-
tiplicative normalization have been shown to exist in both hippocampus and
neocortex. Finally, selection bias might play a role here: Kasthuri et al. (2015)
decided to densely reconstruct the regions surrounding two large apical den-
drites (Fig. 5.1H). Since STDP is known to differ at different parts on dendrites
(Froemke et al. 2005), this non-uniform sampling might have corrupted a neu-
tral view on alignment. On the other hand, Bartol et al. (2015) suffers from
selection bias because instead of a relatively bias free dense reconstruction of
(Kasthuri et al. 2015), only “subsets of dendrites and axons had been recon-
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structed.” This selection of dendrites or axons for reconstruction might have
been biased by “good” axons and dendrites, which might have resulted in the
low variability. However, since the data sets used in (Bartol et al. 2015) were re-
used from other studies, it is unlikely that there was a bias for “good” parallel
synapses.
Apart from possible confounding factors from the data, it would of course

be interesting to see under which conditions our models would stop showing
weight-dependent alignment. As already discussed in Section 4.5.2, weight-
dependent synaptic failure would only strengthen this effect. The effect also
persists for LTP-biased STDP, LTD-biased STDP, and normalization on longer
time scales, so it seems to be very robust. For future work, one possible way to
refine themodel could be to independently draw the additive STDP component
fromaprobability distribution at each learning event and for each of the parallel
synapses. Since stronger weights should be subject to more STDP events, they
would thereby also be subject to more fluctuations, while the smaller weights
can align during many normalization events between each STDP event. This
might counteract the correlation between alignment and synaptic strength and
thereby be er fit the data.

₅.₂ H -

Complementary to the tests of the predictions from the study on synaptic align-
ment, we will now try to test predictions from Chapter 3. In that chapter on the
origins of neural variability we showed that repeated presentations of the same
stimulus lead to clustering of the stimulus-specific evoked activity in the PCA
representation (Fig. 3.6) and to decreased variability measured by the Fano fac-
tor (Fig. 3.11). Furthermore, we were able to show that spontaneous activity
before stimulus onset can account for both variable network decisions given
ambiguous stimuli and variable evoked activity (Fig. 3.13). Here, we will redo
these analyses on spiking data obtained from awake macaque monkeys in a
passive viewing task to see if our results hold in corresponding experiments.
The monkeys were shown repeated presentations of white digits on a black
background (Fig. 5.6). In each session, one or two digits were presented five
times as often as others (e.g. “0” in Fig. 5.6a). These frequent stimuli were usu-
ally kept identical for two successive recording days and then switched. This
passive viewing setup is very similar to our experiments with SORN where
the circuit self-organizes to random alternations of stimuli with different fre-
quencies without reinforcement or a specific task. Furthermore, a similar set-
tingwhere each stimulus had the same presentation probability has been estab-
lished in the same lab on anaesthetized cats (Nikolić et al. 2009) and produced
learning effects in that system (paper in preparation). This preliminary evi-
dence encouraged extending the research to awake fixating monkeys, thereby
eliminating the possibly confounding effects of anaesthesia.
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(a)

(b) (c)

Fig. 5.6: Macaque monkeys were shown randomized digits. (a) Two macaque mon-
keys were shown different digits in a passive viewing task. In each experiment,
one or two digits were overrepresented by adding four extra stimuli of the re-
spective digit to the stimulation set. (b) A sample stimulus. (c) The stimulation
paradigm: At each trial, a randomly chosen stimulus from the stimulation set
such as (a) is shown for 800ms following a 400ms blank screen. The total trial
lasts 3 s.

₅.₂.₁ M - V₁

Datawas provided byAndreea Lazar, a postdoctoral fellow in the laboratory of
Prof. Wolf Singer, at the Ernst Strüngmann Institute (ESI) for Neuroscience in
Cooperation with Max Planck Society in Frankfurt. Multi-unit activity (MUA)
was recorded from the primary visual cortex (V1) of two rhesus macaques via
a chronically implanted microdrive developed by GrayMa er during a passive
viewing task. The microdrive permits insertion of 32 regularly spaced (1mm)
individually adjustable microelectrodes. Spike detection was achieved by am-
plitude thresholding, which was set after visualizing the spike waveforms to 3
standard deviations above the noise level. The stimuli (white digits on black
background) were presented over the receptive fields of the recorded units,
which were located 2-6 degrees from the fixation spot.
In total, six sessions from each of the twomonkeys were recorded and anal-

ysed. In each session, each stimulus was presented at least 32 times. In the
longest session, the stimulus with the least presentations was shown 42 times.
For the later analyses, channels were screened and excluded if the activity
showed very abrupt changes in firing rate, silence, or other behavior that in-
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Fig. 5.7: Multi-unit activity corresponds to stimulation paradigm. (a) Sample spiking
activity for all trials of all stimuli froma representative channel and session from
the first monkey (Atos). Shortly after the stimulus onset (blue dashed line), the
frequency ofMUA-events (firing rate) peaks followed by an above-baseline rate
until some time after stimulus offset (green dashed line). Please note that due to
the limited resolution, and to keep individual spikes and rate changes visible,
only a subset of 1ms bins is plo ed. (b) A similar sample plot from the second
monkey (Isis) shows qualitatively different behavior: instead of a short activity
peak, it shows a high sustained response that has a clear onset but a fuzzy offset.
(c) Averaged over all sessions and monkeys, the baseline activity is li le under
40Hz (activity reported in events per ms) increasing to a peak of 150Hz with
stimulation (grey area). (d) The mean response increases with stimulus inten-
sity. Themean response is measured as the mean activity between stimulus on-
and offset averaged over all sessions and monkeys. Stimulus intensity is set to
the fraction of white pixels in the image. The leftmost stimulus with intensity
0 is the “blank” stimulus (14 in Fig. 5.6a) and corresponds to baseline activity.
SEM are over 12 sessions.
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dicates problems with the respective electrode. Furthermore, channels without
any visible evoked response were excluded by requiring amedian increase fac-
tor ofmean activity frombaseline to the first 200ms of evoked activity of at least
1.2. Including the silent cells did not improve performance (results not shown).
The resulting MUA (hereafter called spikes) from a representative channel of
each monkey (Figs. 5.7a and 5.7b) shows a clear increase of firing rates with the
onset of stimulation.
For many of the further analyses, we selected from the trials of each session

an early and a late part. For this, the first N
2 repetitions of each stimulus were

assigned to the early set and the next N
2 repetitions to the late set where N is

the total repetition of the stimulus with the least presentations. To account for
the fact that the overrepresented stimuli (such as 0 in Fig. 5.6a) were presented
more often and the halves would thereby be much closer together in time in-
troducing a possible confounding factor, we subsampled N

2 presentations at
evenly spaced intervals to cover the same “session time” as other stimuli.
When applying this selection procedure to the mean response over all ses-

sions, we find a stereotypical response to the on- and offset of stimulation
(on- and off-response) and a small increase of baseline activity for later trials
(Fig. 5.7c). Furthermore, we find an expected increase in mean response for
brighter stimuli (Fig. 5.7d).

₅.₂.₂ S -

Next, we extract information about the stimuli from the data and try to assess
whether the information increases with session time. This would indicate a
change of internal stimulus representations, i.e. learning. Instead of just taking
stimulus-dependent averages, as has been the gold standard in neuroscience for
a long time, we take the same approach as in Section 3.7.3 and train classifiers
to predict the presented stimulus given the data to thereby do justice to the
varied responses of individual neurons to different stimuli (Churchland and
Abbo 2016).
More specifically, we use multinomial naive Bayes classifiers to predict the

presented stimulus given binned activity over 100ms from around 20 channels
after dropping the bad and quiet channels. To obtain predictions at different
time points, we train different classifiers for each time point. Please note that
since we do this for both the early and the late set and there are only li le more
than 30 trials per stimulus and session, the problem is prone to overfi ing with
as few as 15 data points per class. Therefore, we cross-validate the scores with
a 10% test set. We also compared this specific classifier with logistic regres-
sion and random forest classifiers. Both did not lead to improvements in the
performance. Finally, it might seem surprising that we claim in Chapter 3 the
absence of noise in neural activity and then use binning methods here to ag-
gregate spikes over 100ms, essentially assuming that the order of spikes does
not ma er in this interval. The reason for this is very practical: we were able
to generate large amounts of data from the simulations in Chapter 3, which al-
lowed us make use of single-spike information. Here, only few data points per
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Fig. 5.8: Stimulus classification shows li le evidence for learning. (a) Classification
performance (early trials blue, late trials green) for the presented stimulus given
the spiking data of all clean channels. After stimulus onset, the performance ap-
proaches 40% and returns to chance level (black dashed, 10 stimuli) after stimu-
lus offset. (b) For stimulation paradigms that were repeated at successive days,
the classification performance does not improve from the first day (green line)
to the successive day (orange line). (c) Performance per stimulus does not show
a distinct effect for the stimulus that was repeated in the training set (highfreq)
vs. the stimuli that were present only once in the stimulation set (lowfreq). The
prediction performance is compared at the performance peak (t = 600ms). (d).
When the distance in time between samples of the highfreq stimuli is decreased,
the classification performance improves. SEM are over 12 single-day sessions
and 5 inter-day sessions.
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Fig. 5.9: Mean activity strongly correlates with classification performance. (a) Hexag-
onal histogram of activity-classification score pairs for all time points after stim-
ulus onset for all 12 sessions. The red line shows the best fit. (b) Classification
performance (early trials blue, late trials green) measured as the deviation from
the linearly expected performance (red line in (a)). SEM are over 12 sessions.

stimulus presentation are available and only a very small fraction of units are
recorded from the large number of neurons present in V1, making aggregation
methods necessary.
When predicting the presented stimuli from the binned MUA activity, it

is possible to predict the presented stimulus with ∼ 40% accuracy shortly af-
ter stimulus onset. However, there is only a very small effect when compar-
ing early with late stimulus presentations (Fig. 5.8a). When comparing classi-
fication performance between successive days for the successive experiments
mentioned above, there is no overnight-improvement in classification perfor-
mance, suggesting that the neural representation of the stimuli does not change
towards be er separability (Fig. 5.8b). So far, these analyses averaged over all
le ers. When instead looking at the classification score for individual le ers
at the point of highest overall predictive power, there is no selective improve-
ment for the stimulus presented more often (Fig. 5.8c). This changes, however,
when the early and late subsets are not, as described above, evenly subsampled
to match the “session time” of the other stimuli but simply taking the first and
next N

2 presentations whereN is again the number of presentations of the least
frequent stimulus (Fig. 5.8d). The observed increase in performance is proba-
bly due to components of neural variability that change on a slow time scale
such as arousal (Goris et al. 2014). These slow fluctuations lead to larger vari-
ability between states that are separated by long time spans compared to states
that are close in time, which makes classification harder in Fig. 5.8c compared
to Fig. 5.8d.
Finally, as reported for example in (Nikolić et al. 2009), classification per-

formance is closely tied to the mean activity — the more activity, the be er the
classification performance. This effect is also present in our data: when plo ing
the classification performances for the individual sessions against the respec-
tivemean activity at each time point, we find a close correlation (Fig. 5.9a). This
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effect might be responsible for the slight classification increase in Fig. 5.8a since
mean activity slightly increases for late trials (Fig. 5.7c). However, when cor-
recting for this effect by not considering absolute classification performance but
rather deviations from the expected performance given mean activity levels at
that time point, the small effect persists (Fig. 5.9b). In line with these results,
the classification performance also increases for larger bin sizes and thereby
increased activity per bin (not shown).

₅.₂.₃ S

Following up on the analyses in Fig. 3.13, we next try to predict both these
classifier predictions (from now on called “decisions” to avoid ambiguity) and
the evoked spiking activity with either the (spontaneous) activity surrounding
the decisions or the spontaneous activity right before stimulus onset.
For predicting the decisions, we again train naive Bayes classifiers from all

time points surrounding the decision. This is, as before for SORN, compared to
baseline predictions based on trial-shuffled activity. Trial-shuffled means that
the trial index of the activity used for the prediction is shuffled. Thereby, the
statistics of the individual trials are left unaffected while the relation between
spiking data and decision is lost. This is necessary because the decisions might
be biased towards specific stimuli, thereby making it difficult to analytically
determine a chance level (see Section 3.7.3 for a detailed discussion of this is-
sue). As expected (see Fig. 3.13b), the resulting curves show best performance
when predicting decisions with the activity at the actual decisions (Fig. 5.10a).
However, in contrast to our modeling work, the spontaneous activity before
stimulus onset does not yield above-baseline performance. Nevertheless, spon-
taneous activity is not “pure noise”, because activity after stimulus offset still
carries information about the stimulus through reverberating activity since it
yields above-chance predictions (Figs. 5.8a and 5.10a). When comparing early
and late trials for this analysis, we do not find effects on predicting decisions.
We find similar results when taking the correlation between the evoked ac-

tivity and its prediction based on spontaneous activity directly before stimulus
onset, as we did for Fig. 3.13a: the spontaneous activity stays at baseline level.
Interestingly, there seems to be a small increase in baseline predictability of
late spontaneous and evoked activity indicating structural changes towards de-
creased variability and increased stereotypical spike trains (Fig. 5.10b). For the
prediction of evoked activity, we used ridge regression, as was done for SORN.
The results do not change when using random forest regression instead.
Given the increased baseline predictability of ongoing activity and the cor-

responding small increase of mean activity for the late trials, we again checked
the correlation between mean activity and predictability. Since this is again
very high (Figs. 5.10c and 5.10d), the mean-corrected scores should yield in-
sights on the source of increased performance. Because the mean-corrected
predictability of ongoing activity is still increased for late trials (Fig. 5.10f), this
is likely to be due to other factors but increased mean activity.
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Fig. 5.10: Spontaneous activity does not show predictive power. (a) When predicting
the classifier decisions from Fig. 5.8a at the prediction position (black dashed
line), predictions (blue and green lines for early and late trials) based on pre-
stimulus spontaneous activity do not deviate from baseline (red and purple
dashed lines for early and late trials) while post-presentation spontaneous ac-
tivity does. (b) The correlation (“score”) between recorded evoked activity
and its stimulus-specific prediction based on spontaneous activity right be-
fore stimulus onset (black dashed line) is higher for late trials (green, purple
dashed line) than for early trials (blue, red dashed line). (c) As for the classifi-
cation of stimuli (see Fig. 5.9a), the decision scores are highly correlated with
mean activity. (d) The same holds true for the prediction of evoked activity.
(e)When correcting for the expectedmean performance of predicted decisions,
early and late trials do not separate. (f) Correcting for the expected mean cor-
relation between MUA activity and the predicted activity from spontaneous
activity before stimulus onset does not remove the increase towards late trials.
SEM are over 12 sessions.
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Fig. 5.11: Fano factor drop is not affected by repeated presentations. (a) The average
Fano factor (FF) median over 12 sessions for early (blue line) and late (green
line) presentations of all stimuli decreases for baseline activity but does not
show effects for the evoked drop. (b) Over successive days, the FFs seem to
increase after the initial drop. (c) Fano factors for stimuli with high presenta-
tion frequencies do not show clear repetition effects. The deviation after 2 s is
due to strong deviations in two not-adjacent sessions of the same monkey at
around the same time. Since we consider the median FF of each session here,
these have had to be session-wide effects. (d) The FFs for frequent stimuli over
successive days seem to mirror the same effects as (b). SEM are over 12 single-
day sessions and 5 inter-day sessions.

₅.₂.₄ T F

A key prediction of the analyses in Chapter 3 was that the decrease of the Fano
factor upon stimulus presentation, which has been thoroughly established for
monkeys in (Churchland et al. 2010), should deepen during learningwithmore
presentations of the stimulus. Given that there isn’t strong evidence for learn-
ing in the data so far, it is not clear if a decrease withmore presentations should
be expected. Contrary to our prediction, themean of thewithin-session-median
Fano factor does not decrease with repeated presentations (Fig. 5.11a) or over
successive days (Fig. 5.11b). Since the data has the inherent advantage that
one stimulus is always shown more often, we also analysed the development
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of the Fano factor of that subset of stimuli with high presentation frequency.
Again, we do not find evidence for a more pronounced FF drop within a day
(Fig. 5.11c) or over days (Fig. 5.11d). When comparing Fig. 5.11a and Fig. 5.11c
it is also clear that the stimuli with high presentation frequencies did not lead
to lower Fano factors than the less frequent stimuli.
Interestingly, there seems to be a drop of the baseline FF with time

(Fig. 5.11a). This is in line with the previous finding that the baseline pre-
dictability of spontaneous activity increases with time (Fig. 5.10b).
Finally, the variability increases above baseline after the initial drop

(Fig. 5.11a). This effect was not reported by Churchland et al. (2010). How-
ever, the bin size used here (100ms) is also double the size used in the original
study and the effect increases with bin size (results not shown). This suggests
that slow fluctuations on a timescale longer than the typical FF window are
responsible for the increase in neural variability after stimulus onset.

₅.₂.₅ PCA

Finally, similar to Fig. 3.6, we visualize neural activity by applying principal
component analysis (PCA, introduced in Section 3.6.2) to the evoked neural
activity. To simplify visualization, the analysis is only applied to three stim-
uli: the frequent stimulus and “9” and “8” because those numbers are never
among the frequent stimuli. The PCA quality is determined by dividing the
mean distance between all PCA-points evoked by the same stimulus by the
mean distance between all PCA-points. If all points from the same class would
be projected to the same region but different classes to different regions, this
score should be close to zero, whereas random projections yield scores close to
one.
When visualizing the data projected to the best-separating two (Figs. 5.12a

and 5.12b) or three (Figs. 5.12c and 5.12d) dimensions, the stimuli form over-
lapping clusters that seem to expand over time. The visualization is done for
the time steps with the best mean 3D PCA score for each condition (Fig. 5.12e).
When comparing the mean 3D PCA score for all sessions, the late trials show
slightly be er separability than the early trials (Fig. 5.12f).
It is interesting to note that the stimuli do not separate best in the first princi-

pal components but in later, not-adjacent ones. This is probably because other
factors, such as fluctuations from changes in the mean rate, have a larger effect
on the inter-trial variability than the shown stimuli. This is analogous to our
experiments in Fig. 3.6 where the separation between different stimuli was only
found in later principal components because other effects (position in sequence)
had a larger effect on the variability.

₅.₂.₆ D

We set out to analyse this data to test predictions from Chapter 3. The pre-
dictions were twofold: On the one hand, we predicted learning-dependent ef-
fects: the Fano factor drop should becomemore pronounced with learning and
the PCA representation of the evoked activity should cluster for each stimulus,
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Fig. 5.12: Stimulus classes separate best in late principal components. Principal
component projection of three stimuli of the early (a) and late (b) trials at the
time point of the best score in (e) to the components that separate the classes
best. ((c),(d)) The same embedding method applied to visualize the three best-
separating principal components. (e) For the visualized session, the separa-
bility increases with stimulus onset (best separability at 0, see main text for
how the PCA score is computed). (f) Over all sessions, the later trials seem to
separate a li le be er than the early trials. SEM are over 12 sessions.
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i.e. the separability should increase. On the other hand we made claims about
spontaneous activity: it should have predictive power over variable decisions
and evoked activity. Both claims were not validated but the reasons for this are
likely different:
Regarding the difficulty to find effects on the Fano factor or PCA separa-

bility, this is likely due to very li le learning in our analyses: as shown in
Fig. 5.8, the stimulus classification did not show prominent increases within
a session or between successive sessions. Together with the difficulty to find
reliable repetition-dependent effects in the other analyses, this suggests that,
in these sessions, learning was not as strong as necessary to thoroughly test
our learning-related predictions. Nevertheless, there are small indicators that
something changed: the mean baseline activity slightly increased (Fig. 5.7c),
the baseline variability slightly decreased (Fig. 5.11a) together with a small in-
crease in the predictability of neural activity (Fig. 5.10b). Finally, there is some
evidence that both the stimulus classification and the PCA separability slightly
increased (Figs. 5.8a and 5.12f). However, given the lack of strong learning ef-
fects and a missing influence of the recorded spontaneous activity on evoked
activity in these results, we decided to not further pursue more fine-grained
analyses such as a change in spontaneous activity representation as in Figs. 3.7
and 3.9.
This raises the question why there was so li le learning observed. As ex-

plained in the introduction, similar paradigms did induce learning effects in
anaesthetized cats. We will discuss here only the most prominent reasons:
First, given the nature of the task, the monkeys had no incentive to learn:

in passive viewing, a monkey is rewarded for keeping fixation on a spot in the
center of the screen. The stimuli, however, are presented on the receptive fields
of the recorded units that usually lie outside of the fixation spot. Therefore,
reward is not coupled with a ending to the stimulus, which seems to be im-
portant for learning (Eldar et al. 2013; McGinley et al. 2015). Given that there is
evidence for perceptual learning inmonkeys that can be localized to V1 (Gilbert
and Li 2012), this problem could be circumvented by using perceptual learning
tasks. However, this would make the paradigm less similar to the one used
in SORN, where self-organization happens without a specific task or reinforce-
ment.
Second, the presentation paradigm might have prohibited learning due to

saturation effects. For example, very high-contrast stimuli where used evoking
very strong on-responses (Figs. 5.6 and 5.7). Thereby, the dynamic range of
the response might already be saturated, preventing further learning-induced
increases. Furthermore, fewer stimuli where shown for longer times than in the
preliminary experiments in cats, which might have induced similar saturation
effects. This is especially important when considering recent evidence for set-
point activity control for single units (Hengen et al. 2016): when each neuron is
limited by a certain mean activity level, and this is already utilized by the long,
frequent, and strong stimulation, further activity increases through learning
might not be possible. A straightforward approach to test this idea would be to
show a more diverse set of stimuli with lower contrasts for shorter times with
longer inter-stimulation intervals.
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Finally, the light anaesthetics used for the preliminary experiments in anaes-
thetized cats might have enhanced the self-organization effects. For example, a
recent study on sequence learning in rat primary visual cortex showed stronger
effects for anaesthetized rats than for awake rats (Xu et al. 2012) with no learn-
ing during the desynchronized cortical states during waking. Together with
the facts that the experiments in cats had more repetitions and more recorded
units and that we did find some small effects in these initial macaque experi-
ments, this suggests that more data might be necessary to isolate the learning
effects in this specific task.
Regarding the lack of predictive power of spontaneous activity in the data,

one key difference to the analyses in Chapter 3 can explain large parts of the
problem: While we had access to all presynaptic inputs to every cell in SORN,
we at most have access to about 0.5% of the presynaptic population here: If we
assume that one channel records from one neuron (which is not guaranteed for
MUA activity) and assume that we have 25 clean channels that all record from
neurons presynaptic to this neuron, which is highly unlikely given the sparse
connectivity in V1, we still record from only a small fraction of the on average
6000 presynaptic partners (Beaulieu and Colonnier 1985) (assuming no paral-
lel synapses). Even if we would record from a few more neurons with each
MUA channel and even if some of the 6000 synapses are parallel and thereby
the number of presynaptic neurons is smaller, we would still only record from
a small fraction of presynaptic partners. Together with the small number of
data points (about 30 per stimulus in each session), this makes it practically im-
possible to predict evoked activity or decisions from spontaneous fluctuations.
An exception would have been if only a few discrete spontaneous states would
have existed which could have been identified by a small subset of neurons.
Since we did not find predictive power in the spontaneous activity, this is most
likely not the case.
There are three ways to circumvent this problem: first, emerging technolo-

gies can help to record from more presynaptic neurons at a time: For exam-
ple, very dense electrode arrays are being developed that allow recording all
neurons covered by the array. This way, it is possible to record from all presy-
naptic neurons if the preparation is sufficiently small. Another example would
be two-photon imaging studies of C. elegans or zebrafish larvae which are now
also at the point of recording from all neurons simultaneously, although on
slower time scales (Prevedel et al. 2014). Second, aggregate activity frommany
neurons could capture the spontaneous state. An example for this would be the
study byArieli et al. (1996)where optical imaging of the population activitywas
used to predict evoked activity from spontaneous activity. Another possibility
would be to analyse the LFP components of the data used here. The downside
of these methods is the reduced temporal and spatial precision, which leaves
some other information in the dark. Finally, ambiguous stimuli could be used
to make the system more susceptible to influences from spontaneous activity,
as we did for SORN.
Nevertheless, we can use the analyses performed here to make some state-

ments about spontaneous activity: while we were not able to predict decisions
based on the spontaneous activity before stimulus onset, the spontaneous activ-
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ity after stimulus offset did yield above-baseline performance similar to (Nikolić
et al. 2009). This indicates that spontaneous activity is not just noise but con-
tains information through reverberating and top-down activity suggesting that
future studies on the nature of spontaneous activity might be fruitful.



126 5. Some predictions from self-organization cannot be verified



₆

D

Actually our unit sampling in the cortex is a li le like recording the
activity of the “e” lever of typewriter 147 in the stenographic pool at
the Pentagon. Variable response need not mean indeterminate
behavior. The probabilistic assumption is bound to lead to treatment
that will smear details with determinate causes as well as smoothing
true noise.

Theodore Bullock (1970)

₆.₁ S

Neural processing is very variable: not only can the neural responses to two
identical trials be very diverse, the underlying network structure fluctuates at
high rates, too. Nevertheless, the behavior of the recorded subjects is often op-
timal given the task, memories can be stored seemingly indefinitely and human
performance surpasses that of computers in complex tasks such as robot soccer
despite the very reliable processing of computers.
The aim of this thesis was to investigate the possible role of neural self-

organization for explaining and taming the variability in neural circuits. For
this, we used the self-organizing recurrent neural network model (SORN,
Chapter 2) whose self-reinforcing learning dynamics through STDP, together
with the homeostatic competition for limited resources through synaptic nor-
malization and intrinsic plasticity, have been previously shown to develop in-
teresting and biologically relevant self-organizing dynamics. Given the model,
we then chose two exemplary approaches: First, we explored to which extent
self-organization in a completely deterministic SORN can generate key features
of neural variability and ongoing spontaneous activity. Second, we took the
opposite direction and asked, given variability in the form of synaptic failure,
how can self-organization help to stabilize neural circuits. Predictions from
both modeling studies were subsequently tested on data gathered with corre-
sponding experimental paradigms.
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We found that SORN can reproduce many features of neural variability
(Chapter 3) in a deterministicway. Not only do the individual spike trains show
Poisson statistics, their population activity also matches the structure reported
for population activity from neural recordings: the spontaneous activity “out-
lines” the evoked activity, learns a model of its “environment” reflecting the
statistics of sensory inputs, and the variability of the network’s activity drops
with stimulus onset. Finally, perceptual decisions in response to ambiguous
inputs of SORN and its evoked activity can be predicted from spontaneous ac-
tivity. Most surprisingly, despite being a bo om-up model, these decisions
actually follow naive Bayesian inference.

Despite the success of the model in explaining key features of neural vari-
ability and the expected generalization capabilities given the simplicity of the
model, we were not able to experimentally validate some of its central predic-
tions (Section 5.2): First, the multi-unit recordings from the primary visual cor-
tex of two macaque monkeys during a similar passive viewing task did not
show reliable learning effects for stimulus classification. Hence, we also did not
observe the predicted effects on the neural variabilitymeasured by the Fano fac-
tor or the stimulus separability in the principal component space of the record-
ings. As discussed in Section 5.2.6, the absence of learning might be due to
a missing incentive to learn in the task, already saturated responses through
strong and frequent stimuli, or insufficient data because the effects might be
weaker for non-anaesthetized animals. Second, we were not able to demon-
strate an effect of the ongoing spontaneous activity on the variable decisions or
variable evoked activity. This is probably due to the relatively small number
of recorded presynaptic partners compared to SORN, where we are able to em-
ploy the spontaneous activity of all neurons in the network to predict evoked
variability.

In the second modeling study, we found that the alignment of parallel
synapses in the presence of synaptic failure can be explained through the inter-
action of additive Hebbian learning and multiplicative normalization (Chap-
ter 4). This was demonstrated in three increasingly complex models: first in an
abstract stochastic process model, then with a single leaky integrate-and-fire
neuron with many presynaptic partners, and finally in SORN. This three-stage
process allowed us to pin down this alignment to very basic self-organizational
processes and at the same time make predictions for neural circuits.

Unfortunately, as for the previous study, we were not able to validate one
of the predictions experimentally (Section 5.1): In an annotated database of
synapses obtained from a dense electron-microscopy reconstruction of mouse
neocortex, we did find evidence for synaptic alignment but failed to find a posi-
tive correlation between synaptic alignment and synaptic efficacy. Possible rea-
sons linked to the data might be that the new dataset stems from another brain
region and is more variable than the original data our modelling is based on.
Furthermore, selection bias affected both the new dataset since the region sur-
rounding two large apical dendrites was reconstructed, and the original data
used for our modelling, which reconstructed only a subset of dendrites.
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₆.₂ O

Given these results, two main directions for future work are possible: further
extending and analysing the models, or testing the models on different data.
Regarding themodeling, the studies presented here open exciting directions

for future research. First of all, the homeostatic mechanisms of the model were
extended in two directions because it empirically lead to increased robustness
and performance at convergence: bidirectional normalization and variable tar-
get activity rates. For the first extension, more experimental studies are nec-
essary to determine the biological plausibility as already discussed in the sum-
mary of the chapter but themathematical properties seem appealing, especially
for an analytical treatment of the dynamics in SORN. The second extension
seems to be related to an important open question: where does the variability
in SORN originate? While we observed key features of neural variability, it is
not clear what exactly the source of this variability is. Preliminary research in
the lab suggests that the different target activity rates are promising candidates
to answer this question. The idea that threshold control introduces variability
dates back to for example (Braitenberg 1986, p. 143) and offers an interesting
alternative to chaos through balanced excitation and inhibition (Vreeswijk and
Sompolinsky 1996). Finally, the surprising optimal performance of the network
decisions pose interesting questions: what are the mechanisms that lead to the
optimal performance? Is there a class of tasks that can be solved in Bayes op-
timal ways? And, of course, does it scale? While we currently investigate the
scaling properties of SORN, the other questions seem essential to be er connect
the current range of top-down models on optimal inference with bo om-up
models such as SORN.
Unfortunately, we cannot draw any strong conclusions from the macaque

data for future modelling because we did not find strong evidence for learning
in the data, whichwas a prerequisite for our predictions. However, we did find
evidence for alignment in the synapse database but were unable to verify our
prediction that stronger synapse pairs should show be er alignment. There-
fore, it is important to ask why this model prediction was not reproduced. Are
theremodel parameters forwhich the correlation between synaptic efficacy and
alignment ceases or even becomes negative, as indicated by the experimental
data, or is it an intrinsic property of the model? If so, is it an exclusive property
of the SORN or does it also transfer to the previous more abstract models such
as the Kesten process? This could indicate that either underlying properties of
SORN have to be changed to reproduce this finding or that synaptic alignment
is not an effect of only self-organization but also other processes. As an addi-
tional follow-up on the synaptic alignment model, it would be interesting to
further explore phenomenological similarities between the stochastic process
used to describe alignment and SORN. Both are based on the same key self-
organizational mechanisms and the Kesten process has already been shown to
describe the same weight fluctuations that SORN can explain. Maybe further
commonalities can be found.
As a general outlook on the models, one can of course always test how well

the results transfer to more biologically plausible models with, for example,
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leaky integrate-and-fire neurons and continuous STDP windows. This seems
to be the case for previously published studies on weight fluctuations (Zheng
et al. 2013; Miner and Triesch 2016) so it is reasonable to assume that the re-
sults reported here also transfer. As discussed in Section 1.2.3, another more
interesting approach from a self-organizational perspective would be to make
the neurons compete for a global level of total activity instead of a fixed level
of activity for each neuron. This would maybe also lead to the lognormal ac-
tivity distributions reported in the literature as demonstrated by Sweeney et al.
(2015). First steps are already taken to merge this with the model byMiner and
Triesch (2016).
Regarding the experimental data, technological progress opens an exciting

area for research. The current push for connectomics will lead to many more
electronmicroscopy data sets suitable for analysing parallel synapses. This will
not only allow pinning down the observed different levels of variability be-
tween hippocampus and neocortex but also allow testing our other prediction:
the alignment of parallel synapses should be more pronounced after sleep than
in a sleep deprived state. While theremay not be any suitable data sets available
yet, the advent of connectomics will eventually produce data sets investigating
the effect of sleep on structural changes on the synaptic level.
Technological progress is also essential when considering our study on neu-

ral variability: as previously discussed, there are right now technologies being
developed that allow recording from all neurons in simple organisms or cell
cultures simultaneously. Given the activity information of the entire circuit
with all its inputs, it is straightforward to test our prediction that the observed
neural variability is simply due to unobserved inputs to the circuit: when there
are no more unobserved inputs, it should essentially behave deterministically.
Apart from these hopefully not too futuristic visions, our predictions on

effects of learning on neural variability do not have to wait for technological
progress: the developed analyses can be applied to new or similar data ob-
tained using different paradigms that induce learning by, for example, chang-
ing the stimulation paradigm to one that requires the a ention of themonkey or
by changing the stimulus properties to avoid saturation effects that might pre-
vent learning. This would allow testing our learning-dependent predictions
and adapting the model based on the results.
In summary, we have seen that despite its noisy appearance, the brainmight

not be that unreliable after all. Self-organization can both explain key features
of neural variability with deterministic circuits and tame the existing variabil-
ity through the interaction of different plasticity mechanisms. Furthermore, in
analogy to the introductory quote, the recent technological progress in neuro-
science slowly widens our window of observation from the activity of a single
le er on a single typewriter in the pentagon to the adaptive typing of all in re-
sponse to outside events, which might soon allow us to verify that each spike is
an essential part of meaningful words formed through the constant interaction
with the environment.
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A A

SORN

Like the human brain, Excel has cells, organized into columns, as in
the brain.

Twi er adaptation of (Fouhey and Maturana 2016)

A.₁ A

Due to the simplicity of the SORN model (see Chapter 2), the model itself can
be implemented in a few lines of code in an afternoon. Nevertheless, the re-
search process requires amodular and flexible framework to quickly prototype
new experiments, test the effect of different parameters, generate many instan-
tiations for averaging on a computing cluster, and automatically visualize the
results. To achieve this, we developed amodular framework for simulating the
experiments surrounding SORN.
The final implementation in python (Fig. A.1) allows the user to easily add

new data recorders (Stats), re-use stimulation paradigms (Sources) from other
Experiments or switch between different synapse models (SynapticMatrix). This
makes it effortless to run the same analyses on different experiments, to pro-
totype locally and then run the final experiment on the cluster, to re-use the
same parameters over multiple experiments or run the same experiment with
different parameter se ings, and, most importantly, use the same underlying
networkmodel for all experiments. The implementationwas validated by com-
paring it to the original implementation for (Lazar et al. 2011) and by replicating
results from (Zheng et al. 2013). The documented framework has been made
available on github: https://github.com/chrhartm/SORN. Early parts of the
framework were co-developed by Philip Sterne.

https://github.com/chrhartm/SORN
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Fig. A.1: A simplified UML diagram of the simulation setup. (a) When running the
main script with a parameter file, the script will instantiate the Experiment spec-
ified in the parameters. The Experiment then creates Sources that specify the
stimulation paradigm, such as the repeated presentation of “ABCD”, and Stats
that record and process data, such as the the mean activity, the survival rate
of newly created synapses, or the occurrence of pa erns in spontaneous activ-
ity, at every time step. These Stats are then collected in a StatsCollection that
will be an a ribute of Sorn. Finally, the Experiment instantiates a Sornwith the
parameters from the parameter file. The Sorn in turn instantiates a number of
SynapticMatrices that can be either sparse or dense and will perform stdp and
other plasticity mechanisms as specified in the parameters. After the initializa-
tion, the Experiment is run by the main script and the results are analysed and
plo ed according to the plot_singlemethod of the Experiment after the report
from the StatsCollection collected the report results from each Stat. If one runs
multiple simulations on a cluster, the Experiment is reset by the script before
run is called again.

A.₂ I

Profiling of the framework revealed that most processing time is spent on
matrix-vector multiplication and the plasticity operations on the excitatory-
to-excitatory matrix, WEE . Since the matrix is only sparsely connected, we
decided to use sparse matrices for speed-up. More specifically, we use the
compressed sparse column (CSC) format due to its efficiency for matrix-vector
products. While python provides efficient implementations of sparse matrices,
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1500

0014

0130

12011

indptr: [ 0, 2, 3, 5]

indices: [ 0, 2, 1, 0, 3]

data: [11, 14, 13, 12, 15]

(a) (b)

Fig. A.2: Sparse matrices decrease simulation time. (a) A representation of a sample
matrix (top) in CSC format (bo om) as described in the text. (b) The model
used in (Zheng et al. 2013) was simulated with sparse and dense connection
matrices. As in the original paper, the connectivity for each population was
set to ρEE = 0.1, ρIE = 1.0, ρEI = 0.2 and all plasticity mechanisms (STDP,
iSTDP, structural plasticity (in batches of 10), and synaptic normalization)were
used. Already for the number of excitatory units usually used (200), processing
time halves.

the plasticity mechanisms had to be re-implemented.
For the compressed sparse column format, the matrixWEE is represented

by three arrays (see Fig. A.2a for an example):

• the top-to-bo om-left-to-right appended nonzero entries of a matrix are
stored in the data array

• the number of nonzero entries in the left submatrix until column i are
stored in the ith position of the indptr array

• the row-indices of each nonzero element are stored in the indices array.

Based on this representation, STDP (and analogously, iSTDP) can be effi-
ciently implemented as follows:

• An array of column indices (col) can be obtained by taking the first-order
difference of indptr (diff[n] = indptr[n+1] - indptr[n]) and then
repeating each diff[n] n times.

• the row-indices (indices) and column-indices (col) can then be used to
apply the STDP formula

WEE
ij (t+ 1) = WEE

ij (t) + ηSTDP (xi(t+ 1) ∗ xj(t)− xi(t) ∗ xj(t+ 1))

(A.1)

in vectorized form

data = data + ηSTDP(x(t+1)[indices]*x(t)[col]
-x(t)[indices]*x(t+1)[col]).

(A.2)
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Synaptic normalization can be efficiently implemented by using the built-
in sum function to obtain the summed entries for each column, repeating these
indices indices times, and dividing data by the result.
Unfortunately, inserting new synapses is not possible with the CSC format

so that structural plasticity can only be implemented by transforming the CSC
matrix to a different representation (e.g. dictionary of keys (DOK)), inserting
the new connection, and transforming back. The overhead can be kept small
by batch-inserting many synapses at the same time.
When testing the implementation with the parameters from (Zheng et al.

2013), the simulation time decreases by roughly 50% (Fig. A.2b).
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